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ABSTRACT

Conventional methods for inspection and monitoring using human operators are tedious,

time consuming, and prone to errors. Technological innovations in the fields of image pro-

cessing and machine vision have provided opportunities to automate these manual tasks in

applications as diverse as surveillance, medical diagnostics, remote sensing, industrial qual-

ity control, and precision agriculture. Such automation can increase efficiency, productivity,

effectiveness, speed, quality, and yield. Researchers over the years have investigated the

feasibility, applications, and implications of different sensors and image processing algo-

rithms, and now the use of low-cost sensors and mobile robots for monitoring and inspection

applications is a reality.

In this dissertation I focus on inspection and monitoring tasks that can be automated by ap-

plying image processing techniques to the output obtained from optical sensors (color and

color-depth sensors). Although some of the industrial and military applications involving

vision sensors for automation have already evolved into real-world products, there are many

areas that still require thorough investigation and research for real-world implementation. I

target applications that have societal importance in the areas of safety and precision agricul-

ture.

First, I present QuickBlaze, a flame and smoke detection system based on vision sensors

aimed at early detection of fire incidents for open or closed indoor and outdoor environments.

We use simple image and video processing techniques to compute motion and color cues,

enabling segmentation of flame and smoke candidates from the background in real time.

QuickBlaze does not require any offline training, although manual adjustment of parameters

during a calibration phase is required to cater to the particular camera’s depth of view and the

surrounding environment. In an extensive empirical evaluation benchmarking QuickBlaze

against commercial fire detection software, we find that it has a better response time, is 2.66

times faster, and better localizes fire incidents. Detection of fire using our real-time video

processing approach early on in the burning process holds the potential to decrease the length
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of the critical period from combustion to human response in the event of a fire.

Second, we present a novel method for joint localization of a quadcopter pursuer with a

monocular camera and an arbitrary target. Our focus is on mobile robots that are capable

of tracking and monitoring a target in scenarios such as person/child/animal monitoring or

tracking a fugitive. Our method localizes both the pursuer and target with respect to a com-

mon reference frame. We show that predicting and correcting pursuer and target trajectories

simultaneously produces better results than standard approaches to estimating relative target

trajectories in a 3D coordinate system. The efficiency of the proposed method is demon-

strated by a series of experiments with a real quadcopter pursuing a human. The results

show that the visual tracker can deal effectively with target occlusions and that joint local-

ization outperforms standard localization methods.

Third, I present a textured fruit segmentation method based on super-pixel oversegmentation,

dense SIFT descriptors, and bag-of-visual-word histogram classification within each super-

pixel. An empirical evaluation of the proposed technique for textured fruit segmentation

yields a 96.67% detection rate, a per-pixel accuracy of 97.657%, and a per frame false alarm

rate of 0.645%, compared to a detection rate of 90.0%, accuracy of 84.94%, and false alarm

rate of 0.887% for the baseline sparse keypoint-based method. I conclude that super-pixel

over-segmentation, dense SIFT descriptors, and bag-of-visual-word histogram classification

are effective for in-field segmentation of textured green fruits from the background.

Fourth, I present two new methods for automated counting of fruit in images of mango

tree canopies, one using texture-based dense segmentation and one using shape-based fruit

detection, and compare the use of these methods relative to existing techniques. We tested

the robustness of each algorithm on multiple sets of images of mango trees acquired over

a period of three years. These images sets vary in imaging conditions (light and exposure),

distance to the tree, average number of fruit on the tree, orchard, and season. I find that

for fruit-background segmentation, K-nearest neighbor pixel classification based on color

and smoothness or pixel classification based on super-pixel over-segmentation, clustering
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of dense SIFT (Scale Invariant Feature Transform) features into visual words, and bag-of-

visual-word super-pixel classification using support vector machines is more effective than

simple contrast and color based segmentation. I find that pixel classification is best followed

by fruit detection using an elliptical shape model or blob detection using color filtering and

morphological image processing techniques.

Fifth, I investigate the use of RGB-D based modeling of natural objects using RGB-D sen-

sors and a combination of volumetric 3D reconstruction and parametric shape modeling.

We apply the general method to the specific case of detecting and modeling quadric objects

(pineapple fruit) in cluttered agricultural environments, towards applications in fruit health

monitoring and crop yield prediction. Our method estimates the camera trajectory then per-

forms volumetric reconstruction of the scene. Next, we detect fruit and segment out point

clouds that belong to fruit regions. We use two novel methods for robust estimation of a

parametric shape model from the dense point cloud: (i) MSAC-based robust fitting of an

ellipsoid to the 3D-point cloud, and (ii) nonlinear least squares minimization of dense SIFT

(scale invariant feature transform) descriptor distances between fruit pixels in corresponding

frames. We compare our shape modeling methods with a baseline direct ellipsoid estimation

method. We find that our parametric shape modeling methods are more robust and better

able to estimate the size, shape, and volume of pineapple fruit than is the baseline direct

method.

The techniques proposed in this dissertation will aid the development of new and evolution of

existing machine vision based civilian applications that are emerging due to the availability

of low-cost optical sensors and computing systems.
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CHAPTER 1

INTRODUCTION

This is an introductory chapter that summarizes the motivation, elaborates on the problem
statement, and defines the objectives of this research. It also states the limitations and scope
of the research carried out.

1.1 Motivation

Monitoring and inspection using human operators can be tedious, difficult, time consuming,
hazardous, and error prone. Technological innovations in the fields of image analysis and
machine vision has provided opportunities to automate various manual tasks in applications
as diverse as surveillance, medical diagnostics, remote sensing, industrial quality control and
precision agriculture. Such automation can increase efficiency, productivity, effectiveness,
speed, quality and yield. Researchers over the years have investigated the feasibility, appli-
cations, and implications of different sensors and image processing algorithms, and now the
use of low-cost sensors and mobile robots for monitoring and inspection applications is a
reality (Brosnan & Sun, 2004; Hornberg, 2006; VisiFire, 2009; Dorabot Inc, 2012; RoboRe-
alm, 2014; Golparvar-Fard, 2015).

Although some of the industrial and military applications involving vision sensors for au-
tomation have already evolved into real world products, there are many areas that still re-
quire thorough investigation and research for real-world implementation. In my research, I
target applications that have societal importance in the areas of human safety and precision
agriculture.

First, I focus on fire detection technologies using volumetric sensors. Fire poses a ma-
jor risk to human safety, health, and property. Traditional point sensor fire detection tech-
nologies based on particle sampling, temperature sampling, and smoke analysis have slow
response time, usually measured in minutes, and have little applicability in outdoor envi-
ronments (Çetin et al., 2013). The slow response time of point sensors has led researchers
to consider, as an alternative, volumetric sensor based computing for automatic fire detec-
tion systems. Detecting smoke and flame in images or video frames grabbed from a vision
sensor is one such technique (Mahdipour & Dadkhah, 2012). Vision sensor based methods
hold the promise of decreasing the response time, increasing the probability of detection,
and providing coverage over large areas including open spaces. Vision sensors can provide
information about the direction, size, and growth of fire and smoke (Töreyin, Dedeoğlu,

1



Güdükbay, & Çetin, 2006). Existing CCTV surveillance systems in factories and public
sites can in principle be upgraded at low cost to provide early warnings of a fire using video
processing and machine vision techniques to detect flame and smoke. Çetin et al. (2013) pro-
vided a recent review of short-range video-based fire detection systems and summarize the
existing approaches in terms of the underlying techniques they use. They note that the cur-
rent vision sensor based approaches focus on both flame and smoke detection, while earlier
work only investigated flame detection. From the early research of the late 1990’s, signifi-
cant improvement has been made, leading to commercial products such as VFDS (Security,
2014), VisiFire (VisiFire, 2009), and SIGNIFIRE (FIKE, 2014), which are now widespread
in buildings and outdoor wild-fire warning systems. However, these fire detection systems
still require human intelligence to distinguish between real fires and false alarms, motivates
the search for more accurate performance. My focus is towards “early fire detection” using
vision sensors. Two main problems are the false alarm rate and the response time. The pre-
vious methods for early fire detection either have a slow response time as they only detect
flame in their study (J. Chen, He, & Wang, 2010; S. Wang, He, Zou, Duan, & Wang, 2014)
or if they combine both smoke and flame detections they do not specify the response time
and false alarm rate for their approach (Yu, Mei, & Zhang, 2013).

Second, we focus on investigating mobile robots that are capable of tracking and monitor-
ing a target in scenarios such as person/child/animal monitoring. Ground robots might be
useful in some of these scenarios, but they are expensive and difficult to navigate, as they
must avoid obstacles in the field, negotiate uneven surfaces, and place sensors over a suffi-
cient range of heights to get a good view of both the object of interest and the terrain. On
the other hand, aerial robots with airborne sensors, which are capable of low-altitude flying,
vertical takeoff and land (VTOL) and maneuvers, would require less complex navigation
and would provide a better field of view (Bonin-Font, Ortiz, & Oliver, 2008). Aerial robots
are being used for many civilian applications such as sports assistance (Higuchi, Shimada,
& Rekimoto, 2011), object tracking in GPS denied environments (Pestana, Sanchez-Lopez,
Campoy, & Saripalli, 2013; Pestana, Sanchez-Lopez, Saripalli, & Campoy, 2014) traffic
monitoring (Gupte, Mohandas, & Conrad, 2012), fire detection (Murphy & Cycon, 1999),
remote sensing (Jiménez-Berni, Zarco-Tejada, Suarez, & Fereres, 2009), and precision agri-
culture (Lan, Thomson, Huang, Hoffmann, & Zhang, 2010). In monitoring and tracking
applications where the target’s position may be extremely dynamic, aerial robots should be
capable of fast autonomous planning and maneuvering. They must also be able to track the
target object in real time. They must keep track of their position and orientation relative
to the target and surrounding environment. Positioning or localization is a form of sequen-
tial state estimation. Sequential state estimation methods are used extensively in robotics
and computer vision to solve problems such as SLAM, monocular SLAM (Davison, Reid,
Molton, & Stasse, 2007), or visual target tracking (Lou, Yang, Hu, & Tan, 2002). The most
widely used filtering method that supports non-linear state estimation models is the extended
Kalman filter (EKF) (Welch & Bishop, 1995). Finding the position of a target relative to
an aerial robot using a monocular camera requires 2D image-based tracking and extraction
of depth cues from the 2D image. The major approaches for 2D image-based tracking use
either feature matching (Ta, Chen, Gelfand, & Pulli, 2009), optical flow (Qureshi & Alvi,
2009), or feature histograms (Sizintsev, Derpanis, & Hogue, 2008; Kalal, Mikolajczyk, &
Matas, n.d.; Pestana et al., 2013). Feature based approaches are too computationally expen-
sive for real-time applications and optical flow approaches do not maintain an appearance
model. On the other hand, histogram based approaches maintain an appearance model that
is useful from recovering tracking after occlusion. Recently proposed approaches (Pestana et
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al., 2013, 2014) have used an appearance based model (Kalal et al., n.d.) for tracking objects
with a quadcopter. However, depth cues that are extracted from 2D images are extremely
noisy, so relying purely on the 2D image to obtain 3D positions with depths would introduce
a great deal of error. Appearance model based approaches for target detection using aerial
robots needs to be investigated for target re-detection and further improvements in position
estimation of both target and the robot using non-linear state estimation models. Thus, there
has been little research on the combination of these two areas for relative fused localization.

Third, I focus on machine vision applications for fruit health monitoring in the field of preci-
sion agriculture. Precision agriculture aims to help farmers increase input efficiency, enhance
profitability, and lessen environmental impact, driving them towards a revolution in farming
technologies. One aspect of precision agriculture is crop inspection and monitoring to es-
timate crop yield at different stages of crop growth, in order to inform logistics decisions
around harvesting, packing, transport and marketing. Over the years, researchers have inves-
tigated many technologies to reduce the burden and broaden the coverage of crop monitoring.
Satellite-based remote sensing facilitates crop vegetation index monitoring through spectral
analysis. Spectral vegetation indices enable researchers to track crop development and man-
agement in a particular region albeit at a very coarse scale. Although machine vision has the
potential to improve the speed and accuracy of fruit crop yield prediction, automated count-
ing of fruits on trees remains challenging, given the unstructured, cluttered environment and
the lack of distinguishing features on the fruit surface, relative to, for example, a human face.
Payne and Walsh (2014) review on the topic noted that while only about 15 papers with key
words ’fruit’ and ’machine vision’ appeared in the years between 1998 and 2004, 80 papers
appeared in 2012 alone, indicative of increasing efforts in this application area of machine
vision. Gongal, Amatya, Karkee, Zhang, and Lewis (2015) presents the most recent review
on the research carried out in fruit detection and localization. They noted that generally for
fruits, an integrated color and shape based feature classification is better than a classification
using only one type of feature. Use of supervised learning methods were reported to results
better than simple image processing techniques, but with a cost of computational complexity
and accurate training samples. LIDAR based techniques have a better localization accuracy
in 3D but are bulky, costly, and slow. They noted that occlusion, variable lighting condition
and clustering are the major challenges fruit detection and localization. In brief, a range of
technologies have been investigated, including three-dimensional imaging, thermal imaging,
multi-spectral and hyper-spectral imaging, ultrasound, LIDAR, ToF (time of flight) imaging
and simple RGB imaging. A flaw inherent in many of the published studies of machine
vision detection of fruit is the failure of the studies to test the robustness of the suggested
procedure to variation in imaging conditions and variation in canopy and fruit character-
istics (e.g. color and structure). Further, it is difficult to compare the range of published
methods, given the use of different populations and imaging conditions (Payne & Walsh,
2014). Despite a great deal of existing research on this topic much remains to be done to en-
sure the accuracy and robustness of automated fruit detection and yield prediction systems.
Moreover, the availability of low-cost RGB-D sensors and the maturity of machine vision
algorithms for motion estimation and large-scale surface reconstruction also have provided
opportunities for the researchers to investigate the use of these low-cost RGBD sensors for
fruit health monitoring.

In summary, I choose to investigate automated analysis of visual cues for monitoring tasks
in the areas of human safety and precision agriculture using low-cost vision sensors and
computing system. These areas are of societal importance and require thorough research for
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development of new and evolution of existing techniques for real-world implementation.

1.2 Research Problems

Section 1.1 summarized the motivation and narrowed down the applications that are inves-
tigated in this research. Here, I discuss the application-specific research problems identified
earlier.

1. Video evidence of a fire can be characterized by either flame or smoke regions. Both
flame and smoke have different visible physical properties and dynamic behavior. A
system that can detect either smoke or flame regions have a greater probability of
detecting fire earlier than one that only detects one or the other. What is the effect
of the combined system on the response time to detect fire, the false alarm rate and
the processing speed? How to measure the performance with other commercial fire
detection systems?.

2. In pursuit applications using a low-cost aerial robot where the target’s position may
be extremely dynamic, aerial robot should be capable of fast autonomous planning
and maneuvering. The depth cues that are extracted from 2D images are extremely
noisy, so relying purely on the 2D image to obtain 3D positions with depths would
introduce a great deal of error. The two important challenges for the monocular vision-
based tracker and position estimation are: (i) Is it possible to have an appearance-
based tracker that is sufficiently accurate, supports re-detection and fast for tracking
dynamic objects on commodity embedded hardware? (ii) Is it possible to improve
target position estimates by filtering the noisy data from visual tracking with a non-
linear sequential state estimator?

3. Vision sensor based fruit monitoring and inspection requires accurate segmentation
of fruit regions from the background in images containing fruits. Texture-based fruit
pixel classification holds the promise to segment fruit regions accurately. Is it possible
to have an accurate dense fruit segmentation technique based on texture-based dense
pixel classification?

4. A flaw inherent in many of the published studies of machine vision detection of fruit is
the failure of the studies to test the robustness of the suggested procedure to variation
in imaging conditions and variation in canopy and fruit characteristics (e.g. color
and structure). Which fruit characteristics (color, shape, or texture) are most helpful
for automated fruit detection using visual cues? Is is possible to have a common
benchmark for automated fruit detection techniques based on color, shape or texture?

5. The availability of low-cost RGBD-sensors and maturity of machine vision algorithms
for 3D reconstruction now make it straightforward to generate volumetric 3D shape
models. These shape models can be used to estimate the size of objects. An interesting
application in precision agriculture is to estimate fruit size and volume. Is it possible to
develop an autonomous fruit monitoring system that can use low-cost RGBD sensors
to estimate fruit size and volume?
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1.3 Scope, Objectives and Limitations

In this section, I describe the scope, objectives, and limitations of my research.

1. For fire detection, my focus is on detection of bright red-to-orange flame and white
smoke typical of early fires (Charles, Baukal, & Robert, 2001; David, 2007). Detecting
different kinds of smoke and flame more typical of mature fires is out of the scope of
this research. I state the following objectives:

(a) Combine existing flame and smoke detection algorithms in two parallel streams
to achieve better response time for real-time early fire detection.

(b) Perform a comprehensive empirical evaluation of the combined approach in terms
of response time, processing speed in frames per second (FPS), and frame error
rate (FER, for videos that do not contain fire) on a real-world video dataset.

(c) Compare the approach with a commercial-grade software application that is based
on academic research contributions.

2. For target tracking with aerial robots, we choose the inexpensive Parrot AR.Drone
quadcopter for research. This quadcopter features front-facing and downward-facing
cameras. Localization is aided by an accelerometer, a pressure sensor, a three-axis
gyro, and a magnetometer. The objectives are as follows:

(a) Investigate the feasibility of autonomous pursuit of targets using aerial robots in
a GPS denied environments.

(b) Find a target tracking method suitable for quadcopters that efficiently handles
both visual detection and tracking in real time.

(c) Investigate the fusion of robot kinematics and target dynamics to obtain superior
robot and target trajectory estimates that can handle noisy data from the visual
tracker.

3. I choose to use pineapple fruit for a case study of texture based dense segmentation.
Pineapple is a high-value crop that is grown by many farmers and on a large scale in
Thailand. The objectives are as follow:

(a) Explore the potential of dense classification based on histograms of local features
over super-pixels.

(b) Use the dense super-pixel based classifiers for segmentation of fruit pixels.

4. Automated fruit detection on trees in RGB images can be subdivided into two subtasks:
image segmentation and blob detection. For machine vision based fruit detection, we
focus on mango fruit, as very little work has been reported on mango fruit detection.
The images used in this case study are of mango fruit on tree with variation in imaging
conditions, distance to the camera, average number of fruit on the tree, orchard, and
season. The objectives are as follows:

(a) Use a suitable technique for fruit segmentation using texture and color.
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(b) Use a suitable technique for blob detection using simple image processing and
shape cues.

(c) Compare the performance and robustness of the proposed methods on a wide
variety of mango fruit image sets.

5. The case study on the application of 3D dense volumetric reconstruction and shape
modeling in precision agriculture is limited to pineapple fruit. The objective of the
research is given below:

(a) Investigate the use of RGB-D sensor based modeling of natural objects and a
combination of volumetric 3D reconstruction and parametric shape modeling.

1.4 Contributions

The main contributions of this dissertation are as follows:

1. I present QuickBlaze, a flame and smoke detection system based on vision sensors
aimed at early detection of fire incidents for open or closed indoor and outdoor envi-
ronments.

2. We present a novel joint purser and target localization estimation model specifically
for the AR.Drone that reduces position estimation error caused by monocular sensor
measurements.

3. I present a textured fruit segmentation method based on super-pixel oversegmentation,
dense SIFT descriptors, and bag-of-visual-word histogram classification within each
super-pixel.

4. I present two new methods for automated counting of fruit in images of mango tree
canopies, one using texture-based dense segmentation and one using shape-based fruit
detection, and compare the use of these methods relative to existing techniques.

5. I present two novel methods for robust estimation of a parametric shape model from
the dense point cloud: (i) MSAC-based robust fitting of an ellipsoid to the 3D-point
cloud, and (ii) nonlinear least squares minimization of dense SIFT (scale invariant
feature transform) descriptor distances between fruit pixels in corresponding frames.

1.5 Publications

In this section I provide a list of papers published, papers submitted for review, and papers
currently under preparation as part of this dissertation.
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Published Papers

1. QuickBlaze: Early Fire Detection Using Combined Video Processing Approach
Waqar S.Qureshi, Mongkol Ekpanyapong, Mathew N. Dailey, S. Rinsurongkawong,
Anton Malenichev, Olga Krasotkina, pp. 1-25, May 2015, Fire Technology.

2. Joint Localization of Pursuit Quadcopters and Target Using Monocular Cues
Abdul Basit, Waqar S. Qureshi, Matthew N. Dailey, and Tomáš Krajnı́k
pp. 1-18, July 2014, Journal of Intelligent & Robotic Systems

3. Dense Segmentation of Textured Fruits in Video Sequence
Waqar S. Qureshi, Shin’ichi Satoh, Matthew N. Dailey, Mongkol Ekpanyapong
9th International Conference on Computer Vision Theory and Applications (VISAPP),
4-8 January, 2014, Portugal.

4. Volumetric 3D Reconstruction and Parametric Shape Modeling from RGB-D Sequences
Yoichi Nakaguro, Waqar S. Qureshi, Matthew N. Dailey, Mongkol Ekpanyapong
Pished Bunnun, Kanokvate Tungpimolrut, 18th International Conference on Image
Analysis and Processing (ICIAP), 7-11 September, 2015, Italy.

Submitted Papers

1. Machine Vision Algorithms for Mango detection and Yield Estimation
Waqar S. Qureshi, A. Payne, K.B.Walsh, R. Linker, O. Cohen, Matthew N. Dailey,
submitted to Precision Agriculture.

1.5.1 Manuscript In Preparation

1. Automated Analysis of RGB-D Cues for Pineapple Fruit Health Monitoring
Waqar S. Qureshi, Matthew N. Dailey, Mongkol Ekpanyapong

1.6 Dissertation Outline

This section provides an outline of the rest of the chapters.

Chapter 2: I describe a flame and smoke detection system based on vision sensors aimed
at early detection of fire incidents for open or closed indoor and outdoor environ-
ments. Includes material from Qureshi, Ekpanyapong, Dailey, Rinsurongkawong, et
al. (2015).
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Chapter 3: I describe a novel method for joint localization of a quadcopter pursuer with a
monocular camera and an arbitrary target. Joint work with Abdul Basit and includes
material from Basit, Qureshi, Dailey, and Krajnı́k (2014).

Chapter 4: I describe a textured fruit segmentation method based on super-pixel over-
segmentation, dense SIFT descriptors, and bag-of-visual-word histogram classifica-
tion within each super-pixel. Includes material from Qureshi, Satoh, Dailey, and Ek-
panyapong (2014).

Chapter 5: I describe two new methods for automated counting of fruit in images of mango
tree canopies, one using texture-based dense segmentation and one using shape-based
fruit detection, and compare the use of these methods relative to existing techniques.
Includes material from Qureshi et al. (submitted).

Chapter 6: I describe the use of RGB-D based modeling of natural objects using RGB-D
sensors and a combination of volumetric 3D reconstruction and parametric shape mod-
eling. Two novel methods for robust estimation of a parametric shape model from the
dense point cloud are presented. Joint work with Yoichi Nakaguro. Includes material
from Y. Nakaguro et al. (submitted).

Chapter 5: I conclude by summarizing our contributions, recommendations.
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CHAPTER 2

QUICKBLAZE: EARLY FIRE DETECTION SYSTEM

This chapter describes my work on detecting fire. I present QuickBlaze, a flame and smoke
detection system based on vision sensors aimed at early detection of fire incidents for open or
closed indoor and outdoor environments. The work reported in this chapter includes material
from Qureshi et al. (2015).

2.1 Introduction

Fire poses a major risk to human safety, health, and property. Traditional point sensor fire
detection technologies based on particle sampling, temperature sampling, and smoke anal-
ysis have slow response time, usually measured in minutes, and have little applicability in
outdoor environments (Çetin et al., 2013). To avoid false alarms, smoke and heat detectors
only trigger once a sufficient amount of smoke particles flow into the device or until the
temperature has increased substantially. However, time is a major factor in minimizing the
damage caused by a fire. Decreasing the response time can greatly increase our chances to
extinguish a fire and reduce the damaged caused by the incident.

The slow response time of point sensors has led researchers to consider, as an alterna-
tive, volumetric sensor based computing for automatic fire detection systems. Detecting
smoke and flame in images or video frames grabbed from a vision sensor is one such tech-
nique (Mahdipour & Dadkhah, 2012). Vision sensor based methods hold the promise of
decreasing the response time, increasing the probability of detection, and providing cover-
age of large areas including open areas (Owrutsky et al., 2006). Vision sensors can provide
information about the direction, size, and growth of fire and smoke (Töreyin et al., 2006).
Existing CCTV surveillance systems in factories and public sites can in principle be up-
graded at low cost to provide early warnings of a fire using video processing and machine
vision techniques to detect flame and smoke.

Çetin et al. (Çetin et al., 2013) provide a recent review of short-range video-based fire detec-
tion systems and summarize the existing approaches in terms of the underlying techniques
they use. They note that the current vision sensor based approaches focus on both flame
and smoke detection, while earlier work only investigated flame detection. From the early
research of the late 1990’s, significant improvement has been made, leading to commercial
products such as VFDS (Security, 2014), VisiFire (VisiFire, 2009), and SIGNIFIRE (FIKE,
2014), which are now widespread in buildings and outdoor wild-fire warning systems. How-
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ever, these fire detection systems still require human intelligence to distinguish between real
fires and false alarms.

In general, vision sensor based fire detection systems consist of three components: motion
detection, candidate object segmentation, and flame or smoke blob detection. As the camera
is normally assumed to be fixed in such applications, most of the attempts use some variation
on background modeling or image subtraction methods (Piccardi, 2004) to detect initial
motion. Motion detection is followed by candidate object segmentation using either color
information (T.-H. Chen, Wu, & Chiou, 2004; T. Chen, Yin, Huang, & Ye, 2006), texture
cues (Cui, Dong, & Zhou, 2008), pixel variability measures (Chang et al., 2012), or by
optical flow field distribution (Kopilovic, Vagvolgyi, & Szirányi, 2000). Flame and smoke
blobs may be detected either by modeling flame or smoke in mathematical terms (Celik &
Demirel, 2009; Ko, Ham, & Nam, 2011; Nguyen-Ti, Nguyen-Phuc, & Do-Hong, 2013) or
using image separation approaches (Tian, Li, Wang, & Ogunbona, 2012, 2014). After motion
detection, morphological image processing techniques are often used as a preprocessing step
for region detection. Millan-Garcia (Millan-Garcia et al., 2012) present an early fire alarm
system using IP cameras focusing only on smoke detection. The motion and smoke detection
is carried out in Discrete Cosine Transform (DCT) domain instead of the time domain. Yu
Cui et al. (Cui et al., 2008) and Truonget et al. (Tung & Kim, 2011) also focus on the
detection of smoke for early fire alarms and use color and texture cues respectively for smoke
segmentation and machine learning classifiers for the final region classification decision.

Classifiers able to identify regions of interest can be used at a number of stages in the process.
A classifier may involve simple image processing based segmentation criteria (Rinsurongkawong,
Ekpanyapong, & Dailey, 2012; Anton & Olga, 2013) or more complex approaches involving
machine learning (Yang, Chen, & Zhang, 2008; Günay, Taşdemir, Töreyin, & Çetin, 2010),
Baysian classification (Grech-Cini, 2005), classifiers using a mixture of Gaussian (MoG)
model (Calderara, Piccinini, & Cucchiara, 2011), support vector machines (Ko, Cheong, &
Nam, 2009), Markov random fields (Toreyin, Dedeoglu, & Cetin, 2005, 2006; L. Wang, Ye,
& Zhu, 2010; Teng, Kim, & Kang, 2010), or neural networks (Tipsuwanporn, Krongratana,
Gulpanich, & Thongnopakun, 2006; Chunyu, Jun, Jinjun, & Yongming, 2010). Classifiers
may incorporate features characterizing color, texture of flame or smoke, and spatial or tem-
poral frequency analysis.

Video evidence of a fire can be characterized by either flame or smoke regions. In either
case, the system’s ability to detect fire and smoke will depend on the specific scene depth
and camera field of view. But flame and smoke have different physical properties and dy-
namic behavior. A system that can detect both smoke and flame regions would have a greater
probability of detecting fire earlier than one that only detects one or the other. Yu et al. (Yu
et al., 2013) present a real-time flame and smoke detection algorithm. Initial candidate mov-
ing pixels are computed using differential background subtraction and then flame and smoke
color models are used to obtain a decision rule to segment out the flame and smoke regions.
Foreground images for flame and smoke are accumulated. Candidate flame regions are de-
clared if a block (an 8× 8 group of pixels) of accumulated foreground image value is greater
than a threshold. Smoke features are extracted using optical flow of blocks of pixels of the
accumulated foreground image. Smoke candidate regions are classified using a neural net-
work classifier. The authors report a processing time of 25 frames per second for a video at
320×240 resolution, but they do not mention the specification of the processor, the response
time (the time from the point the fire started to the time the fire is detected), or the false alarm
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rate for their method.

Some authors have reported empirical evaluation results more thoroughly. Wang et al. (S. Wang
et al., 2014) present a fire flame detection algorithm that extracts initial flame candidates us-
ing motion, texture, and color cues. They then use flame area variation to eliminate false
detections. Finally, the authors compare their algorithm’s performance with that of Chen et
al. (J. Chen et al., 2010) in terms of response time. The authors claim to process a 320× 240
video at 24 frames per second. However, they do not detect smoke, which results in a slow
response time for incidents where smoke is the better early indicator of fire.

We focus on the use of an RGB camera to detect flame and smoke as an early indicator of fire
incidents occurring within a range of one meter to 20 meters from the camera.Our system,
called QuickBlaze, is an extension of Rinsurongkawong et al.’s (Rinsurongkawong et al.,
2012) and Malenichev et al.’s (Anton & Olga, 2013) methods. We combined the techniques
into two parallel streams to achieve better response time for early fire detection. Flame is
detected by a combination of growth rate analysis and Lucas-Kanade pyramidal optical flow
analysis (Lucas & Kanade, 1981) on candidate regions segmented out by background sub-
traction and a RGB color model. To detect smoke, we use turbulence analysis on candidate
regions detected after motion and color cues.

We present a comprehensive empirical evaluation of QuickBlaze in terms of response time,
processing speed in frames per second (FPS), and frame error rate (FER, for videos that do
not contain fire) on a wide variety of videos including a new set of videos of fire incidents
and non-fire events as well as a set of videos available online. For comparison, we choose
the commerical-grade software VisiFire (VisiFire, 2009), which is a real-time vision-based
flame and smoke detection application available for commercial use. It is based on a se-
ries of academic research contributions (Çetin et al., 2013; Toreyin & Cetin, 2007; Toreyin,
Dedeoğlu, Güdükbay, & Cetin, 2006; Toreyin et al., 2005, 2006) in the area of fire incident
detection. Out of 20 test video sequences that contain flame or smoke regions, QuickBlaze’s
time is better for 18 of the sequences. QuickBlaze is able to detect fire incidents in cases
(three video sequences) where VisiFire failed to detect the fire incident. The algorithm runs
2.66 times faster than VisiFire on the same hardware. The name QuickBlaze is not a trade-
mark; it is simply used for ease of reading the manuscript. All the videos used for testing in
the empirical evaluation described in this research are available online at the AIT Computer
Vision Wiki (Qureshi, Ekpanyapong, & Dailey, 2015).

Indeed, the focus of the study is on lowering response time, not false alarm rates, through
the application of dual fire detection strategies. However, we must also clarify that in the
empirical evaluation described in the later in the chapter, we achieve faster fire detection with
only a modest increase in false alarm rates compared to the individual systems by combining
the two methods (see Table-2.2). Despite the small increase in false alarms occurring due
to the combination of the two methods (essentially obtaining the union of the sets of false
alarms for the two methods), we also show that the hybrid method’s false alarm rate is still
lower than that of the commercial system used for comparison, and we give examples of the
false alarms raised by both our method and the comparison method (see Table 2.6).

In the rest of this chapter, I first describe the method (Section 2.2). Then, in Section 2.3, I
present and discuss the empirical evaluation.
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2.2 Methodology

The general framework of QuickBlaze is shown in Figure 2.1. Blocks shown in parallel can
be executed in parallel on separate cores. We provide details on each block in the following
subsections.

Figure 2.1: QuickBlaze framework

2.2.1 Color balancing

An essential preprocessing step of our video processing pipeline is color balancing. Color
balancing is essential when object segmentation is based on a color model and the sys-
tem may be deployed under different illumination conditions. Color balancing consists
of two steps, estimation of the illumination and chromatic normalization by a scaling fac-
tor (Iyengar, 2013). We assume that there is a good color distribution in each frame and
therefore use a “gray-world” algorithm, one of the simplest illuminant estimation methods.
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We compute the average of the image intensities in the R, G, and B planes over each frame.
The resulting vector of three intensities is known as the “gray-value” for the image. Each
R, G, and B plane is then scaled independently using a multiplication factor that normalizes
the gray-value to the average intensity of the frame in the R, G, and B planes. If a scaled
value is greater than the maximum possible intensity, it is clamped to the maximum. After
color balancing, the frames are fed to the independent flame and smoke detection pipelines
as shown in Figure 2.1. The two separate streams for flame and smoke indicates that they can
be executed in parallel on separate cores. From the first block, i.e., background subtraction,
which is different for flame and smoke, each block is different in terms of inputs and the
parameter used.

2.2.2 Motion Detection

Generally, vision sensors for fire detection are assumed to be fixed at a certain location and
orientation, keeping the field of view and the background scene fixed. Motion regions are
detected and segmented by extracting the foreground objects using a background model. Let
the intensity of pixel (x, y) in frame t be represented by I(x, y; t), and let the estimated back-
ground intensity of pixel (x, y) in frame t be denoted byB(x, y, t). To determine whether the
pixel positioned at (x, y) is moving, we first computeD1(x, y; t),D2(x, y; t), andD3(x, y; t),
given as

D1(x, y; t) , I(x, y; t)− I(x, y; t− 1),

D2(x, y; t) , I(x, y; t)− I(x, y; t− 2),

D3(x, y; t) , I(x, y; t)−B(x, y; t).

Let F (x, y; t) be a binary image that specifies whether pixel (x, y) is apparently moving in
frame t. F (x, y; t) can be defined by

F (x, y; t) =



1 if |D1(x, y; t)| > T (x, y; t) ∧

|D2(x, y; t)| > T (x, y; t) ∧

|D3(x, y; t)| > T (x, y; t)

0 otherwise,

(Equation 2.1)

We use the same procedure to obtain F (x, y; t) for flame and smoke independently, but the
background model B(x, y; t) and the threshold T (x, y; t) are different for flame and smoke
(see section 2.2.2.
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Dynamic background model and adaptive motion threshold for flame

For flame, the background is dynamically updated for pixels considered stationary using the
update rule

B(x, y; t+ 1) =


αB(x, y; t) + (1− α)I(x, y; t) if F (x, y, t) = 1

B(x, y; t) otherwise.
(Equation 2.2)

where α, an update parameter, is a small positive real number close to zero.

The threshold T (x, y; t) for flame is adaptive, updated according to two cases:

T (x, y; t+ 1) =


αT (x, y; t) + (1− α)|I(x, y; t)−B(x, y, t+ 1)| if F (x, y, t) ≥ 1

T (x, y; t) otherwise.
(Equation 2.3)

We use the same α for the adaptive threshold and the background model update.

Static background model and static threshold for smoke

Smoke pixels are generally more sparse than fire pixels, and the rate of change of the intensity
of smoke pixels per frame is slower than that of flame. Regularly updating the background
mode suppresses detection of slow-moving smoke pixels as foreground. To address this
problem, we use a static background model B(x, y; t) for smoke detection that is computed
at the start of video processing and an empirical constant T (x, y;n) = τ for the threshold.
The parameter τ can be determined through experimental evaluation on training videos.

2.2.3 Chromatic filtering

Our focus in this research is on detection of bright red-to-orange flame and white smoke
typical of early fires (Charles et al., 2001; David, 2007). The color of such flame is generally
in the red-yellow or reddish range, while smoke, at least at the start of a fire, has a color that
varies from bluish white to white. We therefore use separate color models to detect flame
and smoke regions. Pixels are only considered as candidate members of potential flame or
smoke regions if they are marked as being in motion according to the motion map F (x, y; t)
described in Section 2.2.2 and then survive the chromatic filtering step for flame or smoke.
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Flame color model

To find the candidate fire pixels we follow the method of Chen et al. (T. Chen et al., 2006).
The first filter selects pixels that have an appropriate hue in the HSI color space. The method
then eliminates from consideration any pixels outside the red-yellow range of 0◦ to 60◦ for
H. Let the intensity of a pixel under consideration in the red, green, and blue channel be
R, G, and B respectively. The hue filter happens to correspond to the RGB region where,
R ≥ G and G > B. The consequence of this filter is that for all selected pixels, in the RGB
color space,

R ≥ G > B.

To prevent selection of reddish pixels with low brightness and low saturation, we further
filter out pixels with low red levels and low saturation levels. For the red level, we apply a
simple threshold:

R > RT ,

Where R is the red level of the pixel in question and RT is an empirical threshold for the red
level that is determined by calibrating on training videos. For saturation, we apply a slightly
more complicated rule:

S ≥ ((255−R)× ST
RT

)

The set of valid saturation and red levels according to this rule is shown in Figure 2.2. As a
final step, following Chen et al., we filter out any candidate fire pixels with intensity below a
threshold IT . As with all other parameters, we set the values of RT , ST , and IT empirically
using training videos.

Figure 2.2: Plot of Red-color vs saturation

Smoke color model

For the smoke color model, we used the rule presented by Celik et al. (Çelik, Özkaramanli,
& Demirel, 2007):

|R−G| < T ; |G−B| < T ; |R−B| < T,

where threshold T is adjusted for good performance on the training video set.
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2.2.4 Morphological image processing

After basic filtering according to motion and color cues, the resulting candidate regions are
typically noisy. We perform morphological image processing on both the flame and smoke
pixel maps to remove noise and extract final candidate regions. We first perform basic opera-
tions to close holes and remove small noise elements. We then obtain connected components
and eliminate small components according to the length of the region’s perimeter. Finally,
we get a chain code for each surviving candidate fire and smoke region separately.

Candiate flame regions

On the potential flame pixels, we perform morphological closing and then opening to elim-
inate small holes and connect nearby regions. Since fire normally moves and spreads verti-
cally, we use a 5×5 specifically-tuned vertical structuring element for closing and a standard
3× 3 rectangular structuring element for opening.

Candidate smoke regions

Candidate smoke pixel regions tend to be more sparse than candidate flame pixel regions.
Instead of using opening and closing, we used dilation and erosion (using 3× 3 rectangular
structuring element) on the probable smoke pixels to remove the noise.

2.2.5 Localization of candidate regions

A frame may contain multiple candidate flame and smoke regions. Each candidate region
should be tracked and localized separately to analyze growth rate and flow rate (see Sec-
tion 2.2.6) in case of flame regions or turbulence (see Section 2.2.7) in case of smoke regions.
When tracking regions from frame to frame, each region can be classified as either newly
born or a previously existing region. To perform this classification, we logically AND the
masks (obtained after filtering for motion and color morphology) for the current and previous
frame. If all the values for a given foreground region evaluate to 0, the region is classified as
newly born. If, on the other hand, some values for the given foreground region are non zero,
the region is associated with the previously detected region. For both smoke and flame, a
candidate region must survive (be associated with a region in the previous frame) for some
number of frames before being declared evidence of an actual fire (see Section 2.2.6 and
Section 2.2.7 for details).
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2.2.6 Flame detection algorithm

Similar to the way in which we use pixel color change and turbulence analysis to eliminate
false positive smoke regions, we can eliminate false positive flame regions when their be-
havior is inconsistent with the physics of flame. Fire is characterized by turbulent flames. As
shown in Figure 2.3, as air is heated by a fire, since the density of a gas is inversely propor-
tional to its temperature, a plume will rise above the burning object, causing upward motion.
As air in the hot plume is cooled by the surrounding air, its buoyancy decreases, causing it
to cease rising and start falling. As cool air is induced to flow into the fire plume (a pro-
cess called entrainment), eddies form, creating rising vortices and turbulence. We use two
heuristics, growth rate analysis and flow rate analysis, to characterize the dynamics typical
of flame regions and to filter out regions unlikely to contain flame.

Figure 2.3: Buoyancy and fire plumes

Growth rate analysis

As explained in the previous section, generally, a burning fire will expand upward and out-
ward, depending on the air flow and fuel type. Our growth rate analysis method exploits this
feature of growing fires. When a candidate fire connected component is initially detected, we
record its bounding box for the frame in which it is first detected. We then extract growth rate
information from the next n frames. We measure growth separately in the left, right, upward,
and downward directions. Only candidate regions that grow more in the upward direction
than the other three directions are finally considered fire regions. Our method of measuring
growth in each frame is as follows. In the first frame subsequent to detection of the re-
gion, we initialize a search region obtained from the original bounding box by expanding the
bounding box by one pixel in all four directions and then removing the pixels corresponding
to the original bounding box. On each subsequent frame, we expand the search region by one
pixel. In every frame, we count candidate fire pixels separately for the left, right, upward,
and downward directions. We take the summation of the number of candidate fire pixels in
the region over all n frames as a measure of how much the candidate fire blob has grown in
the respective direction from the frame in which it was originally detected. Finally, we only
retain as candidate fire regions those components whose growth in the upward direction is
greater than its growth in the left, right, and downward directions at frame n.
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Flow rate analysis

Flow rate analysis is based on the hypothesis that image regions containing turbulent flames
generate a large amount of flow compared to more rigid moving objects.

We use the intensity-based pyramidal Lucas-Kanade optical flow method with Shi and Tomasi
keypoint features (Shi & Tomasi, 1994) to estimate motion in a candidate flame region from
frame to frame. Lucas-Kanade first solves for the optical flow at the top of the pyramid, then
at each layer below, it uses the motion estimates from the previous layer as a starting point.
The method continues down the pyramid until it reaches the lowest level. Pyramidal Lucas-
Kanade estimates a motion velocity vector for each feature point in the region of interest.
The results at time t are

P (t) = {(p(t)
xi , p

(t)
yi )}i∈1,...,m(t)

Q(t) = {(q(t)
xi , q

(t)
yi )}i∈1,...,m(t) ,

where each p
(t)
i and q

(t)
i denote the starting and ending point of a feature point, respectively.

m(t) is the total number of feature points tracked from frame t−1 to frame t. We will use the
velocity vectors q(t)

i −p
(t)
i to calculate two features of the overall flow rate. The first feature

is the average flow from frame 0 to frame 1:

F0 =
1

m(1)

m(1)∑
i=1

√
(p

(1)
yi − q

(1)
yi )2 + (p

(1)
xi − q

(1)
xi )2 . (Equation 2.4)

F0 is used as a reference value for the subsequent n− 1 frames:

F (t) =
1

m(t)

m(t)∑
i=1

√
(p

(t)
yi − q

(t)
yi )2 + (p

(t)
xi − q

(t)
xi )2 . (Equation 2.5)

Fv =
1

n− 1

n∑
t=2

(F (t)− F0), (Equation 2.6)

Fv is the total growth in the average flow rate over a window of n frames. We expect the
flow rate of turbulent fire regions to grow faster than that of other moving objects. We fix
a threshold for the flow rate growth FT . We require Fv > FT to declare a candidate flame
region as a fire region. FT is computed using training video data.

2.2.7 Smoke Detection

For smoke, we use simplistic motion, color, and connectivity rules to finalize the set of
detected regions, as detailed below.
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Absolute color change

When smoke appears in a scene, it tends to cause fading of the color of the object behind
it, until it completely covers that object. This color change or increase in smoke opacity
does not happen instantly, but happens gradually as the smoke density increases (Charles et
al., 2001). When a smoke candidate region is detected, due to morphological processing in
the previous step, the region may include not only actual smoke pixels but also neighboring
background region or object pixels. This leads us to define a criterion for the presence of
smoke: let (δR, δG, δB) be the absolute change in the color of a pixel from the previous
frame to the current frame. We define a threshold Cmax such that to be considered part of a
smoke region, the pixel must satisfy

δR < Cmax ∧ δG < Cmax ∧ δB < Cmax.

As with all other parameters, we fix Cmax for good performance on a set of training videos.

Turbulence rate analysis

Smoke emanating from a fire is warmer and lighter than surrounding air and therefore tends
to move upwards. The shape of a smoke region’s projection onto the image plane is therefore
complex; furthermore, its perimeter will change more abruptly than its area. This property
can be modeled mathematically to more accurately detect possible smoke regions.

Let the perimeter of a candidate smoke blob be P (t), and let the area of the blob be A(t).
We define a ratio Ω(t) to represent the irregularity of the blob at time t:

Ω(t) =
P (t)

2
√
πA(t)

.

We can characterize the turbulence of the blob (Catrakis & Dimotakis, 1998), as the deriva-
tive of the irregularity with respect to time:

dΩ

dt
=

2dP
dt
A(t)− P (t)dA

dt

4
√
πA3(t)

.

dΩ
dt

increases with the complexity of the shape. To increase our level of confidence in declar-
ing a candidate region as smoke, we maintain a cumulative sum of dΩ

dt
andA(t) for ∆t frames.

If the cumulative sum of dΩ
dt

for a region is greater than Ωthreshold, and A(t) is greater than
∆A, we classify the region as a smoke region. The thresholds are empirically calculated on
the training dataset.
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2.3 Results and Discussion

We implemented the algorithm pipeline defined in Section 2.2 for fire detection using an Intel
Core 2 Quad CPU Q9550 with four cores, running at 2.83GHz with 4 GB RAM and Ubuntu
Linux as the operating system. The current implementation is sequential, but since the two
processing streams are in fact independent, they can in principle easily be run on separate
cores after the color balancing step. The software was written in C and C++ with the help of
the OpenCV 2.4 library. The focus of our experiments is to analyze the ability of the system
to detect fires as early as possible after the burning process has begun, so as key indicators
of the algorithm’s effectiveness, we measure the response time, the frame processing rate,
and the false error detection rate. We manually adjusted the threshold parameters (Table 2.1)
to enable the system to perform well on a set of three training videos, which contains two
videos with flame and smoke regions and one distractor video containing an orange balloon.

After training, the system was tested on the videos listed in Table 2.2 without any modifi-
cation to the parameters. Of course, some further calibration might be necessary to detect
flames or smoke with characteristics very different from those in the videos tested, but the
manually adjusted parameter settings proved suitable without modification for this set of test
videos, including those with orange distractor objects, moving people and cars, and so on.
Sample frames from training videos used for adjusting thresholds for QuickBlazeare shown
in Figure 2.4. T1 has 7343 frames, T2 has 1607 frames, and T3 has 3383 frames. T1 and T3
contain both fire and smoke regions, while T2 contains no fire or smoke but does contain an
orange balloon as a distractor

T-1 T-2 T-3

Figure 2.4: Sample frames from training videos for QuickBlaze

For testing we collected a total of 30 videos, 20 of which contain flame and/or smoke and 10
of which are distractors containing no flame or smoke. M-1, M-2, M-3, M-4, M-8, and M-22
were created by the authors (Rinsurongkawong et al., 2012). M-5, M-6, M-9, M-10, M-11,
M-12, M-13, M-14, M-21, M-23, M-24, and M-29 are from the VisiFire website (VisiFire,
2009). M-7 was taken from NIST (McGrattan, Klein, Hostikka, & Floyd, n.d.). M-16, M-
17, M-18, M-19, M-25, M-26, M-27, and M-28 were taken from Malenichev et al. (Anton
& Olga, 2013). To verify that our algorithm runs in real time, we created videos M-20 and
M-30 using an IQEye IP camera with a resolution of 720 × 480 pixels at 15 frames per
second and ran our algorithm on the live streams as the videos were being recorded. M-1
through M-15 and M-20 contain both flame and smoke, while M-16 to M-19 only contain
smoke. M-21, M-25, M-27, and M-28 contain distractor objects likely to be classified as
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Table 2.1: Threshold parameter adjusted for good performance

No. Parameter Description Value
1 T (x, y, 0) Initial flame motion threshold 40
2 τ Smoke intensity change threshold 40
3 α Background averaging update ratio 0.02
4 RT Red flame intensity threshold 230
5 ST Flame color saturation threshold 0.7
6 TT Flame intensity threshold 150
7 FT Flame optical flow growth rate

threshold
10

8 T Smoke color compatibility thresh-
old

10

9 Cmax Smoke color difference threshold 60
10 Ωthreshold Smoke region area growth threshold 2.0
11 ∆t Smoke region area observation win-

dow
3

12 ∆A Smoke region area 100

smoke. M-22, M-24, M-29, and M-30 contain distractor objects likely to be classified as
flame. M-23 has both flame-like and smoke-like objects. M-1, M-3, M-4, and M-22 are
similar to the training videos, but they were created at different times with different target
objects. Detailed descriptions of each video are given in Table 2.2, and sample frames from
test videos that contain flame or smoke are shown in Figure 2.5. In each case, the first frame
containing flame or smoke according to human observations is shown. Although M-1, M-3,
and M-4 are similar to videos in the training set, they were acquired at different times with
different target objects. We selected the first frame containing flame or smoke according
to human observation of the incident. Arbitrary sample frames from test video sequences
without any flame or smoke regions are shown in Figure 2.6. Although M-22 is similar to
one of the training videos, it was acquired at a different time with different target objects.

In our implementation, to speed up total compute time, every frame is downsampled to
320× 240 as a preprocessing step. For the ground truth, the first author manually identified
the first frame of each video in which evidence of fire (flame or smoke) was evident. This
manual identification process is tedious, and the precise localization of the first frame would
no doubt differ for different people, especially for videos that contain faint smoke regions
before flame appears. However, as we shall see, the ground truth frame numbers are always
lower than those identified by the machine vision algorithms. Since any human error affects
both of the tested algorithms equally, it can be ignored.

To demonstrate the effectiveness of combining the two methods in parallel streams, we eval-
uate the performance of our combined approach with the individual methods as described in
(Rinsurongkawong et al., 2012) and (Anton & Olga, 2013). In Table 2.3, we compare the
combined approach to the individual methods in terms of fire detection time, and the data
clearly show that the combined approach is better in terms of detection time than either of the
individual methods alone. Column two shows the ground truth frame number in which the
fire is first visible. Columns three,four, and five show the frame number in which Mongkol’s
Method, Anton’s Method, and QuickBlaze detect fire in, respectively. Bold text indicates
the best result In Table 2.4, we compare the combined approach to the individual methods
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Table 2.2: Video sequences selected for testing

Seq.
No.

Description
Duration
(frames)

Frames/Sec Fire/Smoke

M-1 Outdoor Plain Box 2208 24 Fire, Smoke
M-2 Multiple Boxes-1 4301 24 Fire, Smoke
M-3 Printed Box 5027 24 Fire, Smoke
M-4 Multiple Boxes-2 4500 24 Fire, Smoke
M-5 Barbeque stand 439 10 Fire
M-6 Plant Pot 707 15 Fire, Smoke
M-7 Chrismas Tree Room 1464 30 Fire
M-8 Warehouse Fire 4389 30 Fire
M-9 Dark Room Flame 410 24 Fire
M-10 Indoor Night 20m Heptane 1657 24 Fire
M-11 Outdoor Daytime 10m Gasoline 3490 24 Fire
M-12 Outdoor Daytime 10m Heptane 4547 24 Fire
M-13 Outdoor Night 10m Gasoline 1207 24 Fire
M-14 Outdoor Night 10m Heptane 3274 24 Fire
M-15 Hard Paper Flame on Grass 3436 25 Fire, Smoke
M-16 Wastebin Smoke 900 10 Smoke
M-17 Smoke from Car 155 30 Smoke
M-18 Behind the Fense 629 10 Smoke
M-19 Ballastic Smoke 347 30 Smoke
M-20 Box on Fire Outdoor 1160 15 None
M-21 Tunnel Accident 190 15 None
M-22 Moving Orange Balloon 1183 24 None
M-23 Car Lights at Night 155 15 None
M-24 Moving Man with Red Jacket 55 24 None
M-25 Black and White Cat 87 25 None
M-26 Man with White Shirt 223 25 None
M-27 Lady Moving 794 25 None
M-28 Girl Moving with White Shirt 178 15 None
M-29 Flame-like Neon Sign 529 24 None
M-30 Flame-like CD Cover 587 15 None

in terms of false alarm rates, and the data clearly show that the improvement in terms of
response time comes at the cost of a small increase in false alarm rates, as the false alarms
for the combined system will necessarily be the union of the false alarms for the individual
systems. In Table 2.4 FER (false error rate) is the percentage of frames in the video classified
as fire using Mongkol’s Method, QuickBlazeand Antons’s Method.

For a comparative evaluation of our machine vision detection algorithm, we contrast our
results with those obtained from VisiFire (VisiFire, 2009), a Windows-based program that
is available for commercial use with a fee and for free limited academic use on request.
VisiFire contains several different fire analyzers, including a fire and smoke detector, a forest
fire detector, and an infrared sensor-based fire detector. We chose VisiFire because it runs in
real time and has evolved through a series of academic research contributions (Çetin et al.,
2013; Toreyin & Cetin, 2007; Toreyin et al., 2006, 2005, 2006). In the program, we selected
fire and smoke detection and used the default settings for the parameters available. The
detailed settings are shown in Figure 2.7. We set the processing size for each video frame
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M-1 M-2 M-3 M-4

M-5 M-6 M-7 M-8

M-9 M-10 M-11 M-12

M-13 M-14 M-15 M-16

M-17 M-18 M-19 M-20

Figure 2.5: Sample frames from test videos containing flame or smoke

to 320 × 240, the same as used by our algorithm. The S T parameter shown in Figure 2.7
represents the threshold number of neighboring blocks with evidence of fire necessary to
trigger a fire alarm. The software marks likely flame blocks with red squares and likely
smoke blocks with dark blue squares. Although the VisiFire executable was run on Windows
and our method was run on Ubuntu, the test video sequences were identical, and the runs
were performed on the same hardware. VisiFire displays the frame number and number of
frames currently being processed per second on its display, so we could easily record the
first frame in which fire was detected and the overall frame processing rate by observing this
display.
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M-21 M-22 M-23 M-24

M-25 M-26 M-27 M-28

M-29 M-30

Figure 2.6: Sample frames from test video without flame or smoke

Comparisons of VisiFire and the QuickBlaze for response time, frames per second, and false
alarms are shown in Tables 2.5 and 2.6. In Table 2.5 column two shows the ground truth
frame number in which the fire is first visible. Columns three and four show the frame
number in which VisiFire and QuickBlaze detect fire in, respectively. Columns five and six
show the processing speed of VisiFire and QuickBlaze, in frames per second. Bold text
indicates the best result. In Table 2.6 FER (false error rate) is the percentage of frames in
the video classified as fire using VisiFire and QuickBlazeIn terms of speed of processing,
although the frame rate varies from video to video based on the number of candidate fire and
smoke regions, the proposed method runs faster than VisiFire on every video, with a total
overall speedup of 2.66.

In terms of accuracy, we observe that on 18 of the 20 videos that contain flame and/or smoke,

Figure 2.7: Settings used for VisiFire
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Table 2.3: Experimental results for videos containing fire and/or smoke

Seq.
No.

First fire
frame
(ground
truth)

First fire
frame (
Mongkol’s
Method)

First fire
frame
(Quick-
Blaze)

First fire
frame (
Anton’s
Method

M-1 1037 1213 1158 1158
M-2 246 2304 694 694
M-3 990 1665 1001 1001
M-4 1 873 440 440
M-5 1 11 11 Not-detected
M-6 50 401 323 323
M-7 251 305 305 761
M-8 1685 1755 1755 Not-detected
M-9 1 12 12 Not-detected
M-10 120 133 133 156
M-11 90 105 105 426
M-12 120 207 207 Not-detected
M-13 70 104 104 Not-detected
M-14 92 168 168 231
M-15 1 1985 594 594
M-16 19 Not-detected 87 87
M-17 19 Not-detected 28 28
M-18 54 Not-detected 233 233
M-19 59 Not-detected 71 71
M-20 1 35 35 201

Table 2.4: Experimental results for distractor videos

Seq. No.
FER
(Mongkol’s
Method, %)

FER
(QuickBlaze,
%)

FER (Anton’s
Method, %)

M-21 0 6 6
M-22 0 0.2 0.2
M-23 0 0 0
M-24 0 0 0
M-25 0 0 0
M-26 0 0 0
M-27 0 0 0
M-28 0 0 0
M-29 1 1 0
M-30 0 0 0

fire detection using our proposed method results in better response time than using VisiFire.

In general, we observe that the fire incidents can be characterized by the visibility of any
flame and/or smoke and depends upon the surrounding environment, the illumination of the
scene, and the camera’s field of view. We now take a closer look at results on specific videos.

Figure 2.8 compares detection of fire based on smoke regions by our method and by VisiFire.
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Table 2.5: Experimental results for videos containing fire and/or smoke

Seq. No.
First fire
frame
(ground truth)

First fire
frame
(VisiFire)

First fire
frame
(QuickBlaze)

Processing
speed (FPS,
VisiFire)

Processing
speed (FPS,
QuickBlaze)

M-1 1037 1165 1158 4.86 14.1
M-2 246 1427 694 8.76 14.1
M-3 990 1599 1001 8.09 14.0
M-4 1 1460 440 11.82 13.6
M-5 1 37 11 11.40 36.11
M-6 50 187 323 11.79 13.8
M-7 251 370 305 8.81 29.2
M-8 1685 1858 1755 8.31 28.6
M-9 1 70 12 11.97 34.1
M-10 120 179 133 16.02 32.7
M-11 90 171 105 13.64 32.6
M-12 120 not detected 207 12.5 32.2
M-13 70 454 104 12.1 33.3
M-14 92 not detected 168 12.39 32.5
M-15 1 not detected 594 11.54 33.3
M-16 19 37 87 13.94 34.0
M-17 19 135 28 11.23 37.9
M-18 54 241 233 13.22 32.0
M-19 59 100 71 11.73 34.8
M-20 1 39 35 6.77 29.8

The first row shows the first frame of video sequence M-1, M-3, M-4, and M-15 respectively,
in which a fire incident was first detected by our method, and the second row shows the first
frame in the corresponding video in which VisiFire detected fire, if it did. VisiFire detected
smoke regions in M-1 and M-2 (albeit much later than our method), a flame region in M-4,
and did not detect any fire incident in M-15 (see Table 2.5 for details for all fire videos).

Figure 2.9 shows a similar comparison of fire detection based on flame regions. The first row
shows the first frame of video sequence M-7, M-8, M-12, and M-14 respectively, in which
a fire incident was first detected by our method, and the second row shows first frame in
the corresponding video in which VisiFire detected fire, if it did. VisiFire detected smoke
in M-7, flame in M-8, and did not detect a fire incidents in M-12 or M-14. Clearly, our
method detects flame regions earlier than VisiFire in these videos. QuickBlaze tends to work
very well when illumination is dim relative to any flame and when clutter is low with little
background contrast.

In two cases, VisiFire detected flame or smoke regions earlier than the proposed method.
See Figure 2.10 for a visual comparison of the frames in which fire was first detected by
the proposed method and VisiFire. In video M-6, the flame is quite transparent, so the
background shows through, reducing our method’s ability to detect it. The method does
detect the smoke given off by the fire, but later than VisiFire, which is able to detect the
flame early on. In the second case, VisiFire rapidly detects the thick, opaque smoke initially
coming from the smoke bomb, whereas our method performs better on thin, wispy smoke,
resulting in later detection once the smoke is more diffuse.
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Table 2.6: Experimental results for distractor videos

Seq. No.
FER (VisiFire,
%)

FER
(QuickBlaze,
%)

Processing
speed (FPS,
VisiFire)

Processing
speed (FPS,
QuickBlaze)

M-21 5 6 13.46 40.9
M-22 0.2 0.2 11.75 37.7
M-23 8 0 13.49 43.1
M-24 0 0 15.32 45.0
M-25 0 0 16.6 43.3
M-26 0 0 16.5 45.2
M-27 0 0 15.6 41.6
M-28 4 0 9.88 43.5
M-29 1 1 16.62 51.8
M-30 3 0 13.14 13.7

First frame in which fire is detected (QuickBlaze smoke detector)

M-1 M-3 M-4 M-15

1158 1001 440 594
First frame in which fire is detected (VisiFire)

M-1 M-3 M-4 M-15

1165 1599 1460 n/d

Figure 2.8: First frame in which fire is detected through smoke

We also observe that our algorithm precisely localizes fire incidents in all of the test video
sequences, both in daytime and nighttime. This is shown in Figure 2.11. The first row shows
the first frame in which a fire incident is detected by our method in nigghttime videos M-
9, M10, and M-13, while the second row shows the VisiFire result for the corresponding
sequences. Visual comparison clearly shows that the proposed method better localizes the
fire incident than does VisiFire.

Although the best possible threshold parameters may vary with the type of fire or smoke,
we observe that the threshold parameters we obtained manually using the training videos
provide very good performance across a wide variety early fire detection scenarios. For

27



First frame in which fire is detected (QuickBlaze, flame detector)

M-7 M-8 M-12 M-14

305 1755 207 168
First frame in which fire is detected (VisiFire)

M-7 M-8 M-12 M-14

370 1858 n/d n/d

Figure 2.9: First frame in which fire is detected through flame

M-6 M-6 M-16 M-16

QuickBlaze VisiFire QuickBlaze VisiFire

Figure 2.10: Frames of two videos for which QuickBlaze’s response was slow

instance, in video sequences M7, M8, M10, and M13, actual fires were detected by their
indirect reflections from other surfaces. These results can be seen in Figure 2.12.

As a final comparison, Figure 2.13 shows sample false detections in M-21, M-22, and M-23.
M-21 contains a cloud of dust produced by a car accident, which triggers a false alarm for our
method. Our method was distracted by the partly orange neon sign in M-29 whereas VisiFire
was not; VisiFire, on the other hand, was distracted by the headlights in M-23, whereas our
method was not.

This extensive evaluation in comparison with state of the art commercial software shows
that our method responds to fire incidents sooner, processes the images faster, has a slightly
lower false alarm rate, and better localizes fire incidents, especially at night-time.
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First frame in which fire is detected (QuickBlaze)

M-9 M-10 M-13

12 133 104
First frame in which fire is detected (VisiFire)

M-9 M-10 M-13

70 179 454

Figure 2.11: The first frame in which fire incidents were detected in nighttime

M-7 M-8 M-10 M-13

799 2889 1223 888

Figure 2.12: Fire detection by QuickBlaze from indirect surface
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First frame in which false error is detected (QuickBlaze)

M-21 M-22 M-23 M-29
First frame in which false error is detected (VisiFire)

M-21 M-22 M-23 M-29

Figure 2.13: Sample frames of false alarms by QuickBlaze and VisiFire
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CHAPTER 3

AUTONOMOUS PURSUIT OF TARGET USING QUADCOPTER

This chapter describes my work on autonomous pursuit of targets using a quad-copter through
machine vision and sensor fusion. The work was carried out with the collaboration of Ab-
dul Basit. We propose a joint localization model, by extending the work of Basit, Dailey,
and Laksanacharoen (2012), which fuses quadcopter kinematics with target dynamics to im-
prove the relative trajectory estimates of both the quadcopter and the target. Our method
also comprises a computationally efficient visual tracker (Basit, Dailey, Lakanacharoen, &
Moonrinta, 2014) capable of redetecting a temporarily lost target. The efficiency of the pro-
posed method is demonstrated by a series of experiments with a real quadcopter pursuing a
human. The results show that the visual tracker can deal effectively with target occlusions
and that joint localization significantly improves estimation accuracy compared to standard
sensor-based position estimates as well as compared to localization models not incorporat-
ing pursuit robot kinematics. The work reported in this chapter includes material from Basit,
Qureshi, et al. (2014) and from Basit (2014).

3.1 Introduction

Surveillance and monitoring using human operators can be tedious, difficult, dangerous, and
error prone. Recent technological developments have enabled the use of mobile robots and
vision systems for such applications. Our focus is on mobile robots that are capable of
tracking and monitoring a target in scenarios such as person/child/animal monitoring. Au-
tonomous aerial pursuit robots can have applications such as in fugitive tracking by law
enforcement agencies, recording a video of fast moving object from an aerial view, or child
or animal monitoring in a farm field. Ground robots might be useful in some scenarios,
but they are expensive and difficult to navigate, as they must avoid obstacles in the field,
negotiate uneven surfaces, and place sensors over a sufficient range of heights to get a
good view of both the object of interest and the terrain. On the other hand, aerial robots
with airborne sensors, which are capable of low-altitude flying and vertical takeoff and land
(VTOL) maneuvers, would require less complex navigation and would provide a better field
of view (Bonin-Font et al., 2008). Aerial robots are already being used for other applications
such as sports assistance (Higuchi et al., 2011), traffic monitoring (Gupte et al., 2012), fire
detection (Murphy & Cycon, 1999), remote sensing (Jiménez-Berni et al., 2009), and preci-
sion agriculture (H. Chen & Houkes, 1997; Herwitz et al., 2004; Gktoan et al., 2010; Lan et
al., 2010; Barrientos et al., 2011).

Quadcopters are VTOL aerial vehicles with four rotary wings that can hover over a fixed
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location or perform quick maneuvers but may have limited on-board sensors and processing
power due to low payload capacity.

We are investigating the feasibility of autonomous pursuit of targets using low-cost quad-
copters with monocular cameras and airborne sensors. We use the Parrot AR.Drone quad-
copter (shown in Figure 3.1) for research purposes. Figure 3.1 shows quadcopter visual
sensors and coordinate system. The AR.Drone quadcopter incorporates a front-facing and a
downward-facing camera. Roll (γrt ) and pitch (βrt ) are used to control forward-backward and
left-right linear motions. Overall rotor speed is used to control upward-downward motion.
Yaw control is used for change in orientation. The front-facing camera is useful in appli-
cations such as tracking and surveillance. The downward camera is useful for inspecting
buildings, crops, or a field, or assisting in positioning, navigation, and mapping

The AR.Drone is an inexpensive quadcopter with a built-in control system enabling it to
hover in a stationary position. For visual tracking, the quadcopter features front-facing and
downward-facing cameras. Localization is aided by an accelerometer, a pressure sensor, a
three-axis gyro, and a magnetometer. The robot can be tele-operated from a host machine
through WiFi.

In pursuit applications where the target’s position may be extremely dynamic, the quadcopter
should be capable of fast autonomous planning and motion. It must also be able to track the
target object in real time.

In this joint research, we take steps toward robust quadcopter target pursuit. We focus
on two important challenges for the monocular vision-based tracker. First, we require an
appearance-based tracker that is sufficiently accurate, fast, and capable of re-detection after
temporarily lost of target or occlusion. Second, since such a tracker will be noisy, there-
fore we require sensor modeling and state estimation able to obtain better target position
estimates for motion planning.

In the following sections, we introduce related work in 2D visual target tracking and state
estimation for quadcopters and similar UAVs, and then we outline our contributions.

3.1.1 Localization

A pursuit robot must keep track of its position and orientation relative to the target and sur-
rounding environment. Localization is a form of sequential state estimation. Sequential state
estimation methods are used extensively in robotics and computer vision to solve problems
such as SLAM, monocular SLAM (Davison et al., 2007), visual target tracking (Lou et al.,
2002), and 3D reconstruction. Methods include Kalman filters, particle filters (Pupilli & Cal-
way, 2005), and grid-based methods. The most widely used filtering method that supports
non-linear state estimation models is the extended Kalman filter (EKF) (Welch & Bishop,
1995).

EKF models are fast and effective in any application in which the posterior state estimate is
accurately represented by a Gaussian and the non-linearities in the system and sensors are
moderate. EKFs have been used by several researchers to improve the performance of visual
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tracking methods (Shimin, Qing, Sheng, & Fang, 2009; Funk, 2003; Karavasilis, Nikou, &
Likas, 2010).

Finding the position of a target relative to a quadcopter using a monocular camera requires
extraction of depth cues from the 2D image. Monocular depth cues are extremely noisy, so
relying purely on the 2D image to obtain 3D positions with depths would introduce a great
deal of error. One way to improve the noisy sensor readings we would get from a 2D visual
tracker is to filter sensor based estimates with a sequential state estimator (Basit et al., 2012).

In a previous paper, Basit et al. (2012) proposed a state estimation model based on the
EKF for pursuit by SUGVs (Small Unmanned Ground Vehicles) to improve the accuracy of
the estimated trajectory of both the pursuit robot and the target. The proposed method fuses
robot kinematics and target dynamics to obtain superior robot and target trajectory estimates.

3.1.2 2D object tracking

The major methods for 2D image-based tracking use either feature matching, optical flow, or
feature histograms. Feature matching algorithms such as SIFT (Zhou, Yuan, & Shi, 2009),
SURF (Ta et al., 2009), and shape matching algorithms such as contour matching (Yokoyama
& Poggio, 2005) are too computationally expensive to be considered for real-time tracking
by a small quadcopter with modest compute resources. Optical flow methods (Denman,
Chandran, & Sridharan, 2007) or (Qureshi & Alvi, 2009) may be within reach in terms of
speed, but they do not maintain an appearance model. Histogram-based trackers, on the other
hand, are not only fast, but also maintain an appearance model that is potentially useful for
recovering tracking after an occlusion or reappearance in the field of view.

The sliding window is a general approach in machine vision to look for a target object in an
image. The naive sliding window approach is however, a computationally inefficient way to
scan an image to search for a target. Porikli (Porikli, 2005) propose an integral histogram
method using integral images to speed up the process. Perreault and Hebert (Perreault &
Hebert, 2007) compute histograms for median filtering efficiently by maintaining separate
column-wise histograms, and, as the sliding window moves right, first updating the rele-
vant column histogram then adding and subtracting the relevant column histograms to the
histogram for the sliding window. Sizintsev et al. (Sizintsev et al., 2008) take a similar
approach to obtain histograms over sliding windows by efficiently updating the histogram
using previously calculated histograms for overlapping windows.

CAMSHIFT (Continuously Adaptive Mean Shift) (Bradski, Oct; Allen, Xu, & Jin, 2004)
is a fast and robust feature histogram tracking algorithm potentially useful for quadcopters.
The method begins with manual initialization from a target image patch. It then tracks the
region using a combination of color histograms, the basic mean-shift algorithm (Comaniciu,
Ramesh, & Meer, 2000, 2003), and an adaptive region-sizing step. It is scale and orientation
invariant. Unfortunately, since the method performs a search for a local peak in the global
backprojection, it is easily distracted by background objects with similar color distributions.

To avoid false detection and providing a capability of re-detecting the target by the visual
tracker, in case of temporarily lost of target from the scene or occlusion, we use the visual
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Figure 3.1: Quadcopter visual sensors and coordinate system

tracking method of Basit, Dailey, et al. (2014). They incorporated an adaptive histogram
similarity threshold with CAMSHIFT to help avoid tracking false targets. They used this
adaptive similarity threshold with a backprojection technique to recover the target object and
reinitialize the CAMSHIFT visual tracker after an occlusion or temporarily lost of target.

3.1.3 Monocular visual tracking by quadcopters

Bi and Duan (Bi & Duan, 2013) implemented a visual tracking algorithm using a low-cost
quadcopter. The target is a colored landing platform that is moved manually on a cart. The
quadcopter is controlled by a host machine that processes the video stream and tracks the
landing platform. The current position of the landing platform is calculated by the host ma-
chine by using the centroid of image moments calculated for a binary image that is obtained
after thresholding the green channel of the RGB image. The authors used independent con-
trollers for pitch and roll that receive feedback from the visual tracker. The feedback input
to the controllers at each frame is the current positioning error.

Kim and Shim (2013) presented a visual tracker and demonstrate its capabilities and usage
on a tablet computer with the AR.Drone. The method used color and image moments for the
visual tracker.

Pestana et al. (2013, 2014) have reported a visual servoing method for a quadcopter (AR.Drone)
that follows and tracks an object in real-time. Their method consisted of a visual tracker
(openTLD (Kalal et al., n.d.)) to get the target’s position information and a position controller
that used the target’s position to estimate the change in position required by the AR.Drone
to keep following the target. The AR.Drone commands based on the estimated change in
the position required by the AR.Drone are then sent to the on-board AR.Drone controller.
The visual tracker (Kalal et al., n.d.) that they used does not support target redetection. The
visual tracker and the position controller rely only on the information extracted from the
monocular camera and does not use any other available on-board sensors. We argue that
monocular depth cues are extremely noisy, so relying purely on the 2D image to obtain 3D
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positions with depths would introduce a great deal of error. Also, for a visual target tracking
it is necessary to have a target redetection phase when the target is occluded or leaves the
scene for a short period of time.

All of the object tracking and following algorithms proposed thus for low cost quadcopters
use color and image moments. None of this work has demonstrated model-based object
tracking that fuses the information from the 2D visual tracker, quadcopter odometry mea-
surement and kinematics for superior localization estimates with sufficient speed and accu-
racy for real time control of a quadcopter.

3.1.4 Contributions

In this research, we propose a new joint purser and target localization model, based on the
method of Basit et al. (2012), specifically for the AR.Drone that reduces position estimation
error caused by monocular sensor measurements. The model maintains an estimate of the
state of the target, assuming a simple linear dynamical model, as well as an estimate of the
AR.Drone robot’s state, assuming standard quadcopter robot kinematics (Bristeau, Callou,
Vissière, Petit, et al., 2011). For visual target tracking we use the method of Basit, Dailey,
et al. (2014) that is suitable for quadcopters and efficiently handles both visual detection and
tracking in real time. We perform target redetection when the target is occluded or leaves
the field of view. We suspend tracking based on an adaptive histogram threshold. Once the
object is reacquired in a redetection phase, we apply CAMSHIFT to confirm the re-detected
object. After CAMSHIFT validation, we reinitialize the tracker.

We thus fuse information from 2D visual tracking and the quadcopter’s odometry measure-
ments with knowledge of the AR.Drone’s kinematics in an extended Kalman filter to obtain
superior state estimation. The filter significantly improves estimation accuracy compared
to standard sensor-based position estimates as well as compared to localization models not
incorporating pursuit robot kinematics (see section 3.4).

In an empirical evaluation, we show, on real-world videos, that the proposed method is a ro-
bust approach to target tracking and redetection during pursuit that is accurate, is successful
at reinitialization, has very low false positive rates, and runs in real time.

3.2 System Design

In this section, we introduce the AR.Drone’s hardware (sensors and actuators), provide de-
tails of the pursuer-pursuit-target localization method for the AR.Drone, and finally describe
the visual target tracking method.
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Figure 3.2: System architecture and data flow

3.2.1 Quadcopter overview

The AR.Drone has a carbon fiber support structure and a plastic body with removable hulls
optimized for indoor and outdoor flight. The rotors are propelled by high-efficiency brushless
DC motors and control circuitry. The drone is equipped with one frontal and one bottom
facing camera. The control board of the AR.Drone consists of a 1-GHz ARM-Cortex-A8
32-bit processor with an 800 MHz digital signal processor and 2GB RAM. The user can
control the quadcopter’s roll, pitch, yaw, and vertical speed through a host machine over a
WiFi link. The function of the control board is to convert user navigation commands into
motor commands and to adjust the motor speeds to stabilize the drone at the required pose.
Figure 3.2 shows how the drone communicates with the host machine. We use the video
stream from the frontal camera as the main sensor for localization. The camera has a frame
rate of approximately 18 fps. Estimated roll, pitch, yaw, vertical speed, and velocity in the
x-y plane are estimated from the onboard accelerometer, a pressure sensor, a three-axis gyro,
and a magnetometer. The estimated data by the AR.Drone are sent to the host at 200 Hz.

3.2.2 Mathematical model and algorithmic flow

In this section, we detail the joint localization method for the quadcopter pursuer and tar-
get. Joint localization incorporates both target dynamics and drone kinematics to correct
the sensor-based measurements of the target’s and purser’s state. As the main target state
measurement sensor, we use the AR.Drone’s front-facing monocular camera.

The tracking algorithm’s flow is shown in Figure 3.3. The green box contains the visual
target tracking phase of the algorithm. The blue box contains the processing occurring in
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Figure 3.3: Algorithm flow for joint localization

the redetection phase, when the target is not in the scene. The red box contains localization
for fusing odometery and target tracking data. The monocular 2D visual tracker tracks the
target as long as it is in the field of view. The monocular visual tracker returns a 2D tracking
window indicating the target’s size and position in the image. To transform 2D measurements
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into 3D, we take a ray from the camera center through the image plane at the center of the
2D target region and calculate the depth of the target along that ray using the assumed target
height in an absolute frame.

Meanwhile, we acquire AR.Drone odometry data in the form, at time t, of (γrt , β
r
t , α

r
t , h

r
t , ẋ

r
t , ẏ

r
t , ż

r
t ),

where (γrt , β
r
t , α

r
t ) describes the roll, pitch and yaw of the quadcopter, hrt is the measured al-

titude, and (ẋrt , ẏ
r
t , ż

r
t ) is the linear velocity of the quadcopter in the robot coordinate system.

See Figure 3.4 for a visualization of the coordinate system. The motion depends on changes
of roll, pitch and altitude controls, that in turn produce 3D linear and angular motion. Linear
velocity measurements (ẋrt , ẏ

r
t , ż

r
t ) are provided by three sensors. The yaw (αrt ) angle is used

to change the orientation of the quadcopter. On the arrival of each image frame, the target
tracking sensor measurement and odometry data are fed to the proposed joint localization
model. The model predicts the pursuer’s and target’s new state based on the previous state
and corrects (updates) the estimate based on the newly acquired sensor measurement. If the
target is occluded or leaves the camera field of view, we stop 2D tracking and state correc-
tion, and we run a redetection algorithm until the target reappears, at which time we restart
the normal flow of the algorithm.

We briefly outline the visual tracking method below and provide more details on the 3D state
estimate model for the AR.Drone in the next section. Refer to Basit et al. (Basit, Dailey, et
al., 2014) for more details on the 2D tracking algorithm, which proceeds as follows:

1. Initialize CAMSHIFT with initial image I0 and bounding box (xc, yc, w, h).

2. Continue CAMSHIFT tracking, updating adaptive histogram threshold.

3. Suspend tracking when similarity between region returned by the tracker and appear-
ance model is too low.

4. Run redetection.

5. Suspend redetection when candidate target most similar to the appearance model is
similar and large enough.

6. Run CAMSHIFT to confirm redetected region. If confirmed, reinitialize tracking;
otherwise, return to redetection.

3.2.3 Joint Estimation of AR.Drone and Target State

In this section we describe the proposed model for obtaining smooth pursuer and target
trajectories in the 3D world coordinate frame.

System state

The system state expresses the quadcopter’s position and the target’s position and velocity in
the world coordinate frame. We define the system state at time t to be
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Figure 3.4: View of quadcopter motion in 3D world coordinate frame

xt = [xt, yt, zt, ẋt, ẏt, żt, x
r
t , y

r
t , z

r
t , γ

r
t , β

r
t , α

r
t ]

T
, (Equation 3.1)

where (xt, yt, zt) is the target’s position, (ẋt, ẏt, żt) is the target’s velocity, (xrt , y
r
t , z

r
t ) is

the pursuer’s position, and (γrt , β
r
t , α

r
t ) is the pursuer’s 3D orientation (roll, pitch and, yaw)

respectively. The positions and orientations are expressed in the world coordinate frame.
The state transition model is defined as

xt+1 = f(xt,ut) + νt, (Equation 3.2)

where νt ∼ N (0, Qt). f(xt,ut) has two components. The first component models the
AR.Drone’s kinematics, assuming constant linear and angular velocity over short time pe-
riods (acceleration is modeled as noise). The second component is a first order linear dy-
namical system for the target’s motion. We describe each component in turn. The odometry
control vector is

ut =

[
δγrt δβrt δαrt δhrt

]T

, (Equation 3.3)

defining the change in the roll (γrt ), pitch (βrt ), yaw (αrt ), and altitude (hrt ) of the quadcopter
at time t.
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The state transition for the AR.Drone is then assumed to be

xrt+1 = xrt + (ẋrt cosαrt − ẏrt sinαrt ) ·∆t

yrt+1 = yrt + (ẋrt sinαrt + ẏrt cosαrt ) ·∆t

zrt+1 = zrt + δhrt

γrt+1 = γrt + δγrt

βrt+1 = βrt + δβrt

αrt+1 = αrt + δαrt , (Equation 3.4)

where (ẋrt , ẏ
r
t ) is the linear velocity of the quadcopter in the (x,y) plane. This velocity

depends on the quadcopter’s roll and pitch in the world coordinate frame. In Figure 3.5 the
sample change in linear velocity ẋrt with respect to change in pitch angle βrt , for quadcopter in
outdoor environment with pitch changed manually. Velocity and pitch are shown as reported
by the onboard sensors. Small changes in pitch at times 400 and 700 result in changes
in linear velocity. Velocity ẋrt is in cm/s, pitch is shown in degrees, and time interval is
approximately 20 ms. (a) Full range of the data. (b) Zoomed view of the graph in (a),
obtained by setting the y-range to [−15 · · · 20]. We define the dynamics

ẋrt+1 = C1β
r
t

ẏrt+1 = C2γ
r
t .

(Equation 3.5)

To transform the linear velocities from the quadcopter frame to the world coordinate frame,
we have

vwt = Rtv̇
r
t , (Equation 3.6)

where v̇rt is simply

v̇rt =

[
ẋrt ẏrt żrt

]T

(Equation 3.7)

and Rt is
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Figure 3.5: Sample change in linear velocity w.r.t change in pitch angle

Rt =


cαr

t
cβr

t
cαr

t
sβr

t
sγrt − sαr

t
cγrt cαr

t
sβr

t
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sαr
t
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t
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 ,
where c· and s· are shorthand for the cosine and sine functions.
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Target motion We assume a simple linear dynamics

xt+1 = xt + ∆tẋt

yt+1 = yt + ∆tẏt

zt+1 = zt + ∆tżt

ẋt+1 = ẋt

ẏt+1 = ẏt

żt+1 = żt (Equation 3.8)

for the target object’s state.

Linearization Since f(xt,ut) is nonlinear and we will be using an extended Kalman filter,
we must approximate the system described in Eq. Equation 3.2 by linearizing around an
arbitrary point x̂t. We write

f(xt,ut) ≈ f(x̂t,ut) + Jft(xt − x̂t), (Equation 3.9)

where Jft is the Jacobian

Jft =

[
∂f(xt,ut)

∂xt

]
(Equation 3.10)

evaluated at x̂t. We omit the detailed Jacobian calculations.

Sensor model

We assume the quadcopter’s target tracking camera is mounted in a fixed position near the
quadcopter’s center of rotation with roll (rotation around the principal axis) close to 0. We
also incorporate a 2D visual tracking algorithm capable of producing an estimate of the 2D
position of the object’s projection into the image plane at time t. We assume the operator
initially defines the target object to pursue by specifying a bounding box around it in the first
frame. We use visual tracker based on CAMSHIFT to track the object from frame to frame.

The measurement from the algorithm is thus simply a bounding box:

zt =
[
ut, vt, w

img
t , himgt

]T
, (Equation 3.11)

where (ut, vt) is the center and wimgt and himgt are the width and height of the bounding box
in the image. We model the sensor with a function h(·) mapping the system state xt to the
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corresponding sensor measurement

zt = h(xt) + ζt, (Equation 3.12)

with ζ ∼ N (0, St).

For a pinhole camera with focal length f and principal point (cx, cy), ignoring the negligible
in-plane rotation of the cylindrical object, we can write the target’s center (ut, vt) and size
(wimgt , himgt ) as

ut = (fxcamt + cx)/z
cam
t

vt = (fycamt + cy)/z
cam
t

wimgt = fw0/z
cam
t

himgt = fh0/z
cam
t , (Equation 3.13)

where (h0, w0) is the assumed target’s height and width, xcamt = (xcamt , ycamt , zcamt , 1)
T is

the homogeneous representation of the center of the target in the camera coordinate system,
calculated as

xcamt = T
W/C
t



xt

yt

zt

1


, (Equation 3.14)

where the transformation T
W/C
t is defined as

T
W/C
t = TR/CT

W/R
t , (Equation 3.15)

where T
W/R
t is the rigid transformation from the world coordinate system to the robot coor-

dinate at time t, and TR/C is the (fixed) transformation from the robot coordinate system to
the camera coordinate system. Expressing the AR.Drone orientation by a rotation matrix RT

t

at time t, we can write the transformation matrix TW/R

T
W/R
t =

RT

t −R
T

t x
r
t

0T 1

 , (Equation 3.16)

where xrt =

[
xrt yrt zrt

]
.

As with the transition model, to linearize h(xt) around an arbitrary point x̂t, we require the
Jacobian

Jht =

[
∂h(xt)

∂xt

]
. (Equation 3.17)
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evaluated at an arbitrary point x̂t.

Initialization

We require an a-priori state vector x0 to initialize the system. As explained before, we
assume that the quadcopter is at the origin of the world coordinate system or an alternative
initial position of the robot is given. We do not assume any knowledge of the target’s initial
trajectory. We can therefore treat the user-provided initial target bounding box as a first
sensor measurement z0 and initialing the system as

x̂0 = [x0, y0, z0, 0, 0, 0, 0, 0, 0, 0, 0, 0]
T

= hinv(z0). (Equation 3.18)

To obtain (x0, y0, z0), we first calculate an initial target position in the camera-coordinate
frame xcam0 then, noting that the robot frame at time 0 is also the world frame, we can map
to the world coordinate frame by



x0

y0

z0

1


=
(
TR/C

)−1



xcam0

ycam0

zcam0

1


. (Equation 3.19)

Inspecting the system in Eq. Equation 3.13, we can find xcam0 and ycam0 given ut and vt if
zcam0 is known. We can obtain zcam0 from wimg0 or himg0 . We use zimg0 = f · h/himg0 , on the
assumption that the user-specified bounding box is more accurate vertically than horizontally.

Noise parameters

The sensor noise is given by the matrix St. We assume that the measurement noise for both
the bounding box center and the bounding box size are a fraction of the target’s width and
height in the image:

St = λ2



(wimgt )2 0 0 0

0 (himgt )2 0 0

0 0 (wimgt )2 0

0 0 0 (himgt )2


. (Equation 3.20)

We use λ = 0.1 in our simulation, corresponding to 10% of the width and height of the
target’s 2D bounding box in the image, determined through a series of experiments with the
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CAMSHIFT visual tracker in real environments. For the initial state error denoted by P0,
we propagate the measurement error for z0 through hinv(z0) and take into account the initial
uncertainty about the target’s velocity:

P0 = JhinvS0Jhinv + diag(0, 0, 0, η, η, η, 0, 0, 0, 0, 0, 0). (Equation 3.21)

η is a constant and Jhinv is the Jacobian of hinv(·) evaluated at z0.

We assume that the state transition noise covariance Qt is diagonal for simplicity. We tie the
covariance Qt to the target linear velocities (ẋt, ẏt, żt), AR.Drone linear velocities (ẋrt , ẏ

r
t , ż

r
t )

and orientation (γrt , β
r
t , α

r
t ) odometry reading. We let

vt
st

 =

 √
ẋ2
t + ẏ2

t + ż2
t√

(γrt )
2 + (βrt )

2 + (δαrt )
2

 . (Equation 3.22)

We let the entries of Qt corresponding to the target position be ∆2
t (ρ1v

2
t + ρ2) and the en-

tries of Qt corresponding to the target velocity be ∆2
t (ρ3v

2
t + ρ4). We let the entries of Qt

corresponding to the AR.Drone’s position be ∆2
t (ρ5s

2
t + ρ6), and we let the entries of Qt

corresponding to the robot’s orientation be ∆2
t (ρ7s

2
t + ρ8). This noise distribution is overly

simplistic and may ignore some factors, but it is sufficient for the experiments reported in this
research. In total, there are nine free parameters (η, ρ1, ρ2, · · · , ρ8) that must be determined
through hand tuning or calibration. In our simulation, we find optimal free parameters using
gradient descent.

Update algorithm

Given all the preliminaries specified in the previous sections, the update algorithm is just the
standard extended Kalman filter, with modification to handle cases where the color region
tracker fails due to occlusions or the target leaving the field of view. When no sensor mea-
surement zt is available, we simply predict the system state and allow diffusion of the state
covariance without sensor measurement correction. When we do have a sensor measurement
but the estimated state is far from the predicted state, we reset the filter, using the existing
robot position and orientation but fixing the relative target state to that predicted by hinv(zt)
and fixing the elements of Pt by propagating the sensor measurement error for zt through
hinv(zt) as previously explained in Section 3.2.3. Here is a summary of the algorithm:

1. Input z0.

2. Calculate x̂0 and P0.

3. For t = 1, . . . , T , do

(a) predict x̂−t = f(x̂t−1,ut−1),

(b) calculate Jft and Qt,

(c) predict P−t = JftPt−1J
T

ft
+ Qt.
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(d) If zt is unavailable,

i. let x̂t = x̂−t ,
ii. let Pt = P−t .

(e) Otherwise

i. calculate Jht , St, and Kalman gain
Kt = P−t J

T

ht
(JhtP

−
t J

T

ht
+ St)

−1,
ii. estimate x̂t = x̂−t + Kt(zt − ht(x̂

−
t )),

iii. update the error estimate Pt = (I− KtJht)P
−
t .

(f) If ‖x̂t − x̂−t ‖ > σ, reset the filter.

3.3 Experimental setup

We tested the performance and efficacy of the proposed method by carrying out experiments,
not only on synthetic data, but also in real-world scenarios. Before deploying to the real
AR.Drone, we performed a simulation to test model correctness and effectiveness. We then
carried out real-world experiments in both indoor and outdoor environments. We compared
the proposed joint estimation model with two baselines: 1) relative localization without any
filtering, and 2) relative localization with Kalman filter-based sensor correction but no joint
estimation of purser and target state. We analyze the data quantitatively for indoor and
qualitatively for outdoor environments.

For the simulation experiment, we generated pose data without any noise both for the AR.Drone
and target object. The data consist of the target’s simulated position with appropriate veloc-
ity and simulated AR.Drone’s odometry (orientation and linear velocities). We used these as
ideal ground truth trajectories. We then produced noisy simulated odometry readings. In or-
der to generate corresponding noisy trajectories, we added noise to the AR.Drone odometry
data then accumulated the data to obtain a trajectory. We also added noise to the 2D target
bounding box. Direct calculation of pursuer and target positions from the noisy odometry
and noisy target bounding boxes gives us baseline method 1, i.e., sensor-only relative local-
ization without filtering. We simulated a camera generating 640×480 images at 20 fps with
a focal length of 550 pixels (horizontal field of view 60◦).

For the real-world experiments, we performed quantitative evaluation in indoor environ-
ments, where we acquired ground truth data for the target and purser using circular markers
pasted on the two objects. The circular markers(roundel) were of a known diameter. We use
a fixed, calibrated camera to track the markers in order to estimate, as accurately as possible,
real-world ground truth for both the target and the AR.Drone using a software known as
WhyCon (Krajnı́k, Nitsche, et al., 2013). It is a monocular camera based simple multi-robot
localization system. The algorithm can process with thousands of frames per second with
multiple object localization of multimeter precision. The software works with any low-cost
camera and off-the shelf computational device to detect a black and white roundel. See Fig-
ure 3.6 for a photo of experiment setting. Markers on the target and AR.Drone providing
world-coordinate positions with reference to an additional calibrated camera. In this scene
there are three roundel markers. One roundel is placed on the target object (human), another
is on quadcopter, and the third is on the wall for reference. We use these ground truth data
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Figure 3.6: Markers on the target and AR.Drone for ground reference

for computing root mean square error (RMSE). We also tested the proposed visual tracking
with the AR.Drone’s front facing monocular camera in this indoor environment.

The outdoor environment is a more desirable environment for testing the proposed methods
for joint localization and visual tracker with the AR.Drone. However, we are deprived of
ground truth data because we must track the target for a long period of time, and a fixed
camera would be unable to keep the markers in its field of view for the entire experiment
duration. Therefore, we carried out a qualitative outdoor evaluation in which we tested the
stability and smoothness of the proposed method’s estimates.

In both indoor and outdoor environments, the target object was a person wearing distinc-
tive clothing.The background in the two experiments contains trees, grass, chairs, shadows,
and/or diffuse light. The target moved with varying velocities and directions and was fol-
lowed by the AR.Drone under teleoperation. The operator adjusted the drone’s position to
the follow target as smoothly as possible. Since the goal of this research is to asses localiza-
tion only, we did not use an autonomous position controller for the pursuer; this module will
be assessed in future work.

Concerning the visual tracker, Basit, Dailey, et al. (2014) have already reported speed and
accuracy tests for the algorithm on different platforms with different hand-held cameras. In
this research we test the proposed visual tracker specifically on the front-facing monocular
camera of the AR.Drone, both in indoor and outdoor environments. Additionally we test our
the method with the online pursuit video sequence published by Klein et al. (D. A. Klein,
Schulz, Frintrop, & Cremers, 2010). The results show how the proposed method recovers
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from occlusion.

3.4 Results and Discussion

In this section, we provide detailed results and analysis for each experiment outlined in the
previous section.

We define two baseline methods as points of comparison with the proposed joint state es-
timation method. The first baseline method does not use any filter while tracking the tar-
get (Bradski, Oct; Allen et al., 2004); the sensor-based relative target position estimate is
simply accepted. Hence it is named “Localization with no filter correction.” The second
baseline uses sensor measurement correction based on an ordinary extended Kalman fil-
ter (Comaniciu & Ramesh, 2000) to smooth the target’s estimated trajectory in the pursuer
robot’s coordinate system. This baseline is named “Localization with sensor correction.”
We do not explicitly incorporate the pursuer’s odometry measurements either jointly or sep-
arately in the baseline methods. The proposed method, however, jointly corrects the pur-
suer’s odometry with the sensor measurement to produce better performance. The proposed
joint localization method integrates the target and robot pose in a joint state space model,
as explained in Section 3.2.3. For simulation we use the synthetic data to compare our joint
localization method with the baseline methods. For indoor and outdoor data we used our
recorded videos to compare the baseline methods with our method.

3.4.1 Experiment I: Joint localization simulation

First we demonstrate the efficacy of fusing target dynamics and AR.Drone kinematics in one
state space model in a simulation experiment. We simulated scenarios containing different
levels of AR.Drone odometry noise, while keeping the sensor noise constant. The noise
ranged from 0% to 110%. The proposed method shows significant improvement over the
baseline methods so long as noise level is below 30%. Performance deteriorates above the
40% noise level. The performance of the other two methods remains constant over odometry
noise levels because they do not use odometry data. In experiment I we simulated the pur-
suit robot with different levels of odometry noise and measured the average relative target
position error for the three estimation methods. Error bars denote 95% confidence intervals.

We also evaluated the joint localization model with synthetic data in which a moving quad-
copter chased a moving target. At each iteration of localization, the RMSE is computed
between the estimated and ground truth target positions in the robot coordinate frame, us-
ing each of the three methods. We also suspend joint localization when visual tracker sus-
pends target tracking and wait for the detector to redetect the target and reinitialize the visual
tracker, also reinitialize the joint localization. See the first graph of Figure 3.8(c). The pro-
posed method provides more stable and smooth estimates than the baseline methods.

We performed statistical tests on the RMSE of each method compared to ground truth for
odometry noise of 15%. The result is shown in the bottom of Figure 3.8(c). The proposed
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Figure 3.7: Experiment I: Results from simulated pursuit robot odometry

method outperforms the existing methods by 65% and 25%.

3.4.2 Experiment II: Indoor joint localization

In Experiment II, we carried out indoor experiments with quantitative analysis. We used
ground truth data for comparison between the proposed and existing methods.

At every iteration of each algorithm, at time t, we transformed the target position (xt, yt, zt)
to the AR.Drone coordinate reference frame. We calculated root mean squared error between
each method’s estimate and ground truth. See Figure 3.8(a) and 3.8(b) top row. We collapse
the results of multiple indoor runs into two cases, a large open room and a corridor.

The proposed method clearly obtains smoother and more stable estimates compared to the
baseline methods. Although relative localization with sensor correction produces better re-
sults when compared with localization with no filter, our joint localization method, fusing
sensor measurements and odometry data, produces additional improvement.

As with the simulation data, we computed the average root mean square error over all runs.
The results shown in the bottom row of Figure 3.8(a) and 3.8(b). The results show that the
filtering methods help smooth the raw sensor measurements, but the proposed joint localiza-
tion method outperforms not only the method with no filter but also relative localization with
sensor correction. Joint localization improves relative target position estimation over both
baseline methods.
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Figure 3.8: Experiments I and II: Quantitative evaluation results

3.4.3 Experiment III: Outdoor joint localization

The quantitative analysis is not possible outdoors due to the constraint of the WhyCon soft-
ware that is used to collect the ground truth data. However, we did perform an outdoor
experiment to ensure the practicality of the proposed approach. We evaluated our method at
several stages of the visual tracking and localization process. First we show results when the
target is standing still and the quadcopter is simply hovering. Figure 3.9 shows the outdoor
qualitative evaluation. The stability and smoothness of estimated target position (X, Y, Z) in
the robot coordinate frame, where X is forward, Y is left, and Z is upward. Each subplot’s
ordinate shows the target’s position on one axis in meters, while the abscissa shows time
varying between 1 and 550 over all three subfigures. Figure 3.9(a) show target is stationary
and quadcopter is simply hovering. The peaks at t = 130 in Y and Z are generated when
quadcopter moves to adjust its position relative to the target. Figure 3.9(b) show target is
moving and quadcopter is accelerating at t = 210 and decelerating at t = 260 to catch up
with the target. Figure 3.9(c) shows Visual sensor noise increases because of lighting and
clutter in the background. Higher noise onX axis shows higher variance due to 2D bounding
box error. Refer to Figure 3.9(a); the estimated X position varies between 5.5 and 7.5 me-
ters, a range of 2 meters. Recall from Figure 3.1 that the target’s position X is the distance
of the target from the AR.Drone in the forward direction. The proposed method’s estimated
trajectory, shown in red, is smoother and has lower variance than that of the other meth-
ods. The spikes in the trajectory reflect noisy variation in the estimated 2D bounding box’s
size. The joint localization method infers smooth transitions between neighboring intervals.
The estimated Y position varies between 0 and 0.4 meters. The variation is lower on this
axis, reflecting lower noise in the estimated left-right position of the 2D bounding box. The
proposed method again performs better than the baseline methods. Finally, the estimated Z
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Figure 3.9: Experiment III: Outdoor qualitative evaluation

position varies between -0.5 and -1.2 meters. We observe more spikes or jerking movements
on this axis, generally caused by the quadcopter’s pitch control. The Z position estimates
are again smoother than for other baseline methods. Overall, the joint localization method
clearly performs better than the baseline methods.

Next, refer to Figure 3.9(b). During this period, the target is moving away from AR.Drone,
which is attempting to catch up. The AR.Drone begins accelerating at t = 200 and decel-
erating at t = 265. The estimated X position varies between 5.5 and 8.0 meters. The large
black-dotted spike indicates extreme sensor noise when the AR.Drone started decelerating.
ẋrt is minimized when the pitch βrt = 0. The same spike can be observed in the Y target po-
sition in the robot coordinate frame. Here the noise varies between 0 and 0.6 meters. Clearly
the proposed method is smoother and more stable along both the X and Y axis, even with
the velocity variation of the AR.Drone. Finally, the estimated Z position varies between -1
and 0.5 meters. The change in Z at t = 213 is caused by the quadcopter’s forward pitch,
causing it to move. When the AR.Drone decelerates, we obtain noise in sensor and odometry
measurements, so we observe more variability between t = 270 and t = 295. The overall
performance of joint localization is clearly better than the other methods.

Now we turn to Figure 3.9(c). We observe an increased number of spikes in the trajectories
caused by error in the 2D bounding box estimates. This noise results in unstable prediction,
challenging the proposed joint localization method. The estimated position of the target
varies between 5.4 and 10 meters, the estimated Y position varies between 0 and 0.8 meters,
and the estimated Z position varies between -1.5 and 0.6 meters. The proposed method
performs better than the other two methods in terms of stability and smoothness.
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Figure 3.10: Experiment IV: Visual tracker evaluation

3.4.4 Experiment IV: Visual tracking

We tested the visual tracker in both indoor and outdoor environments. The proposed method
was tested in different environments with different background and target objects. In Fig-
ure 3.10, the first column shows outdoor results with our AR.Drone. The second column
shows results of processing an online pursuit video sequence by Klein et al. (D. A. Klein et
al., 2010), and the last two columns show indoor results with our AR.Drone in a large open
room and corridor.

Based on the first frame of each video (R1 in Figure 3.10), we initialized CAMSHIFT track-
ing by manually providing a bounding box for the human target in the scene. We then ran
the proposed tracking, suspension, and redetection method to the end of each video.

During tracking, our method incrementally updated the mean µt and standard deviation σt of
the distance dt between the appearance model Hm and the tracked target’s color histogram
Hr
t . In almost all cases, when the target left the scene, the distance dt exceeded the adaptive

threshold, except for a few cases in which the redetection algorithm found a sufficiently
similar object in the background.

Rows R2 and R3 in Figure 3.10 show example images acquired when the target was absent
from the camera field of view. At this point in each video, CAMSHIFT tracking is suspended
and the redetection algorithm is running, correctly reporting the absence of the target from
the field of view.
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Table 3.1: Experiment IV: tracking accuracy results

Video
Frames w. target Multiple Detection ratio

present absent objects true false

a 389 50 Yes 96.8% 2.0%

b 997 20 Yes 98.9% 0.0%

c 541 150 No 88.8% 5.3%

d 426 174 No 97.3% 3.4%

Rows R4 and R5 in Figure 3.10 show example images acquired after the target has returned
to the field of view. The proposed method successfully identifies the candidate region among
the possible candidates. In the figure, the selected region is surrounded by a red rectangle.

In each of the four cases shown, CAMSHIFT is correctly reinitialized, as shown in row R6
of Figure3.10.

Over the four videos, the target was successfully tracked in 95.6% of the frames in which the
target was in the scene, with false positives occurring in only 4.4% of the frames in which
the target was not in the scene. The accuracy results on a per-video basis are summarized in
Table 3.1. For each video, we report the number of frames the target is visible and occluded
or outside the FOV, the existence of multiple objects in the image scene, the percentage of
frames containing the target in which target was correctly tracked, and the percentage of
frames not containing the target in which the target was falsely detected. Misses occur when
tracking is incorrectly suspended.

We tested the runtime performance of the system on two different hardware configurations,
a 2.26 GHz Intel Core i3 laptop running 32-bit Ubuntu Linux 11.10 and a 1.6 GHz Intel
Atom N280 single core netbook running 32-bit Lubuntu 11.10. The results are summarized
in Table 3.2. Both redetection and tracking run at high frame rates, with the worst case of
just over 10 fps for redetection on the Atom processor. The method is clearly feasible for
on-board execution by a mobile robot with modest computational resources.

Table 3.2: Experiment IV: Runtime performance of visual tracking

Redetection Phase Tracking Phase

Core i3 Atom N280 Core i3 Atom N280

41.455ms 91.232ms 16.340ms 49.234ms
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CHAPTER 4

DENSE SEGMENTATION OF TEXTURED FRUITS IN IMAGES

This chapter describes my work on dense fruit segmentation in video sequences. I present
a textured fruit segmentation method based on super-pixel over-segmentation, dense SIFT
descriptors, and and bag-of-visual-word histogram classification within each super-pixel. It
includes material from Qureshi et al. (2014).

4.1 Introduction

Precision agriculture aims to help farmers increase efficiency, enhance profitability, and
lessen environmental impact, driving them towards technological innovation. The global
trend towards large-scale plantation and demand to increase productivity has increased pre-
cision the importance of precision.

One aspect of precision agriculture is crop inspection and monitoring. Conventional methods
for monitoring are tedious and time consuming. Farmers must hire laborers to perform the
task or use sample-based monitoring.

Over the years, researchers have investigated various technologies to reduce the burden and
broaden the coverage of crop monitoring. Satellite remote sensing facilitates crop monitor-
ing using spectural vegetation indices. Vegetation indices enable researchers to track crop
development and management in a particular region albeit at a very coarse scale.

Another solution to the monitoring problem is to use one or more low-cost camera sensors
mounted on an autonomous robot. Among the difficulties with this approach are limitations
in computational resources and image quality. However, it is possible to use simplistic pro-
cessing for navigation but send sensor data to a host machine for more sophisticated offline
processing to detect fruits or other features of interest; in this case the processing need not
satisfy hard real-time constraints.

Our focus is thus to build an autonomous fruit crop inspection system incorporating one or
more mobile camera sensors and a host processor able to analyze the video sequences in
detail. The first step is to retrieve images containing fruits. Then we must segment the fruit
regions from the background and track the fruit regions over time. Such a system can be
used to monitor fruit health and growth trajectories over time and predict crop yield, putting
more detailed information in the hands of the farmer.
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(a) (b) (c) (d) (e)

Figure 4.1: Example CIELAB color histogram based detection of plants

Several research teams have been developing methods to classify, segment, and track fruit
regions from video sequences for fruit health monitoring, crop management, and/or yield
prediction. The common theme is the use of supervised learning for classification and detec-
tion. The classifier may incorporate features characterizing color, shape, or texture of fruit
or plants. Schillaci et al. (2012) focus on tomato identification and detection. They train a
classifier offline on visual features in a fixed sized image window. The online detection al-
gorithm performs a dense multi-scale scan over a scanning window on the image. Sengupta
and Lee (2012) present a similar method to detects citrus fruits. However, such methods are
dependent on the shape of the fruit and will not work when the shape of the fruit region is
highly variable due to occlusion by plant material.

Roy et al. (2011) introduce a method to detect pomegranate fruits in a video sequence that
uses pixel clustering based on RGB intensities to identify frames that may contain fruits then
uses morphological techniques to identify fruit regions. The authors use k-means clustering
based on gray-scale intensity, then, for each cluster, they calculate the entropy of the distri-
bution of pixel intensities in the red channel. They find that clusters containing fruit regions
have less random distributions in the red channel, resulting in lower entropy measurements,
allowing frames containing fruits to be selected efficiently. Dey et al. (2012) demonstrate the
use of structure from motion and point cloud segmentation techniques for grape farm yield
estimation. The point cloud segmentation method is based on the color information in the
RGB image. Another method based on RGB intensities is presented by Diago et al. (2012).
They characterize grapevine canopy and leaf area by classification of individual pixels using
support vector machines (SVMs). The method measures the area (number of pixels) of im-
age regions classified into seven categories (grape, wood, background, and 4 classes of leaf)
in the RGB image. All of these methods may work with fruit that are distinguishable from
the background by color but would fail for fruits that have color similar to the color of the
plants.

Much of the previous research in this field has made use of the distinctive color of the fruits
or plants of interest. When the object of interest has distinctive color with respect to the
background, it is easy to segment based on color information then further process regions of
interest. To demonstrate this, consider the image of young pineapple plants in Figure 4.1(a).
We built a CIELAB color histogram from a ground truth segmentation of a sample image
then thresholded the back-projection of the color histogram onto the original image. As can
be seen from Figures 4.1(b)– 4.1(c), the plants are quite distinctive from the background.
However, color based classification fails when the objects of interest (e.g., the pineapples in
Figure 4.1(d)) have coloration similar to that of the background, as shown in Figure 4.1(e).

To address the issue of objects of interest that blend into a similar-colored background, Chai-
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vivatrakul and colleagues describe a method for 3D reconstruction of pineapple fruits based
on sparse keypoint classification, fruit region tracking, and structure from motion techniques.
The method finds sparse Harris keypoints, calculates SURF descriptors for the keypoints, and
uses a SVM classifier trained offline on hand-labeled data to classify the local descriptors.
Morphological closing is used to segment the fruit using the classified features. Fruit re-
gions are tracked from frame to frame. Frame-to-frame keypoint matches within putative
fruit regions are filtered using the nearest neighbor ratio, symmetry test, and epipolar ge-
ometry constraints, then the surviving matches are used to obtain a 3D point cloud for the
fruit region. An ellipsoid model is fitted to the point cloud to estimate the size and orien-
tation of each fruit. The main limitation of the method is the use of sparse features with
SURF descriptors to segment fruit regions. Filling in the gaps between sparse features using
morphological operations is efficient but leads to imprecise delineation of the fruit region
boundaries. To some extent, robust 3D reconstruction methods can clean up these impre-
cise boundaries, but the entire processing stream would be better served by an efficient but
accurate classification of every pixel in the image.

Unfortunately, calculating a texture descriptor for each pixel in an image then classifying
each descriptor using a SVM or other classifier would be far too computationally expensive
for a near-real-time video processing application.

In this research, we therefore explore the potential of a more efficient dense classification
method based on the work of Fulkerson, Vedaldi, and Soatto (2009). The authors construct
classifiers based on histograms of local features over super-pixels then use the classifiers
for segmentation and classification of objects. They demonstrate excellent performance on
the PASCAL VOC challenge dataset for object segmentation and localization tasks. For
fruit detection, super-pixel based methods are extremely useful, because super-pixels tend
to adhere to natural boundaries between fruit and non-fruit regions of the image, leading to
precise fruit region boundaries, outperforming sparse keypoint methods in terms of per-pixel
accuracy.

In the rest of the chapter we describe our algorithm and implementation, perform a quali-
tative and quantitative analysis of experimental results, and conclude with a discussion of
possibilities for further improvement.

4.2 Methodology

Following Fulkerson et al. (2009), our methodology for localized detection of pineapple
fruit is based on SVM classification of visual word histograms. It consists of two compo-
nents, offline training of the classifier and online detection of fruit pixels using the trained
classifier. Offline training requires a set of labeled images selected from one or more training
video sequences. Here we summarize the algorithm and provide implementation details for
effective fruit segmentation.
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4.2.1 Training algorithm

Inputs: I (number of training frames), V (maximum number of visual words), D (number
of descriptors used to train clustering model), H (number of super-pixel histograms to select
per image), N (number of adjacent super pixels to include in each super-pixel’s histogram),
CRF flag (whether to include a conditional random field in the model).

1. Generate the training data by manual annotation:

(a) Select I frames manually and segment the required object of interest (pineapple)
for each frame.

(b) Divide the data into training and cross validation data.

2. Perform super-pixel based image segmentation for each frame.

3. Extract dense descriptors for each frame using the dense-SIFT algorithm.

4. Create dictionary of visual words:

(a) Randomly select D descriptors over all training images for clustering.

(b) Run k-means to obtain V clusters corresponding to visual words.

5. Extract training bag-of-visual-word histograms:

(a) Randomly select H super-pixels per image.

(b) For each super-pixel and its N nearest neighbors, construct a histogram counting
the occurrence of each dense-SIFT visual word.

(c) Normalize each histogram using L1 norm.

6. Train a RBF-based SVM on the training histograms.

7. Validate the classifier using cross validation images.

8. If conditional random field (CRF) training is desired, train a CRF model.

Fulkerson et al. (2009) CRF is trained to estimate the conditional probability of each super-
pixel’s label based on the SVM classification results and the super-pixel adjacency graph. A
unary potential encourages labeling with the SVM classifier’s output, while binary potentials
encourage labellings consistent with neighboring super-pixels. The optimization tends to
improve the consistency of the labeling over an entire image.

4.2.2 Runtime (model testing) algorithm

Inputs: test video sequence, model from training phase.

1. For each frame in the video sequence:

(a) Perform super-pixel based image segmentation.
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(a) (b)

(c) (d)

Figure 4.2: Sample processing of an image acquired in a pineapple field

(b) Extract visual word histograms for each super-pixel.

(c) Classify each super-pixel as fruit or non-fruit using the trained classifier.

(d) If CRF post-processing is desired, reclassify each super-pixel using the CRF.

(e) Compare segmentation result with ground truth.

4.2.3 Implementation details

Construction and training of the offline classifier requires training images and ground-truth
data. Ground-truth labels (fruit or non-fruit) for each pixel in each training and test image
must be prepared manually. Figure 4.2(a) shows an example of the ground-truth generated
for pineapple fruits, including the fruit crown in one test image. The red regions are fruit
pixels.

We use quick-shift for super-pixel segmentation. Quick-shift is a gradient ascent method that
clusters five-element vectors containing the (x, y) position and CIELAB color of each pixel
in the image. We manually adjusted quick-shift’s parameters (ratio=0.5, kernel size = 2, and
maximum distance=6) through preliminary experiments such that the boundaries of fruit and
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Figure 4.3: Comparison of visual word histograms of super-pixels

plants are preserved with large possible segments. These parameters are dependent on image
resolution, distance to the camera, and clutteredness of the scene. The CIELAB color space
separates luminosity from chromaticity, which normally leads to more reasonable super-pixel
boundaries than would clustering based on color spaces such as RGB that do not separate
luminosity and chromaticity components. Figure 4.2(b) shows a super-pixel segmentation
of the image from Figure 4.2(a) constructed by assigning each super-pixel’s average color to
all of the pixels in that super-pixel.

The algorithm uses dense-SIFT as the local descriptor for each pixel in a super-pixel. Dense-
SIFT is type of histogram of oriented gradient (HOG) descriptor that captures the distribution
of local gradients in a pixel’s neighborhood. We used the fast DSIFT implementation in the
VLFeat library . The method is equivalent to computing SIFT descriptors at defined locations
at a fixed scale and orientation.

We use spatial bin size of 3 × 3, which creates a descriptor spanning a 12 × 12 pixel image
region. We use a step size of 1, meaning that descriptors should be calculated for every pixel
in the image except for boundary pixels (see Figure 4.2(c)).

We use k-means to cluster the SIFT descriptors across the training set. Based on experi-
ence from preliminary experiments, we use 1 million randomly selected descriptors and a
maximum number of visual words V = 100.

A local histogram of the visual words (k-means cluster IDs) in each super-pixel is extracted
then normalized using the L1 norm. Since local histograms based on a small number of
pixels in a region with uniform coloration can be quite sparse, each histogram may be aug-
mented by including the SIFT descriptors of neighboring super-pixels. We experimented
with including 0, 1, 2, and 3 neighboring super-pixels in creating histograms. Figure 4.3
shows a comparison of the effect of adding adjacent super-pixels to two sample super-pixel
histograms in a training image. The figure shows the increase in density as adjacent neighbor-
ing super-pixels are added to the histogram. In the experimental results section, we further
discuss experiments to establish the best number of adjacent super-pixels.
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Figure 4.4: Comparison of fruit segmentation using with and without CRF

Our method uses SVMs to perform binary classification of super-pixel visual word his-
tograms as fruit or not fruit. To find the optimal parameters of the classifier, for each training
image, we randomly extracted 100 histograms with an equal number of positive and negative
examples. Each training super-pixel is labeled with the ground-truth label of the majority of
pixels in the super-pixel. We use the radial basis function (RBF) kernel for the SVM clas-
sifier, using cross validation to find the hyper-parameters c and γ. We use Fulkerson et al.
(2009)’s conditional random field (CRF) as a post-process on top of the SVM classification.
The CRF is trained over a subset of the training images.

Segmenting a new image using the trained model requires super-pixel over-segmentation,
dense-SIFT descriptor computation, visual word histogram calculation, and SVM classifi-
cation. The classifier outputs a confidence for each super-pixel; a super-pixel is classified
as a fruit region if the confidence is higher than a threshold. Figure 4.2(d) shows a confi-
dence map for the image from Figure 4.2(a). Higher intensity indicates higher confidence
in fruit classification. Finally, the SVM classification results are post-processed using the
trained CRF. Figure 4.4 shows the qualitative improvement in the segmentation after CRF
post-processing.

4.3 Experimental Results

In order to evaluate the proposed method, we performed three experiments. In the first
experiment we processed video data on young pineapple plants with the aim of segmenting
the plants from the background, and in the second experiment, we processed video data on
mature plants with the aim of segmenting fruit from the background. In the third experiment,
we compare the best classifier from Experiment II with the method of Chaivivatrakul and
colleagues. We obtained the datasets from the authors. The video sequences were acquired
from monocular video cameras mounted on a ground robot. We used dual-core machine with
2GB of memory as the host machine. Details of each experiments are given below.
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4.3.1 Experiment I: Young pineapple plants

The young pineapple data set is a 63-second video from one row of a field acquired at 25
fps. We extracted 27 images, selecting 20 for training and reserving seven for the test set.
We ensured that the plants in the training images did not overlap with the plants in the test
images. We performed ground-truth labeling of plant and non-plant regions using the VOC
tool. Figure 4.5(a) shows the labeling of a sample image.

We tested with different values for N (the number of adjacent neighboring super-pixels to
include in each histogram). A sample result of online detection, obtained with N = 2 and
CRF post-processing, is shown in Figure 4.5(b). The per-pixel accuracy data are summarized
in Figure 4.6(a).

4.3.2 Experiment II: Mature pineapple plants

The mature pineapple plant dataset contains video sequences for six rows of plants. To train
a first version of the model, we selected 50 images from the sixth row, out of which 40 were
used for training and 10 were reserved for testing. For this data set, we prepared ground-truth
labeling that includes the fruit crown as part of the fruit. For a second version of the model
that can be compared directly to that of Moonrinta et al. (2010), we used a set of 120 images
partitioned into six subsets. Each 20-image subset is extracted from the video of one row of
plants such that each image contains at least one new fruit. The training comprised of the
100 images from rows 1, 2, 4, 5, and 6, while the test data comprised the 20 images from
row 3. We selected 50 random images from the training dataset and used the same 20 images
from the third row as the test set and used the same manual labeling provided by Moonrinta
et al., in which only the fruit skin without the crown is labeled as fruit.

The per-pixel accuracy for both versions of the model and ground truth data are summarized

(a) (b)

Figure 4.5: Detection of young pineapple plants
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(a)

(b)

(c)

Figure 4.6: Per-pixel segmentation accuracy in Experiments I and II

in Figures 4.6(b) (crown not included as part of the fruit) and 4.6(c) (crown included as part
of the fruit).
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Figure 4.7: Experiment II results. Results including fruit crown as part of the fruit.

Figure 4.8: Experiment II results not including fruit crown

The accuracy data indicate that the classifier performs best with N = 2 and CRF post-
processing. We use this configuration in subsequent comparisons. Sample segmentation
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Table 4.1: Comparison of segmentation accuracy with other methods

Method Pixel Accuracy Hits Misses False
alarms

Moonrinta et
al. (2010)

84.94% 90% 10% 0.887%

Chaivivatrakul
et al. (2010)

87.79% NA NA NA

Proposed
Method

97.657% 96.67% 3.22% 0.645%

Figure 4.9: Pineapple fruit detection. Detection and precise segmentation using our imple-
mentation

results for both versions of the model with different ground truth conditions are shown in
Figure 4.7 and Figure 4.8.

4.3.3 Experiment III: Comparison with sparse keypoints

In Experiment III, we compared our results with those of Chaivivatrakul and colleagues
(texture based pineapple fruit pixel classification). We used the version of our model trained
on the same data with fruit crowns not included in the ground truth labeling of fruit. The
comparison is shown in Table 4.1.

Clearly, over-segmentation and visual word histogram classification outperforms the state
of the art method for segmentation of textured fruit. Dense-SIFT is a type of gradient ori-
entation histogram descriptor that captures the distribution of local gradients in a pixel’s
neighborhood. Clustering local gradient descriptor improves sensitivity to noise, then the
bag-of-visual-words histogram characterizes the differing distribution of gradient descrip-
tors within a superpixel. Finally, since local histograms based on a small number of pixels
in a region with uniform coloration can be quite sparse, augmenting each histogram by in-
cluding the histograms of neighboring super-pixels. Put together, these techniques enable us
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Figure 4.10: Pineapple fruit detection using Moonrinta et al.(2010)

to create a unique signature of a region for classification.

The main reason for the improvement in performance is that the super-pixel segmentation
tends to conform to the fruit-background boundary, whereas the morphological processing
following sparse keypoint classification does not. Figures 4.9 and 4.10 show a sample of the
resulting of segmentation by each method.
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CHAPTER 5

MANGO FRUIT DETECTION AND YIELD ESTIMATION

This chapter describes my work on mango fruit detection and yield estimation. I present two
new methods for automated counting of fruit in images of mango tree canopies, one using
texture-based dense segmentation and one using shape-based fruit detection, and compare
the use of these methods relative to existing techniques. It includes material from Qureshi et
al. (submitted).

5.1 Introduction

Technological innovations in the fields of image processing and machine vision have pro-
vided opportunities to automate vision tasks in applications as diverse as surveillance, med-
ical diagnostics, remote sensing, industrial quality control and precision agriculture. One
aspect of precision agriculture is estimation of crop yield at different stages of crop growth,
in order to inform logistics decisions around harvesting, packing, transport and marketing.
Crop yield estimation for fruit trees is traditionally based on manual counting of fruit on a
subset of trees. The manual process is tedious, time consuming and error prone, due to the
high variability of crop yield in such crops. Although machine vision have the potential to
improve the speed and accuracy of fruit crop yield prediction, automated counting of fruits
on trees remains challenging, given the unstructured, cluttered environment and the lack of
distinguishing features on the fruit surface, relative to, for example, a human face.

An early survey on machine vision approaches to fruit detection Jimenez, Ceres, Pons, et al.
(2000) categorized approaches as based on either local pixel features (intensity, coloration or
depth) or on shape models (circular or elliptical) to localize and find fruit regions, with the
latter approach recommended for fruit of a green color against green foliage.

Payne and Walsh (2014)’s review on the topic noted that while only about 15 papers with
key words ’fruit’ and ’machine vision’ appeared in the years between 1998 and 2004, 80
papers appeared in 2012 alone, indicative of increasing efforts in this application area of
machine vision. Gongal et al. Gongal et al. (2015) presents the most recent review on the
research carried out in fruit detection and localization. They noted that generally for fruits,
an integrated color and shape based feature classification is better than a classification using
only one type of feature. Use of supervised learning methods were reported to results better
than simple image processing techniques, but with a cost of computational complexity and
accurate training samples. LIDAR based techniques have a better localization accuracy in
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3D but are bulky, costly, and slow. They noted that occlusion, variable lighting condition
and fruit clustering are the major challenges in fruit detection and localization. In brief,
a range of technologies have been trialled, including three-dimensional imaging, thermal
imaging, multi-spectral and hyper-spectral imaging, ultrasound, LIDAR, ToF (time of flight)
imaging and simple RGB imaging. Majority opinion favors application of RGB imaging
and algorithms to match the human ability to perceive fruit within a canopy on the basis of
contours, surface texture, color and size.

Automated fruit detection on trees in a visual, infrared or multi-spectral image can be divided
into two subtasks: image segmentation and blob detection. Image segmentation is routinely
achieved in RGB or in alternate color spaces using texture identification or pixel variability
measures and contour/shape information. Blobs are detected using morphological techniques
such as regional maxima, shape, perimeter detection and circle detection. Classifiers and
learning approaches to detect regions of interest can be used at a number of stages during the
process. The classifiers may involve simple image processing based segmentation criteria
or more complex approaches involving machine learning methods such as neural networks.
Classifiers may incorporate features characterizing color, shape, or texture of fruit or plants.

For example, Schillaci, Pennisi, Franco, and Longo (2012b), Roy, Banerjee, Roy, and Mukhopad-
hyay (2011), Sengupta and Lee (2014), Diago et al. (2012b), Hung, Nieto, Taylor, Under-
wood, and Sukkarieh (2013) and Kurtulmus, Lee, and Vardar (2014) used shape and color
features to identify fruit pixels in images of tomato, pomegranate, citrus, grape, green al-
mond and peach fruits on plants, respectively, while while Chaivivatrakul, Moonrinta, and
Dailey (2010); Chaivivatrakul and Dailey (2014) and Moonrinta, Chaivivatrakul, Dailey,
and Ekpanyapong (2010b) used texture-based features to identify fruit regions in images of
pineapple plants.

Humans perceive mango fruit within a tree canopy on the basis of color, texture and contours.
However, color of fruit and canopy varies; for example, fruit may be green or partly blushed
(red), while leaves may vary from reddish to yellowish to green. (Payne, Walsh, Subedi,
& Jarvis, 2013) attempted to develop a machine vision and image processing approach for
estimation of mango fruit load using a pixel classification based approach, reporting some
success in identification of relatively mature, well colored mango fruit in images of trees
acquired under natural lighting. However, real-world crop load estimation of mango fruit
requires counting of fruit at the stone hardening stage, when they are green in color. (Payne,
Walsh, Subedi, & Jarvis, 2014) reported on a modification of the algorithm to reduce weight-
ing of color features (using the YCbCr color space) and increase use of texture filtering (3×3
variance filtering, border limited mean filtering and Hessian filtering) then demonstrated the
feasibility of the method on images of trees acquired at night under artificial lighting. Night
imaging reduced false positive (FP) fruit detections associated with background objects and
improved the uniformity of the illumination conditions. Approximately 78% of the visible
fruit were detected, with a false positive rate of 10.2% and a R2 value for the correlation
between machine vision counts and human counts of 0.63 for a set of mango trees. Errors
were caused by occlusion of fruit by leaves and by variable coloring of the fruit.

Several other approaches hold promise for fruit detection and crop yield estimation. Nuske,
Achar, Bates, Narasimhan, and Singh (2011) used machine vision techniques to detect green
grapes and estimate crop yield using linear regression. The technique is mainly based on a
radial symmetric transform and a feature classifier incorporating RGB and texture cues to lo-
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cate candidate fruit regions. To eliminate false positive candidates and missed detections due
to occlusions, the authors exploited the fact that grapes naturally occur in clusters. In more
recent work Stephen et al. (2014) found that for green grapes, SIFT descriptors outperform
Gabor jets and FREAK (fast retina keypoint) descriptors. The authors also reported that con-
trolled illumination under night-time conditions results in better detection than in daylight.
The teams fruit classification technique relies on keypoint detection by either a radial sym-
metric transform or detection of maximal points of reflection in the centers of grapes from
a controlled flash illumination. Maximal point of reflection detection may not work well for
fruit surfaces that are less reflective, such as mangoes, while the radial symmetric transform
is best used for fruits having fairly round contours. Neither condition is the case for mango
canopies. Raphael, Oded, and Amos (2012) reported on a contour identification approach for
the detection of green apple fruit on tree. In this approach, seed areas, i.e., pixels with very
high probability of belonging to apples, were identified and expanded, followed by a search
for arc edges likely to be fruit boundaries. The method uses a color and smoothness based
pixel classification method as the initial step of the detection procedure. In another approach,
Qureshi et al. (2014) and Chaivivatrakul and Dailey (2014) noted the limitations of color and
shape cues for recognition of green fruit on trees and plants. Qureshi et al. (2014) presented
a texture-based dense fruit segmentation method for pineapples that uses super-pixel over-
segmentation, dense SIFT (Scale Invariant Feature Transform) descriptors that characterize
the local gradient field of an image around a keypoint and a bag-of-visual-word histogram
classifier within each super-pixel. Chaivivatrakul et al. (2014) analyzed the performance of
different combinations of sparse interest point features and texture descriptors for detecting
pineapple and bitter melon in single images.

A flaw inherent in many of the published studies of machine vision detection of fruit is the
failure of the studies to test the robustness of the suggested procedure to variation in imag-
ing conditions and variation in canopy and fruit characteristics (e.g. color and structure).
Further, it is difficult to compare the range of published methods, given the use of differ-
ent populations and imaging conditions. Indeed, both Payne and Walsh (2014) and Kapach,
Barnea, Mairon, Edan, and Ben-Shahar (2012) have noted that there is no common bench-
mark dataset for fruits that can be used to compare, evaluate and measure the performance of
different algorithms. To address these issues, in the current study we report on a collabora-
tion involving assessment of several methods on the same image sets (of mango fruit on tree
with variation in imaging condition, distance, average fruit on the tree, orchard, and season),
and we make these sets available to other researchers on request.

Thus for segmentation of mango fruit in images of tree canopies, three categories of clas-
sification techniques hold promise: color and image filtering, shape detection, and texture
classification. In the current study we report on detection of mango fruit on canopy based on
(i) a dense texture-based segmentation algorithm extended from that introduced by Qureshi
et al. (2014); (ii) an elliptical shape-based model, being a modification of the apple detection
method reported in Linker et al. (2012) and (iii) an extension of the work of Payne et al.
(2014; 2013), reporting comparison of methods in terms of their accuracy in detection and
estimation of fruit loads in common sets of fruit-tree. To our knowledge, this is the first
work that compares the performance and robustness of different methods on a wide variety
of mango fruit image sets.
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5.2 Methodology

5.2.1 Image collection

The mango image sets used in this research extend those of Payne et al. (2014), with the same
procedures used in image collection. In brief, images were collected of mango (Mangifera
indica) tree canopies using a Canon 50D SLR camera with a 28-135 mm IS zoom lens,
mounted on the side of a utility vehicle. The camera was located in the center of a frame
which also carried an array of spotlights (each 6×3W LED, SCA P/L). Only four spotlights
were used in 2011, but an additional four spotlights were mounted during image collection in
2012. Images were stored in Canon RAW format in RGB color at a resolution of 4752×3168
pixels. The vehicle was driven between plantation rows at distances from the tree trunk of
between 2 and 4 meters, with a consistent distance maintained for each image set. Images
were acquired after sunset, at a minus 2 f-stop (except when indicated otherwise). Fruit were
imaged at stone hardening stage (approximately 6 weeks prior to harvest) in all sets.

5.2.2 Image sets

The image sets are summarised in Table 5.1. Sets 0 to 3 were used by Payne et al. (2014).
Method optimization was based on images in the calibration set only, without recourse to the
validation sets. The validation sets varied in the night of image acquisition, the trees used,
the orchard, the number of floodlights in the illumination rig and the distance from camera
to the tree trunk. Table 5.1 shows characteristics of calibration and validation image sets,
in terms of the seasons (year) and night of image collection, the orchard in which imaged
trees were located, the number of trees imaged, the total number of (manually counted)
fruits in the image set, the mean number of fruits per image, the distance from camera to
tree, the proportion of tree canopy imaged, the number of lamps used in canopy illumination
and the camera exposure (f-stop) setting. Calibration Set and Validation Set 0 images were
acquired on the same night, under the same conditions. Validation Set 1 images were of
the same trees as the Calibration Set and Validation Set 0, but acquired on a different night.
Validation Set 2 images were of other trees in the same orchard acquired on the same night
as the Calibration Set and Validation Set 0. Validation Set 3 images were collected in another
season and another orchard. The trees in these images were larger than those in the previous
orchard, such that images did not capture the entire tree. Validation Set 3A images are of
the same trees as Validation Set 3, but the camera was located farther from the tree, allowing
the full tree canopy to be imaged (but reducing the pixel resolution of the fruit regions).
Validation Set 3B images are also of the same trees as Validation set 3, but eight lights were
used rather than four. Validation Set 4 images were acquired of trees from a different orchard
and a different season than the previous sets, using the eight-lamp illumination system and a
different camera aperture. These trees were re-imaged at a greater camera-trunk distance to
ensure the whole canopy was captured, as Validation Set 4A.
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5.2.3 Manual fruit counts

The total number of fruit in each image was manually counted using the Photoshop (Adobe
P/L) count feature, as described by Payne et al. (2014). Every fruit in each image was
counted, whether in the foreground or background and regardless of tree origin (where ad-
jacent canopies intermeshed). In most cases, each image captured only a single tree. Some
larger trees had canopies intermeshed with adjacent trees; in these cases, all visible fruit
were counted regardless of which tree they were on. A comparison of manual counts for
Calibration Set by two teams (authors and another team) was conducted. The root mean
square error (RMSE) for this particular set was 3.3 fruits per image varying from −6 to +5
fruits over all images. Manual image-based counts differ for different people and depend on
the coloration and illumination of the fruit. Overall, the observed differences were smaller
than those reported by Linker at al. (Raphael et al., 2012) for apple detection in daylight
conditions. These more consistent results can be explained by better illumination condi-
tions at nighttime. Uncertainty in manual count typically occurred around dimly lit fruit on
the canopy margin and background and around highly occluded fruit (see Figure 5.1). Fig-
ure 5.1 show machine vision identification of fruit on images using Method A (left panels)
and Method C (right panels), for two images (top and bottom panels, respectively). Number
of false positives is 1, 0, 6 and 4 in images a, b, c and d, respectively. For Method A, fruit
blobs are delimited and displayed as an overlay on the image. For Method C, only areas
identified as fruit are displayed.

(a) (b)

(c) (d)

Figure 5.1: Machine vision identification of fruit using Method A and C
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5.2.4 Image analysis approaches

Four methods for estimation of the number of fruit in an image were compared. The methods
varied as follows:

A. Image segmentation based on color and smoothness filtering followed by blob labeling
using morphological image processing techniques (Payne et al., 2014);

B. K-nearest neighbour (KNN) pixel classification based on color and smoothness fol-
lowed by contour segmentation and detection using an elliptical shape model (an ex-
tended version of (Raphael et al., 2012); see Section 5.2.4 for details);

C. Pixel classification based on super-pixel over-segmentation, clustering of dense SIFT
features into visual words and bag-of-visual-word super-pixel classification using SVMs
(support vector machine), as described by Qureshi et al. (2014), extended to fruit de-
tection using color filtering and morphological image processing techniques.

D. A combination of the dense segmentation method described by Qureshi et al. (2014)
with approach A.

Table 5.2 shows the comparison of fruit detection and counting methods based on fruits
for which the method was originally proposed, type of modification and extension made in
present study, type of image segmentation method, type of blob detection method, type of
fruit counting method, and size of image used.

Approach B and Approach C are the two new proposed methods for automated fruit detection
in images of mango tree canopies, approach A is the baseline method, and Method D is a
combination of dense segmentation and approach A.

Approach A

Method A was described by Payne et al. (2014). The method involves a set of filters applied
to the image to segment fruit and non-fruit regions. Filter thresholds were manually adjusted
to optimize segmentation of Calibration Set images. A variance filter removed pixels with
high variance, i.e., parts of the image with many edges (usually leaves or stems). A (border
limited) local intensity mean filter with size 125×150 (consistent with the image resolution)
excluded areas with a mean gray scale value higher than that of fruit pixels. A Hessian
filter also removed high-texture regions and was useful for identifying fruit stem areas. One
color filter was used to remove pixels with coloration similar to tree trunks while a further
two color filters removed other extraneous regions. Trunks and thick branches had a gray-
pink color similar to that of the fruits, such that the color filter was not highly effective. To
address this type of false positive classification error, only remaining regions with an area
greater than 1200 pixels were counted.
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Approach B

Method B is a modification of the method described by Raphael et al. (2012). Since mango
contours are better described by elliptical shapes than by the circular shapes, the method
was extended with heuristic modeling of mango fruit boundaries as ellipses. This method
involves (a) pixel classification based on color and smoothness; (b) detection of connected
pixels as blobs and extension of blobs to neighboring pixels with similar properties; (c)
segmentation of the contours of the blobs into arcs, (d) grouping of arcs into elliptical ob-
jects and comparison with a reference object. Pixel R, G and B values and smoothness
(S) were used as inputs to the pixel classifier. S is defined as the intensity variance in the
local neighborhood (square region of size Rs × Rs) of the pixel of interest, where value
S = 0 corresponds to perfect smoothness. The classifier was trained on the 20 images in the
previously-described Calibration Set using manually created ground truth segmentation into
fruit and non-fruit pixels. An objective function ∆T expressing the mismatch between the
aspect ratio of the inferred ellipse and the aspect ratio given by the observed elliptical arc
was extended from that given in Section 4.4.3 of (Raphael et al., 2012):

∆T =

(∆R/δR50

)2
+
(

∆V/δV50

)2
+
(

∆A/δA50

)2
+

(
n∑

i=1

(θ2i − θ1i)∆ri/δr50Pv

)2

+

(
n∑

i=1

(θ2i − θ1i)∆ai/δa50Pv

)2


1
2

,

where ∆R is the difference between the radii of the expected and actual ellipse. ∆V is the
difference between the length of the detected contour and the aspected contour of a fully
visible mango. θ2i − θ1i is the angle of the ith arc, and Pv denotes the detected length of
the segment by the ith arc. ∆ri and ∆ai are the radial and angular deviation of the ith
arc respectively.

(
∆A/δA50

)2 is the additional term where ∆A is the difference between the
expected and actual object aspect ratio (∆A = Aobject − Amodel) and δA50, δR50, δV50, δr50, & δa50

are the normalization parameters for which the model distance reaches 1. Further explanation
of the parameters are mentioned in (Raphael et al., 2012).

The similar coloration of trunk and fruit caused false positives whenever the color blobs were
large enough to have some coincidental elliptical arc contours. In order to minimize such
false positives, trunk areas were labeled in eight images of the Calibration Set and a color
classifier was built (as described in Section 4.1.2 of (Raphael et al., 2012)) to detect pixels
with color similar to that of the trunk pixels. At test time, an index σ was calculated as

σ =
1

n

n∑
i=1

[P (Ii | fruit)− P (Ii | trunk)]

for each blob of candidate mango pixels detected by the pixel color classifier, where n is the
number of pixels in the blob, P (Ii | fruit) is the probability of blob pixel i under the fruit
color histogram, and P (Ii | trunk) is the probability of blob pixel i under the trunk color
histogram. A blob is rejected if σ is negative, which implies that the average likelihood that
it is a fruit region is less than the average likelihood that it is a trunk region.

All parameters were as in (Raphael et al., 2012) except those listed in Table 5.3. The differ-
ences in the parameters were required due to: (a) the large range of fruit sizes (fruits were
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Table 5.3: Parameters used in Method B

Parameter Value units

Aobject 1.3 -

δA50 0.6 -

Dmin 60 Pixels

Dmax 250 Pixels

Lint 40 Pixels

Rmin 20 Pixels

Rmax 250 Pixels

δa50 1.9 Radians

δv50 0.8 Radians

δr50 0.4 Pixels

Rm 75 Pixels

Ωmax 0.3 -

τ 0 -
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visible on both tree sides, with far fruits appearing much smaller than near fruits); (b) the
shape of a mango fruit was better fit by an ellipse than by a circle (as used for apples) so δr50

could be set to a much smaller value; (c) many fruit clusters and direct light caused blurred
contours so δA50 was set to a much larger value.

Approach C

Method C was a new method proposed for mango fruit detection As shown in Fig 5.2, it
involves two main steps, i.e., dense segmentation and fruit detection. The first step is sim-
ilar to the method described by Qureshi et al. (2014), which segments likely non-fruit re-
gions from fruit regions using a dense pixel segmentation method. The method performs
over-segmentation into super-pixels, extracts SIFT descriptors for the pixels in a super-pixel,
maps SIFT descriptors to clusters, constructs a bag-of-visual-words histogram for the clus-
ters appearing in the super-pixel, and then classifies the histogram as fruit or non-fruit using a
support vector machine (SVM). The pixel classification requires off-line training of the clas-
sifier prior to runtime execution of the classifier model. The training step requires training
images from the Calibration Set along with ground truth data. Ground truth labeling (fruit or
non-fruit) for each image pixel of Calibration Set was performed manually. The second step
applied a series of color and intensity filters similar to those applied by Payne et al. (2014).

Due to the computational complexity of the super-pixel segmentation and dense SIFT de-
scriptor calculation steps, all images were down-sampled to a resolution of 720× 480 pixels
before processing. As the method involves dense segmentation of each pixel in the image,
and the area (in pixels) covered by each fruit in the image is large, down-sampling does not
affect the accuracy of fruit detection In training, parameters such as quick-shift variables,
dense-SIFT bin size, the size of the dictionary for the k-means clustering of SIFT descrip-
tors, and the scale at which to compute SIFT features were the same as reported by Qureshi
et al. (2014). However, instead of using the three nearest neighbour super-pixels as described
by Qureshi et al. (2014), a single nearest neighbor was used for constructing super-pixel his-
tograms, based on experience from preliminary experiments, taking into consideration the
size of the fruit in the Calibration Set images. We chose to use the conditional random field
(CRF) model for merging fruit super-pixels and eliminating false positive fruit super pixels,
(Qureshi et al., 2014).

At runtime, segmenting a new image using the trained model requires super-pixel over-
segmentation, dense SIFT descriptor computation, visual word histogram calculation, SVM
classification and trained CRF post-processing. The classifier outputs a confidence for each
super-pixel; a super-pixel is classified as a fruit region if the confidence is higher than a
threshold. The threshold, determined by the SVM training algorithm, is that which best
separates the fruit super-pixels from the non-fruit super-pixels in its training set.

After pixel classification but before final labeling of fruit blobs, in order to remove additional
false detections, color filtering and thresholding were performed based on the blue plane and
the Cb plane. The blue plane filter and thresholding discards pixels with value less than 20%
of the maximum plane value, helping remove false detection of dark green leaves. The Cb
plane filter and thresholding helped to remove false detections on the brown trunk and stems.
The mask obtained through filtering and thresholding was applied to the segmented image
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Figure 5.2: A general flow-chart followed in Method C
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to remove likely non-fruit regions. To segregate the boundaries of the blobs, we applied
range filtering. In the range filtering procedure, each output pixel was replaced by the range
value (i.e. the difference between the maximum value and minimum value) of the 3×3 local
neighborhood of the pixels in the input image. Labeling was performed on the output image
after range filtering, and blobs less than 25 pixels in area were discarded.

Approach D

In Method D, dense segmentation (method C) was run in sequence with method A. Images
were resized to a resolution of 720 × 480 pixels and then filtered using method C to obtain
fruit/non-fruit masks. The masks were resized back to the original 4752 × 3168 resolution,
and then the full-size masks were applied to the original high-resolution images. The masked
images were then processed using Approach A.

Summary

In summary, pixel classification of probable fruit regions was achieved in Method A using
image filters and thresholding, while Method B employed color and smoothness classifica-
tion and Method C performed texture based classification using machine learning techniques.
Method B used a heuristic shape based model to detect fruit regions, while Methods A and C
used connected component labeling to detect fruit regions after segmentation. Table 5.2 gives
a comparison of fruit detection and counting methods based on fruits for which the method
was originally proposed, type of modification and extention made in the present study, type
of image segmentation method, type of blob detection method, type of fruit counting method,
and size of image used.

5.2.5 Validation

A machine vision fruit count was undertaken for validation populations using models devel-
oped on the Calibration Set, with no further adjustment of model parameters. The perfor-
mance of the machine counts relative to the manual counts was indexed in terms of discrim-
inant analysis parameters of sensitivity, false error rate and the F1 statistic (the harmonic
mean of precision and sensitivity) ((Powers, 2011; Oliveri & Downey, 2013)). Denoting the
number of true positive detections as TP, the number of false positive detections as FP and
the number of false negative detections as FN, sensitivity is defined as S=TP/(TP+FN), the
false error rate is FER=FP/(TP+FP), and the precision is P=TP/(TP+FP)=1-FER. S, FER and
F1 statistic were estimated using a subset of images (the first 20) from the larger Validation
Sets 0, 2, 3, 3A and 3B. For the smaller Calibration Set and Validation Sets 1, 4 and 4A, all
images were used. Besides S, FER, and F1, the coefficient of determination (R2), slope and
RMSE (root mean square error) of a linear regression model predicting the human vision
count from the machine vision count was calculated. The linear regression model was based
on a regression of manual count to machine count. Ideally, even when not all fruits can be
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detected by a machine vision algorithm, there should be a linear relationship between the
machine vision count and the human count, and the prediction error (residual) should not
vary with the number of fruits in an image. The ratio between the machine count and the
manual fruit count in image ((TP+FP)/ (TP+FN)) across all images in a given set (termed
“% fruit predicted”) was also calculated.

The causes of false positive or false negative fruit detections were examined for a subset
of 10 images from Validation Sets 1 and 3B. The images were selected for their high error
rates. Validation Set 1 was chosen because it contains images of trees from the same orchard
as the Calibration Set whereas Validation Set 3B represented maximally different conditions
(different orchard, camera distance, and lighting). False positive errors were categorized as
related to (a) a white sign in the image; (b) red-purple colored old leaves; (c) reddish young
foliage; (d) trunk; or (e) the recognition of one fruit as two fruit (e.g., when crossed by a
leaf or a stem). False negative errors were categorized as related to (a) bunch occlusion; (b)
insufficient illumination of the fruit; or (c) very small area of fruit visible (either small or
well occluded fruit).

5.3 Results

5.3.1 Method performance on Calibration and Validation Sets

On the Calibration Set, Methods B and C achieved the highest F1 score. Method B achieved
the lowest false error rate, but also the lowest sensitivity, while Method C achieved the
highest sensitivity. Method D achieved the highest R2 and lowest RMSE (see Table 5.4,
Figure 5.3). Figure 5.3 shows manual vs. machine fruit counts for Calibration Set using
Approach A, Approach B, Approach C, and Approach D. Each point represents the result of
the method applied to a single image. Lines show least squares linear regression model for
each method. An ideal prediction model would fall on the diagonal from the origin, shown
as a dotted line. Table 5.4 shows calibration and validation statistics for the four methods
tested. Results are presented for the count of fruits in each set. Sensitivity (TP/(TP+FN)),
false error rate (FP/(TP+FP)), F1 (harmonic mean of sensitivity and precision), R2, slope,
RMSE, and % of fruit predicted (TP+FP)/(TP+FN). Precision is 1-FP/(TP+FP). R2, slope,
RMSE are estimated from a linear regression model. Sensitivity of manual to machine fruit
count and false error rate is calculated over the whole set of images for the Calibration Set
and Validation Sets 1, 4 and 4A, while over a subset of images (20 images) for Validation
Sets 0, 2, 3, 3A and 3B. For each set and statistic, the best value is shown in bold.

Method A performed most poorly on the calibration set. However, as the methods were
optimized for the Calibration Set, over-fitting is a strong possibility, and the true test of a
model is its ability to generalize to independent data sets.

In estimation of fruit number for images collected under the same conditions as the calibra-
tion images (Validation Sets 0, 1 and 2), estimated fruit numbers were within 16% of actual
fruit numbers and the F1 score was above 0.68 for Method B and C (see Table 5.4). Re-
sults were poorer when models were used in estimation of fruit numbers of trees of different
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(a) (b)

(c) (d)

Figure 5.3: Manual vs. machine fruit counts for Calibration Set
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canopy shape and when different imaging conditions were used. Over the eight validation
sets (see Table 5.4), the highest sensitivity and F1 score were achieved using Method C in
six cases, Method A in one case and Method B in one case. The lowest false error rate was
achieved with Method D in five cases, Method B in two cases and Method C in one case.
The highest R2 was achieved with Method B in four cases, Method C in three cases and
Method D in two cases, while the lowest RMSE and highest % Predicted fruit were achieved
with Method B in five cases, Method C in two cases and Method D in one case. The slope
closest to 1 was achieved by Methods C and D in three cases and by Methods A and B in one
case each. Overall, Method B outperformed the other methods in terms of R2, RMSE and %
Fruit detected. Method C outperformed the other methods in terms of sensitivity, F1 score
and slope. Thus Methods B and C were less affected than Method A by changes in imaging
conditions (light, distance from the tree, size of the fruit). The combinational approach used
in Method D resulted in a harsh selector, delivering the lowest false detection rate but also
the lowest sensitivity. Overall, Method A underperformed relative to the other methods. The
performance of each approach is discussed later in the section 5.4.

5.3.2 Influence of imaging conditions

The validation sets were designed to represent a variety of differences in imaging conditions
relative to the Calibration Set. The different validation sets contained images acquired of
the same trees on different nights, different trees in the same orchard, different orchards,
different lighting conditions and so on. Model performance was reasonably consistent across
the validation sets that imaged the Calibration Set orchard (Orchard 1 in 5.1). All of the
images taken in Orchard 1 were of trees at the same growth stage with the same lighting and
imaging conditions.

Imaging conditions were changed (with use of eight rather than four floodlights and change
in f-stop) for Validation Sets 3B and 4A. Across all methods, the lowest sensitivity and
% Predicted fruit were associated with these sets, and the lowest R2 was associated with
Validation Set 4.

Validation Set 3 was acquired with a camera to trunk distance of 2 m, whereas Validation
Set 3A was acquired of the same trees, but using a distance of 4 m. This change in imaging
condition altered the apparent size of the fruit, so the“shape analysis” stage of the methods
performed poorly. Predicted fruit counts in Validation Set 3A were more accurate than for
Validation Set 3 in terms of R2.

Fruit number in Set 3B was predicted (in terms of sensitivity and F value) poorly relative to
Sets 3 and 3A. The use of more lighting for Set 3B improved the visibility to the human eye
of smaller green fruit, resulting in higher manual counts, but these fruit were not consistently
detected by the machine vision, due to the similarity of their visual appearance to young
leaves.

Finally, the use of a different camera aperture in Validation Set 4 negatively affected the
performance of all models. These results are indicative of method sensitivity to change in
image lighting conditions. However, other factors complicate this generalization. The fruit
in Set 4 were more blushed (had more red coloration) and were larger than those in the
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Table 5.5: Occurance of features associated with False detection

False Negative (%) False Positive (%)
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A

Validation 1

14 10 7 1 1 3 0 1
B 24 5 5 0 0 1 2 1
C 10 11 7 0 0 1 0 2
D 17 12 9 0 0 0 0 1
A

Validation 3B

38 11 31 0 0 0 2 0
B 29 7 20 0 0 1 1 0
C 25 11 22 0 0 0 2 0
D 39 11 33 0 0 0 0 0

Calibration Set. It would thus be worthwhile to experiment with additional images of the
larger, more blushed fruit under the same conditions used for the Calibration Set. However,
to conclude it requires further replicated field study and practical tests.

5.3.3 Source of false errors

False negative errors (misses) occurred at a much higher rate than false positive errors, and
were associated with three causes, as shown in Table 5.5: i) occlusion of fruit in bunches,
ii) poor illumination and iii) small fruit. These errors were higher in Validation Set 3B than
Validation Set 1. Data are from a manual evaluation of the 10 images with highest false error
rates according to Method C when run on Validation Sets 1 and 3B. Values are presented as
percentages of the ground truth number of fruit per set.

False positive errors were associated with five causes, also shown in Table 5.5: i) white signs
labeling the tree number, ii) purplish old leaves, iii) fresh green leaves, iv) the trunk and v)
broken detection regions for a single fruit. The error rate varied according to method and
image set. For example, Method A had no tree trunk errors at all on Validation Set 1, but it
had a 2% tree trunk error rate in Validation Set 3B. Across all methods, the identification of
two fruit blobs from one actual fruit, due to division of the fruit image by a foreign object
(e.g. leaf) was the most problematic error for Set 1, while identification of tree trunk areas
as fruit was the most problematic error for Validation Set 3B.
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5.4 Discussion

Fruit count using machine vision can be used in several ways in orchard management. At
a gross level, it can be used to estimate fruit load per orchard block, informing harvest re-
sourcing (number of bins, pickers etc.). At a finer level, the technology could be used to
inform management decisions at an individual tree level, e.g., to create a record of tree fruit
load across years. The use of machine vision counts rather than human counts for orchard
crop load estimation represents a compromise between an increased error in the estimate of
fruit number per image (tree) with use of machine vision and the improvement in estimation
afforded by count of all trees (possible with machine count) compared to count of a repre-
sentative number of trees as is done in current orchard practice. Uncertainty associated with
the measurement of the mean number of fruit per orchard should decrease proportionally
to the square root of sample number (in this case, the number of trees counted). Thus an
increase from crop load estimation of 5% of trees in the orchard (current manual process) to
100% (with machine vision) should result in a decrease in measurement error by a factor of
approximately four.

However, the use of machine vision for estimation of individual tree crop load requires a
lower estimation error than that required for overall orchard crop load estimation. Measure-
ment error can be described in terms of precision and accuracy. The R2 value represents
an index of precision, with values between 0.55 and 0.88 achieved across the six valida-
tion sets using Method B. However, the RMSE of the reference method (manual count)
was 3.3 fruit per image. RMSE (bias corrected) and R2 are related by the relationship
R2 = 1(RMSE/SD)2, thus if a measurement error of 3.3 (assuming no bias) was associ-
ated with Validation Set 1 (SD = 11.1), the theoretically maximum possible R2 for detection
is 0.91. Given this level of reference method error, the R2 of 0.85 achieved with Method B
is suggested as a reasonable result.

Method C was run with images at a lower resolution than used for the other methods (720×
480 vs. 4752 × 3168), and the method would likely perform better if higher resolution
images were used because more number of pixels (especially for occluded mangoes) have
a higher chance of detecting fruits that are partially visible due to occlusion. The current
constraints are the computational time required for ‘quick-shift’ and ‘dense SIFT’. Faster
super-pixel segmentation may be possible without affecting performance through the use of
SLIC (Simple Linear Iterative Clustering) by Achanta et al. (2012), and the use of fast dense
texture features such as DAISY dense features (Tola, Lepetit, and Fua (2010)) would also
improve performance. Also, the dimensionality of the texture descriptors could be reduced
using techniques such as principal component analysis.

Methods B (our proposed method based on Linker et al., 2012) and C (our proposed method
based on Qureshi et al., 2014) are recommended for estimation of fruit count of images of
mango tree canopies. When the Calibration Set was representative of the images that are
processed (Validation Sets 0, 1 and 2), Methods B gave count estimates of 101%, 93% and
89%, respectively, of the visual count, while Method C gave count estimates of 98%, 90.3%
and 83.7%, respectively of the visual count (Table 5.4).

For fruit-background segmentation, K-nearest neighbor pixel classification based on color
and smoothness (following Method B), or pixel classification based on super-pixel over-
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segmentation, clustering of dense SIFT (Scale Invariant Feature Transform) features into vi-
sual words and bag-of-visual-word super-pixel classification using Support Vector Machines
(following Method C) are more effective than simple contrast and color based segmentation.
Additional pixel classification for tree trunk and stem regions, as well as heuristic shape anal-
ysis to identify elliptical fruit regions, as used in Method B, are also useful, but blob detection
using color filtering and morphological image processing techniques as used in Methods A
and C are also effective if the pixel classification is accurate. Model sensitivity to imag-
ing conditions is recognized, with imaging at night under artificial but constant illumination
conditions recommended over daytime imaging, with maintenance of constant illumination
conditions, i.e., lamp number and orientation, camera settings, and distance from camera to
tree (to maintain apparent size of fruit).
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CHAPTER 6

PARAMETRIC SHAPE MODELING FROM RGB-D SEQUENCES

This chapter describes my work on parametric shape modeling of objects from RGB-D se-
quences. I investigate the use of RGB-D based modeling of natural objects using RGB-D
sensors and a combination of volumetric 3D reconstruction and parametric shape modeling.
I describe two novel methods for robust estimation of a parametric shape model from the
dense point cloud: (i) MSAC-based robust fitting of an ellipsoid to the 3D-point cloud, and
(ii) nonlinear least squares minimization of dense SIFT (scale invariant feature transform)
descriptor distances between object pixels in corresponding frames. It includes material
from Y. Nakaguro et al.(2015)

6.1 Introduction

Vision-based simultaneous localization and mapping (SLAM) has come to the point of ma-
turity in coping with large-scale environments, gradually imposing fewer assumptions on
sensors. The PTAM algorithm (G. Klein & Murray, 2007) performs motion estimation
and mapping in parallel based on efficient bundle adjustment (BA) of sparse point features.
Along the same lines, SVO-SLAM (Forster, Pizzoli, & Scaramuzza, 2014) applies sparse
point-based direct alignment (Kerl, Sturm, & Cremers, 2013b; Engel, Sturm, & Cremers,
2013) to localize micro aerial vehicles (MAVs) flying in outdoor environments. In con-
temporary work, LSD-SLAM (Engel, Schöps, & Cremers, 2014) applies semi-dense direct
alignment to monocular camera sequences and has been successfully used to map large-scale
outdoor environments containing challenging scale changes. While the work mentioned
above builds accurate maps represented as sparse 3D point clouds, for near-range scene map-
ping, we can obtain more dense representations of the environment using modern portable
and inexpensive RGB-D sensors such as the Microsoft Kinect. The seminal KinectFusion
algorithm (Newcombe et al., 2011) demonstrated real-time dense mapping of indoor scenes
with weighted signed distance functions assigned to fixed voxel grids. However, its critical
reliance on GPU hardware and heavy memory demands due to a non-adaptive voxel grid
representation pushed the development of more optimized solutions. The TUM Computer
Vision Group released a series of RGB-D methods that cover direct motion estimation (Kerl
et al., 2013b; Kerl, Sturm, & Cremers, 2013a), benchmarking (Sturm, Engelhard, Endres,
Burgard, & Cremers, 2012), and large-scale surface reconstruction using a memory-efficient
octree data structure (Steinbruecker, Kerl, Sturm, & Cremers, 2013). More recently, an even
more carefully optimized version of the octree-based surface reconstruction algorithm was
introduced as FastFusion, which requires only a single CPU (Steinbruecker, Sturm, & Cre-
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mers, 2014).

The availability of low-cost RGB-D sensors and the maturity of machine vision algorithms
for motion estimation and large-scale surface reconstruction have provided opportunities to
automate monitoring and inspection tasks in applications as diverse as surveillance, medical
diagnostics, remote sensing, industrial quality control, and precision agriculture. Automation
in agricultural monitoring and inspection can help farmers to increase their efficiency and
productivity as well as optimize crop yield. Crops bearing fruit, such as pineapples, mangoes,
apples, oranges, and guavas have attracted researchers’ attention due to the high demand for
and value of the crops. Fruit crops require monitoring at regular intervals across different
stages of growth to acquire information regarding pest infestation, fruit health, and predicted
yield. One aspect of fruit health monitoring for such crops is to estimate the size and volume
of individual fruits in the pre-harvest stage.

An autonomous fruit crop inspection system incorporating one or more mobile camera sen-
sors and a host processor able to analyze the video sequences in detail could help farmers to
monitor fruit health and growth trajectories over time and predict crop yield. The first step
is to retrieve images containing fruits through an RGB-D sensor. Then we must segment the
fruit regions from the background and track the fruit regions over time. The segmented fruit
regions can then be used to generate volumetric 3D models to estimate the size and volume
of the fruit.

In this chapter, we perform a case study on the application of 3D dense volumetric re-
construction and shape modeling to pineapple fruit. Pineapple is a high-value crop that
is grown by many farmers and on a large scale in Thailand. Chaivivatrakul and colleagues
(Chaivivatrakul et al., 2010; Moonrinta et al., 2010b) describe a method for 3D reconstruc-
tion of pineapple fruits based on sparse keypoint classification, fruit region tracking, and
structure from motion techniques. The method finds sparse Harris keypoints, calculates
SURF descriptors for the keypoints, and uses a SVM classifier trained offline on hand-labeled
data to classify the local descriptors. Morphological closing is used to segment the fruit us-
ing the classified features. Fruit regions are tracked from frame to frame. Frame-to-frame
keypoint matches within putative fruit regions are filtered using the nearest neighbor ratio,
symmetry test, and epipolar geometry constraints, then the surviving matches are used to
obtain a 3D point cloud for the fruit region. An ellipsoid model is fitted to the point cloud to
estimate the size and orientation of each fruit. The main limitation of the method is the use of
sparse features with SURF descriptors to segment fruit regions. Filling in the gaps between
sparse features using morphological operations is efficient but leads to imprecise delineation
of the fruit region boundaries. To some extent, robust 3D reconstruction methods can clean
up these imprecise boundaries, but the entire processing stream would be better served by
an efficient but accurate classification of every pixel in the image, and then a dense 3D re-
construction using the classified fruit pixels. Qureshi et al. (Qureshi et al., 2014) present
a texture-based dense fruit segmentation method for pineapples that uses super-pixel over-
segmentation, dense SIFT (scale invariant feature transform) descriptors that characterize
the local gradient field of an image around a keypoint, and a bag-of-visual-word histogram
classifier within each super-pixel. This enables classification of every pixel in the image as a
member of a fruit or non-fruit region.

In this study, we present a new method for volumetric reconstruction and shape modeling of
quadric objects, with the ellipsoidal shape of a pineapple as a special case in cluttered outdoor
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environments typical of agricultural fields using an RGB-D sensor. We first estimate the
camera trajectory, then we perform volumetric reconstruction of the scene. We segment out
the point cloud that belongs to the fruit regions. We then use two novel methods to estimate a
parametric shape model for the dense point cloud. We compare our shape modeling methods
with direct fitting of an ellipsoid to the segmented point cloud. We find that our methods
are better able to estimate the size, shape, and volume of pineapple fruit than is then is the
baseline direct method (Li & Griffiths, 2004).

6.2 Methodology

In order to obtain volumetric 3D models of objects in a scene captured by an RGB-D camera,
we execute four consecutive processes: (i) camera motion estimation, (ii) 3D reconstruction
given the estimated motion sequence, (iii) 2D segmentation of the objects of interest, and
(iv) parametric shape modeling. We use the DVO-SLAM algorithm (Kerl et al., 2013a) for
motion estimation and the FastFusion algorithm (Steinbruecker et al., 2014) for volumetric
model reconstruction. With DVO-SLAM, we obtain an estimated camera trajectory based
on a sequence of RGB-D image data. We then apply FastFusion with the DVO-SLAM
trajectory as input. FastFusion fuses the observed color and geometry data to acquire a
volumetric model from which a high-quality mesh can be generated. Although the general
approach to parametric shape modeling is applicable to any kind of object whose shape can
be expressed parametrically, in the case study developed in this chapter, we focus on mod-
eling pineapple fruit as ellipsoidal volumes. For dense segmentation of pineapple fruit from
RGB-D point clouds, we use pixel classification based on super-pixel over-segmentation,
clustering of dense SIFT (Scale Invariant Feature Transform) features into visual words, and
bag-of-visual-word super-pixel classification using SVMs (Support Vector Machines). The
dense-segmentation method that we used is explained in chapter 4. The difference in the two
implementations is explained in later in section “Fruit Segmentation”. The implementations
of the DVO-SLAM and FastFusion algorithms are open source and freely available (TUM
Computer Vision Group, 2014, 2013).

6.2.1 Motion Estimation

Camera tracking is the task of estimating, at any point in a sequence of images, a frame-to-
frame transformation

G4×4 =

 R t

0 1

 , (Equation 6.1)

consisting of a rotation matrix R ∈ SO(3) and a translation vector t ∈ R3. Since G expresses
an element of the group SE(3), G can be parameterized by a 6-vector ξ = [ωᵀ

3×1,v
ᵀ
3×1]ᵀ ∈

R6, which is an element of the Lie algebra se(3), where ω and v are the angular and lin-
ear displacements. We write G(ξ) to indicate the transformation matrix corresponding to ξ.
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Using the exponential map exp(·) from se(3) to SE(3), we can calculate G(ξ) as

G(ξ) = exp


 ω̂ v

0 1


 , (Equation 6.2)

where ω̂ is the skew-symmetric matrix form of ω.

Let T and T′ be the 4 × 4 transformation matrices relating points in the world coordinate
system to camera frames F and F ′. We define the camera projection π of a point p =
[p1, p2, p3, 1]ᵀ in the camera frame as

π(p) =

[
fup1

p3

− cu,
fvp2

p3

− cv
]ᵀ
, (Equation 6.3)

where fu and fv are the focal lengths and [cu, cv]
ᵀ is the principal point of the camera. Using

π, the projected image points x = π(Tpw) and x′ = π(T′pw) of a world point pw, along with
the relationship T′ = GT, we can obtain a warping function τ explicitly written as a function
of ξ:

τ(x, ξ) = x′

= π(T′pw)

= π(G(ξ)Tpw)

= π(G(ξ)π−1(x, Z(x))). (Equation 6.4)

The inverse of π is calculated from a pixel x = [u, v]ᵀ and Z(x) (the observed depth of x) as

π−1(x, Z(x)) =

[
u+ cu
fu

Z(x),
v + cv
fv

Z(x), Z(x), 1

]ᵀ
. (Equation 6.5)

We use DVO-SLAM to find the frame-to-frame transformations G(ξ) that optimally align the
observed intensity and depth images. More specifically, DVO-SLAM attempts to minimize
the combined error r = [rI , rZ ]ᵀ consisting of the photometric residue rI and the depth
residue rZ , which are defined as

rI = I ′(τ(x, ξ))− I(x), (Equation 6.6)
rZ = Z ′(τ(x, ξ))− Z(x), (Equation 6.7)

where I , I ′, Z, and Z ′ are the intensity images and depth images captured from camera
frames F and F ′, respectively. To obtain an optimal robust estimate of G(ξ), we seek the
motion vector ξ that minimizes the sum of the weighted squares of r over all valid pixel
indices i in I:

ξ∗ = argmin
ξ

∑
i

wiri
ᵀΣ−1

r ri, (Equation 6.8)

where wi = (ν + 1)/(ν + ri
ᵀΣ−1

r ri) is a pixel-wise weight and Σr is a scale matrix. DVO-
SLAM assumes that the bivariate random variable r follows a t-distribution pt(µr,Σr, ν)
with mean µr = 0 and ν = 5 degrees of freedom. Nonlinear least squares estimation of
ξ is performed iteratively using the Gauss-Newton algorithm with the following linearized
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normal equations: ∑
i

wiJ
ᵀ
iΣ
−1
r Ji∆ξ = −

∑
i

wiJ
ᵀ
iΣ
−1
r ri, (Equation 6.9)

where ∆ξ is an unknown increment vector and Ji = ∂ri/∂ξ is the 2× 6 Jacobian matrix of
the residual vector ri evaluated at ξ = 0. On each Gauss-Newton iteration, wi and Σr are
re-estimated using an expectation-maximization algorithm.

To reduce the accumulated drift across the estimated frame-to-frame transformations, DVO-
SLAM uses a key-frame based pose SLAM method. A new key-frame is selected as the
uncertainty of motion estimation relative to the last key-frame grows. To obtain an optimized
camera trajectory, we construct and optimize a pose graph of the key-frames where the edges
between adjacent key-frames are weighted by the uncertainty of the corresponding motion
estimation. For further details, we refer the reader to (Kerl et al., 2013a).

6.2.2 Model Reconstruction

As previously mentioned, we use the FastFusion algorithm for volumetric 3D reconstruction.
FastFusion is based on three main concepts: implicit surface representation, an efficient
octree data structure, and mesh generation.

Surface representation via signed distance function

After motion estimation, we have the estimated trajectory of the camera T1, · · · Tt. In Fast-
Fusion (Steinbruecker et al., 2014), following Curless and Levoy (Curless & Levoy, 1996), a
3D surface is implicitly expressed as a collection of signed distances assigned to the centers
of voxels in the space. Let p be the center of a voxel in the world coordinate frame. For a
given camera frame with estimated world-to-camera transformation Tt at time t, the center
point pc in the camera coordinate frame is

pc = Ttp. (Equation 6.10)

On the other hand, using the image projection function π(pc) and the depth map Zt, an
observed point pobs along the ray from the camera center through pc can be calculated as

pobs = π−1(π(pc), Zt(π(pc))). (Equation 6.11)

Zt(π(pc)) can be interpolated from neighboring pixel depth measurements. The signed dis-
tance function dt is defined as

dt(pc, Zt) = max(min(|pc − pobs|,Φ),−Φ), (Equation 6.12)

where | · | is the Euclidean norm with a sign indicating which side of the surface containing
pobs the voxel center pc lies, and Φ(> 0) is a cut-off threshold set to twice the voxel scale.
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Along with dt, FastFusion also defines a weight function

wt =


1 if dt < δ

Φ−dt
Φ−δ if δ < dt < Φ

0 if dt > Φ,

(Equation 6.13)

where δ is set to one tenth of the voxel resolution. This weight gives linearly decreasing
confidence when the voxel center is behind the surface (the sign of |pc − pobs| is positive).

When a new observation for a previously observed voxel is obtained at time t, again follow-
ing Curless and Levoy, the previously assigned weight Wt−1 and signed distance Dt−1 are
updated according to the following rules:

Wt = wt +Wt−1, (Equation 6.14)

Dt =
Dt−1Wt−1 + dtwt

wt +Wt−1

. (Equation 6.15)

Similarly, the previously stored RGB color vector Ct−1 = [CR,t−1, CG,t−1, CB,t−1]ᵀ is up-
dated as

Ct =
Ct−1Wt−1 + ICt (π(pc))wt

wt +Wt−1

, (Equation 6.16)

where ICt = [IR,t, IG,t, IB,t]
ᵀ is the observed RGB pixel at time t.

Multi-resolution octree representation of surfaces

To store observed surfaces in a memory efficient manner, FastFusion uses a novel octree-
based surface representation with the previously explained signed distance function. Associ-
ated with every branch and leaf in the octree is a set of 8× 8× 8 voxels that equally partition
its volume. Each tree level represents a 3D model at a particular resolution, and we only
allocate voxels within the vicinity of observed 3D points, making the data structure sparse
and memory efficient.

When a new observation is obtained, we first determine the resolution of the observed surface
points based on their depth values, then we conduct a depth-first-search to find a bounding
volume in the level corresponding to that resolution. Finally, we allocate a new set of voxels
if the corresponding volume is empty, or otherwise, update the signed distances and color
information based on Equations Equation 6.14, Equation 6.15, and Equation 6.16.
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Mesh generation with marching cubes

Now, given the signed distance associated with each voxel in the the multi-resolution grid, we
apply the well-known marching cubes algorithm to extract an explicit surface representation
from the grid. Since voxels near to and in front of an observed surface will have negative
signed distances, and voxels near to and behind an observed surface will have positive signed
distances, an excellent estimate of the surface would be a 3D triangle mesh corresponding to
the 0 level set of the grid. The well-known marching cubes algorithm is ideal for obtaining
such a mesh.

The mesh extraction is thus straightforward when the voxels being considered are all at the
same level of resolution in the octree. With multi-resolution voxels, however, we have to
solve for border cases where voxels at a higher and lower resolution are adjacent to each
other. FastFusion proposes a recursive algorithm capable of solving this problem as follows.

Suppose a branch Bs at scale s is divided into eight subbranches Bs+1
i , i ∈ {1, · · · , 8} at

scale s + 1. We can categorize voxels V s+1
i,j , j ∈ {1, · · · , 83} belonging to each of the eight

subbranches into four types: interior, face, edge, and corner. An interior voxel is a voxel,
when considered as the origin of a group of eight neighboring voxels considered for mesh
generation, whose seven higher voxels are all within the same subbranch. A face voxel is a
voxel having neighbor voxels belonging to one other subbranch. An edge voxel is a voxel
having neighbors belonging to three other subbranches. Finally, a corner voxel is a voxel
having neighbors belonging to seven other subbranches. If any of the subbranches affecting
meshing of V s+1

i,j are subdivided into a higher scale s+ 2, the voxels in the higher resolution
neighboring subbranches could themselves be either interior, face, edge, or corner voxels
depending on the situation. Therefore, we can construct a recursive algorithm to perform
meshing of the entire tree. When a marching cube contains voxels with lower resolution
than other voxels, we perform interpolation to break the lower resolution voxels into corre-
sponding higher resolution voxels.

6.2.3 Fruit Segmentation

For dense segmentation of fruit regions in images, we need to classify each pixel into fruit
and non-fruit regions. Color-based dense classification fails when the objects of interest
have coloration similar to that of the background, such as pineapple fruits in the field. Chai-
vivatrakul et al. (Chaivivatrakul et al., 2010) note the limitations of color and shape cues
for recognition of green fruit on trees and plants and propose texture-based classification in-
stead. Qureshi et al. (Qureshi et al., 2014) describe a texture-based classification method that
selects fruit regions using a dense pixel segmentation method. The method performs over-
segmentation into super-pixels, extracts Dense-SIFT descriptors for the pixels in a super-
pixel, maps SIFT descriptors to clusters, constructs a bag-of-visual-words histogram for the
clusters appearing in the super-pixel, and then classifies the histogram for a super-pixel as
fruit or non-fruit using a support vector machine (SVM). Dense-SIFT is a type of gradient
orientation histogram descriptor that captures the distribution of local gradients in a pixel’s
neighborhood. Clustering local gradient descriptor improves sensitivity to noise, then the
bag-of-visual-words histogram characterizes the differing distribution of gradient descrip-
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tors within a superpixel. Finally, since local histograms based on a small number of pixels
in a region with uniform coloration can be quite sparse, augmenting each histogram by in-
cluding the histograms of neighboring super-pixels. Put together, these techniques enable
us to create a unique signature of a region for classification. The classifier requires off-line
training prior to runtime utilization of the classifier model. Training requires a set of training
images along with ground truth data. Ground truth labeling (assigning a label of “fruit” or
“non-fruit” to each pixel) is performed manually.

To segment an input point cloud into fruit and non-fruit regions, we first obtain a 2D image
mask indicating likely fruit regions, then we segment the point cloud by filtering out 3D
points in correspondence with non-fruit regions in the 2D mask. To obtain the 2D mask, we
use the method described by Qureshi et al. (Qureshi et al., 2014).

For the experiments reported upon in this chapter, we used the same parameters (quick-shift
variables, dense-SIFT bin size, size of the dictionary for the k-means clustering of SIFT
descriptors, scale at which to compute SIFT features, number of neighbors used to construct
super-pixel histograms, and conditional random field (CRF) post-processing) as reported by
Qureshi et al. (Qureshi et al., 2014).

At runtime, segmenting a new image using the trained model requires super-pixel over-
segmentation, dense SIFT descriptor computation, visual word histogram calculation, SVM
classification, and CRF post-processing. The classifier outputs a confidence for each super-
pixel; a super-pixel is classified as a fruit region if the confidence is higher than a threshold.
The threshold, determined by the SVM training algorithm, is that which best separates the
fruit super-pixels from the non-fruit super-pixels in its training set.

As already mentioned, once a 2D mask for likely fruit regions is obtained, we use the mask
to filter the 3D point cloud (raw or generated through volumetric reconstruction) according
to the label assigned to each 3D point’s 2D correspondence. The Raw 3D points’ 2D corre-
spondences are known as the RGBD-sensor software provides a registered depth and color
frame, i.e., each pixel in the depth frame is registered to each pixel in the color frame. To
obtain 3D-2D point correspondences for points generated through volumetric reconstruction,
we back-project a ray from each 2D point onto the visible mesh surface in the 3D scene. The
intersecting points of the mesh-surface and the rays are the 3D point correspondences of the
2D points.

6.2.4 Parametric Fruit Modeling

A pineapple fruit shape can be best described by an ellipsoid (Chaivivatrakul et al., 2010).
An ellipsoid is a special case of the general quadric, which is the set of homogeneous 3D
points p such that

pTQp = 0, (Equation 6.17)

with Q a 4× 4 symmetric homogeneous matrix.

When the quadric is a centered, axis-aligned ellipsoid, the diagonal terms of Q must have
the same sign to be characterized as ellipsoids. Enforcing this constraint constrains the pa-
rameters of the general quadric, reducing sensitivity to errors. One method to estimate an
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ellipsoid from a 3D point cloud is Li and Griffiths’ (Li & Griffiths, 2004) direct least squares
method. However, when we use an RGB-D sensor in the field, it is not in general possible
to move slowly around every fruit, so we typically obtain only a partial view. Also, the raw
or FastFusion-based point clouds we obtain as previously described contain noise from the
RGB-D sensor as well as small non-fruit regions arising due to false positives in the 2D
image segmentation method. We find that the direct least squares method for estimating el-
lipsoids from sparse point clouds does not work well for dense point clouds containing false
fruit regions and other noise. Therefore, robust estimation of an ellipsoid requires elimi-
nating outliers (false positive fruit points) that would otherwise affect the ellipsoid model
estimate. Moonrinta et al. (Moonrinta et al., 2010b) present a robust ellipsoid estimator us-
ing RANSAC and the direct least squares method with sparse samples of 3D points from
the fruit surface. Here, we present an extension of their parametric shape modeling method
to dense point clouds that is more robust to noise and false fruit regions. Then we present
a new nonlinear optimization method for finding the parameters of an ellipsoid that mini-
mizes the dense SIFT descriptor distance between pixels in correspondence according to the
hypothesized ellipsoid.

Robust Parametric Shape Fitting

Prior to shape fitting, to eliminate noisy and non-fruit points far from the target point cloud,
we perform clustering of the points in the 3D point cloud using k-means. In the experiments
reported upon in this chapter, we manually set k to be one more than the number of actual
fruits observed in the point cloud. In future work, we plan to automate the selection of k
(using, for example, the Bayesian Information Criterion (BIC)). After performing k-means,
we remove the points belonging to the smallest cluster on the assumption that it contains
only noise.

After k-means and noise removal, we perform robust estimation of the ellipsoid model with
Li and Griffiths’ direct least squares method as the basic estimator. Following the general
approach of random sample consensus (RANSAC), we alternate between estimation of a
model from a randomly selected minimum sample from the data set and checking the size
of the “consensus” or inlier set for the estimated model. The sample-and-test process is
terminated after a fixed number of iterations.

When testing an estimated model in this procedure, we use Torr et al.’s (Torr & Zisserman,
2000) ranking of the consensus set. The original RANSAC method simply maximizes the
count of the number of points in the consensus set CS:

r(CS) =
∑
i

|CS|. (Equation 6.18)

Following Torr et al., this can also be written as minimization of a cost function

r(CS) =
∑
i

ρ(e2
i ), (Equation 6.19)
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where e2
i is the orthogonal distance between point i and the estimated model, and

ρRANSAC(e2
i ) =


0 e2

i < T

1 otherwise,
(Equation 6.20)

where T in our case is a threshold on the allowable distance of each 3D point to the ellipsoid
model’s surface.

Torr et al. propose, rather than a hard threshold and inlier count, an alternative cost function
inspired by M-estimation:

ρMSAC(e2
i ) =


e2
i e2

i < T

T otherwise.
(Equation 6.21)

In MSAC, outliers are given a fixed penalty as in RANSAC, but inliers are graded by how
fit they are for the model. This sample ranking method results in better estimates than the
original RANSAC ranking criterion. We use Zuliani’s implementation of MSAC (Zuliani,
2008). The complete estimation procedure can be summarized as follows:

1. Randomly select 10 points from the point cloud.

2. Estimate the ellipsoid Q best fitting the selected points (Li & Griffiths, 2004).

3. Translate and rotate the 3D point set into the ellipsoid’s coordinate system.

4. Find the orthogonal distance of each point to the surface of the ellipsoid (David Eberly,
2008).

5. Find the inlier consensus set, i.e., the set of points lying within the distance threshold
from the ellipsoid surface.

6. Find the MSAC cost of the sample (Torr & Zisserman, 2000). If it is the lowest-cost
sample seen so far, save the model.

7. Repeat from step 1 until a maximum number of iterations is reached.

Nonlinear Optimization

Here we present a new iterative nonlinear optimization method for estimating an ellipsoid
parametric shape model from RGB-D point cloud data. We aim to find the parameters of
the ellipsoid that minimizes the dense SIFT descriptor distance between pixels in correspon-
dence according to the hypothesized ellipsoid. We use two key-frames to find the optimized
ellipsoid. We first eliminate noisy and non-fruit 3D points far from the target point cloud by
k-means as explained in Section 6.2.4. We use the Levenberg-Marquardt (LM) algorithm to
find the best Q. We initialize LM with the ellipsoid estimated from the 3D point cloud using
Li and Griffiths’ (Li & Griffiths, 2004) direct least squares method. Mathematically we can
state the problem as follows:
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Given a set of 2D points xi ∈ P2 in image I with i ∈ 1 · · ·n and n ≥ 10 and a
second image I ′, find a 4× 4 symmetric homogeneous matrix Q that minimizes
the cost function

χ =
n∑
i=1

d(Dxi
, Dx′

i
)2, (Equation 6.22)

subject to
pᵀ
i Qpi = 0.

In the equation, d(·) is Euclidean distance, Dxi
and Dx′

i
are SIFT descriptors of

xi and x′i in image I and I ′, respectively, pi is the back projection of xi onto Q,
and x′i is the reprojection of pi into image I ′.

For lack of space, we omit the derivation of how to find x′ from p and Q.

To compute SIFT descriptors for the reprojected 2D points x′ with sub-pixel accuracy, we
first compute a dense SIFT descriptor for each pixel in image I ′, then we use spline interpo-
lation to interpolate the SIFT descriptors of the reprojected 2D points.

Whenever the ray back-projected from point xi in image I does not intersect with the hy-
pothesized quadric, there is no corresponding 3D point pi, in which case we assign a cost %
in place of d(Dxi

, Dx′
i
) in Equation Equation 6.22.

Pineapple fruit can be modeled by ellipsoids (nearly spheroids) that have a major-axis to
minor-axis ratio in the range of 1.0 to 2.0. To encourage LM to traverse only the family
of ellipsoids that have a major-axis to minor-axis ratio of r such that 1 < r < 2, we add
another penalty σ in the cost function given in Equation Equation 6.22 penalizing extreme
ratios. As a final modification, since the point cloud from the RGB-D sensor is dense, and
since the depths of the points in the point cloud give reasonable estimates of the location of
the ellipsoid in the z-direction, we further constrain LM by adding a penalty ζ discouraging
changes in the average depth of the hypothesized quadric by more than ±1.0%.

The new cost function, after adding penalties %, σ, and ζ , becomes

χ =
∑

i∈1···n|x′
iexists

d(Dxi
, Dx′

i
)2 +

∑
i∈1···n|x′

i¬exists

%+ σ + ζ. (Equation 6.23)

A summary of the steps of the LM optimization of Q is as follows:

1. Find the 3D points lying on Q back-projected from the fruit points in image I .

2. Find the re-projections of the back-projected 3D points into image I ′.

3. Compute SIFT descriptors of fruit pixels in image I and I ′.

4. Compute SIFT descriptors of re-projected pixels in I ′ using spline interpolation.

5. Compute the L2 distances between SIFT descriptors of corresponding fruit pixels in
image I and I ′.

6. For each back-projected 2D point that does not intersect Q, add a penalty % instead of
the SIFT descriptor distance.
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7. Find the ratio of major-axis to minor axis of the hypothesized ellipsoid.

8. If the ratio r is in the range 1 < r < 2, then σ = 0, else σ = 5.

9. If the mean depth of the back-projected 2D points is within 1% of the point cloud’s
average depth, then then ζ = 0 else ζ = 5.

6.3 Experimental Results

We performed a real-world experiment involving a case study on 3D reconstruction of pineap-
ple fruits as an empirical evaluation of the feasibility of our approach. We captured video
data from an outdoor scene containing two fruits then applied the modeling method to the
resulting RGB-D image sequence. In this section we detail the experimental design then
present the experiment’s results.

6.3.1 Experimental Methods

To simulate conditions in a pineapple field, we placed two pineapple fruits (Fruit A and Fruit
B) on top of other plants with long leaves that resemble real pineapple leaves. The horizontal
distance between the two pineapples was approximately 2m. The entire volume needed for
this small-scale mock pineapple field was approximately 4m × 2m × 0.5m. To record an
RGB-D sequence of the mock field, we used the Apple Primesense Carmine 1.09 short-
range sensor, which has an operational range of 0.35m–1.4m. Since this device requires
only a standard USB connection to operate, we can use it with a laptop computer in both
indoor and outdoor environments. In the case of an outdoor environment, however, the scene
illumination should not substantially exceed typical indoor illumination, or the depth sensor
fails. Therefore, in this experiment, we enforced this weak lighting constraint by recording in
the late afternoon. We recorded an RGB-D sequence of 400 frames while manually moving
the sensor over the pineapples with the camera facing toward the fruits. The frame rate
for both RGB and depth image acquisition was set to 30 fps. After acquiring the RGB-
D sequence, we applied DVO-SLAM to obtain an estimated trajectory for the sequence of
camera frames. With the trajectory and RGB-D data as input, we then applied FastFusion to
incrementally build a volumetric model of the scene. After completing the fusion of all 400
RGB-D frames, we exported a textured triangle mesh of the final model into our OpenGL-
based custom software. Figure. 6.1 shows the entire view of the final model along with the
estimated camera trajectory.

Based on the FastFusion mesh, we used OpenGL to render a new sequence of 100 RGB and
100 depth images corresponding to every four camera frames in the original trajectory. At
this point, we had 100 synthetic RGB and depth images rendered in OpenGL relative to a
sequence of estimated camera frames. Figure 6.2 shows a pair of synthetic RGB and depth
images of Fruit A. Figure. 6.2(a) is the original RGB image. Figure 6.2(b) is the synthetic
RGB image rendered from volumetric model at the same camera position as Figure 6.2(a).
Figure 6.2(c) is the depth buffer corresponding to Figure 6.2(b) For each resulting synthetic
RGB image, we applied the 2D fruit region mask obtained from dense segmentation of the
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Figure 6.1: Reconstruction of a mock pineapple field

corresponding original image. Finally, we generated a 3D point cloud from the masked
synthetic RGB-D image. For purposes of experimental comparison, in addition to these 100
synthetic point clouds, we also generated 100 corresponding 3D point clouds based on the
raw RGB-D sensor data using the same fruit mask.

(a) (b) (c)

Figure 6.2: Sample data for Fruit A

For parametric shape modeling, we compare three methods of estimating an ellipsoid from
the segmented 3D-point cloud data, where the point cloud is either the raw RGB-D sensor
based point cloud or the point cloud synthesized from the volumetric model. The first esti-
mation method is direct least squares (Li & Griffiths, 2004), the second is MSAC, and the
third is SIFT differences, which were discussed in section 6.2.4. For the direct estimation
we perform k-mean clustering to remove potential false fruit regions similar to the steps. For
method two and three we follow the steps mentioned in and respectively.

(a) (b) (c) (d)

Figure 6.3: Segmented Fruit A and Fruit B

We tuned the penalty parameters experimentally. For each of the two fruits in the exper-
imental sequence, we extracted point clouds based on two manually selected key-frames.
Figure 6.3 shows the dense segmentation of the four key-frames used to segment the point
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clouds for fruits A and B. Figure 6.3(a) is the segmented Fruit A in frame 1. Figure 6.3(b)
is the segmented Fruit A in frame 2. Figure 6.3(c) is the segmented Fruit B in frame 3.
Figure 6.3(d) is the segmented Fruit B in frame 4.

The segmentations of the fruit A images contain several non-fruit false positive regions con-
nected to the true positive region, while the segmentation of fruit B is more accurate, with
one false positive region not connected to the true positive region in Fig. 6.3(d).

The main limitations of the experimental setup are (i) the small scale of the mock pineapple
field (4 m × 2 m × 0.5 m, with only two fruit), (ii) the limited operational range of the
sensor (0.35 m–1.4 m), (iii) the limited resolution of the RGBD camera (640× 480), (iv) the
requirement for diffuse lighting, and (v) the requirement for sufficient fruit surface visibility
given the camera angles.

6.3.2 Results

Results for the application of three parametric shape modeling methods (Direct, MSAC, and
SIFT differences) to two types of point clouds (raw and synthetic model-based) are given in
Table 6.1. We obtained ground truth geometries of Fruit A and Fruit B by manual measure-
ments. We took a rough estimates of the major and minor axis of the ellipsoids that best fit
Fruit A and Fruit B region excluding the fruit crown using a measurement tape. Paramet-
ric shape modeling was performed on segmented point clouds corresponding to synthetic
models and raw sensor observations, respectively. Figure 6.4 shows shape models of fruit
B projected onto an original RGB image. Figure 6.4(a) is the original RGB image. Fig-
ure 6.4(b) is the direct method (failure). Figure 6.4(c) is the MSAC method. Figure 6.4(d) is
the SIFT differences method.

(a) (b) (c) (d)

Figure 6.4: Shape models of fruit B

There is a clear advantage to model-based point clouds. Except for the divergence of the
direct method applied to model-based point clouds of fruit B, the error rates for all shape
modeling methods are smaller due to the higher accuracy of model-based point clouds than
raw point clouds from the sensor.

The baseline direct method shows instability when it is applied to model Fruit B due to false
fruit regions. We used non-connected fruit region for direct method, MSAC and LM. The
k-mean was not able to remove the non connected path. We assume the same steps for each.
Parametric shape modeling using other two methods however successfully converged to the
approximate shape and size of the fruits.
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The performance comparison between MSAC and SIFT differences is less clear. Although
SIFT differences uses the richer information contained in the SIFT descriptors as constraints,
it does not show any clear performance gain over the MSAC method.

Point Cloud Parameters Ground Truth Observations
Direct MSAC SIFT differences

Model

Fruit A Fruit B Fruit A Fruit B Fruit A Fruit B Fruit A Fruit B
Major 8.9 7.8 10.5 30.7 9.2 7.7 9.2 7.9
Minor 1 5.1 5.2 4.8 24.8 5.9 5.2 5.9 5.3
Minor 2 5.1 5.2 5.1 20.9 5.6 5.8 5.6 5.9
Volume 969.2 883.0 1079.0 66431.7 1257.7 974.9 1268.8 1047.6
Major/Minor 1.75 1.50 2.12 1.35 1.61 1.41 1.61 1.41
Major error – – 18.0% 294.0% 3.3% -0.7% 3.6% 1.7%
Minor 1 error – – -5.5% 376.3% 14.8% 0.3% 15.2% 2.8%
Minor 2 error – – -0.2% 301.0% 9.4% 10.9% 9.7% 13.5%
Volume error – – 11.3% 7423.3% 29.8% 10.4% 30.9% 18.6%
Major/Minor error – – 21.5% -10.2% -7.8% -6.0% -7.9% -5.9%

Raw

Major 8.9 7.8 11.1 23.1 9.8 8.5 9.8 8.5
Minor 1 5.1 5.2 6.6 14.9 6.1 5.6 6.1 5.6
Minor 2 5.1 5.2 7.2 13.6 7.3 4.8 7.3 4.9
Volume 969.2 883.0 2183.1 19510.5 1815.4 965.8 1814.1 971.3
Major/Minor 1.75 1.50 1.61 1.62 1.47 1.62 1.47 1.62
Major error – – 24.6% 195.6% 10.1% 8.7% 10.1% 8.9%
Minor 1 error – – 28.8% 186.3% 19.3% 8.0% 19.3% 8.2%
Minor 2 error – – 40.4% 161.1% 42.6% -6.8% 42.5% -6.6%
Volume error – – 125.3% 2109.5% 87.3% 9.4% 87.2% 10.0%
Major/Minor error – – -7.5% 8.0% -16.0% 8.1% -15.9% 8.1%

Table 6.1: Point cloud types vs. shape modeling methods
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CHAPTER 7

CONCLUSION AND RECOMMENDATIONS

In this dissertation, I focus on inspection and monitoring tasks that can be automated by
applying image processing techniques to the output obtained from optical sensors (color and
color-depth sensors). The case studies involve monitoring tasks in civilian applications that
are of societal importance. I demonstrate the feasibility of low cost optical sensors in all the
monitoring applications I describe. This chapter summarizes the research conclusions from
chapters 2, 3, 4, 5, and 6.

The main contributions of this dissertation are as follows:

1. I present QuickBlaze, a flame and smoke detection system based on vision sensors
aimed at early detection of fire incidents for open or closed indoor and outdoor envi-
ronments.

2. We present a novel method for joint localization of a quadcopter pursuer with a monoc-
ular camera and an arbitrary target.

3. I present a textured fruit segmentation method based on super-pixel oversegmentation,
dense SIFT descriptors, and bag-of-visual-word histogram classification within each
super-pixel.

4. I present two new methods for automated counting of fruit in images of mango tree
canopies, one using texture-based dense segmentation and one using shape-based fruit
detection, and compare the use of these methods relative to existing techniques.

5. I present two novel methods for robust estimation of a parametric shape model from
the dense point cloud: (i) MSAC-based robust fitting of an ellipsoid to the 3D-point
cloud, and (ii) nonlinear least squares minimization of dense SIFT (scale invariant
feature transform) descriptor distances between fruit pixels in corresponding frames.

In Chapter 2, I propose QuickBlaze, a real-time early fire incident detection system that
detects both flame and smoke regions in video images. We use parallel image processing
streams to detect flame and smoke regions at high speed, with fast response times. Our
method does not require any offline training, although manual adjustment of parameters
during a calibration phase is required to cater to the particular camera’s depth of view and
surrounding environment. We compare the combined approach to the individual methods
in terms of false alarm rates, and the data clearly show that the improvement in terms of
response time comes at the cost of a small increase in false alarm rates, as the false alarms
for the combined system will necessarily be the union of the false alarms for the individ-
ual systems. We evaluate the algorithm on videos of a variety of real-world fires, and we
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have also performed a live test. Our focus is on detection of bright red-to-orange flame and
white smoke typical of early fires (Charles et al., 2001; David, 2007). For comparison, we
benchmark our method against commercial real-time fire and smoke detection software that
evolved through a series of academic research contributions. We find that QuickBlaze has
a better response time, is faster, and provides better fire localization than the commercial
system. QuickBlaze could be deployed in any environment, and would likely have a faster
response time than smoke detectors, as long as the fire or smoke is in view of the camera sen-
sor. This does mean however that it may be most practical for large open spaces (commercial
or industrial spaces) and less practical for areas with many small rooms such as residences.
Furthermore, one sensor system might not be the best possible detector for all situations. In
indoor environments, it would of course be possible to augment the video based approach
reported upon here with traditional point based sensors such as demonstrated byOwrutsky et
al. (2006); Gottuk, Lynch, Rose-Pehrsson, Owrutsky, and Williams (2006); Rose-Pehrsson
et al. (2006), and Minor et al. (2010).

In Chapter 3, we propose a joint localization method that fuses target dynamics and UAV
kinematics into one state space model, and we demonstrate how to integrate sensor measure-
ments from a moving monocular camera into the resulting filter. We show that joint local-
ization produces more stable, smooth, and noise-resistant trajectories than those produced
by standard filters. The joint localization filter performs well even when there are sudden
changes in the sensor measurement indicating an erroneous detection or a rapid change of
the target object’s position. We have also proposed a computationally efficient and accurate
visual tracker that can deal with situations where the object disappears from the field of view.
The target’s 3D position is inferred by the tracker from the bounding box of its projection
into the 2D image. The result is an estimated trajectory sufficiently smooth to use in a pursuit
robot. In a series of experiments, we show that the proposed filtering technique outperforms
traditional filtering methods. In future work, we plan to further investigate adaptive and dis-
criminative modeling of the target and the background, to address situations in which the
target’s appearance varies as it moves through areas with different lighting conditions and
backgrounds. We are considering fusing our model-based joint localization approach with
the IBVS position controller (Pestana et al., 2014) for a robust aerial improved aerial target
tracker and follower.

In chapter 4, I demonstrate a dense approach to textured fruit segmentation. An empirical
evaluation of the proposed technique for textured fruit segmentation yields a 96.67% detec-
tion rate, a per-pixel accuracy of 97.657%, and a per frame false alarm rate of 0.645%, com-
pared to a detection rate of 90.0%, accuracy of 84.94%, and false alarm rate of 0.887% for
the baseline sparse keypoint-based method. We conclude that super-pixel over-segmentation,
dense SIFT descriptors, and bag-of-visual-word histogram classification are effective for in-
field segmentation of textured green fruits from the background. An immediate extension of
our work would be to find dense correspondences between fruit regions in subsequent images
in the video sequence; this would help us track fruit accurately over time. The dense corre-
spondence method could be performed as described by Lhuillier and Quan (2005). Dense
depth information could be estimated for fruit regions using structure from motion methods
Pollefeys et al. (2004), which would further aid in tracking of individual fruit. We have
further evaluated the method on mangoes (Chapter 5) and intend to evaluate on other crops
such as sugarcane and corn and on video sequence obtained from aerial vehicles in addition
to ground vehicles.
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In Chapter 5, I present two new methods for automated counting of fruit in images of mango
tree canopies, one using texture-based dense segmentation and one using shape-based fruit
detection, and compare the use of these methods relative to existing techniques. Methods
B (our modification of Linker et al., 2012) and C (our extension of Qureshi et al., 2014)
are recommended for estimation of fruit count of images of mango tree canopies. When
the Calibration Set was representative of the images that are processed (Validation Sets 0,
1 and 2), Methods B gave count estimates of 101%, 93% and 89%, respectively, of the vi-
sual count, while Method C gave count estimates of 98%, 90.3% and 83.7%, respectively of
the visual count (Table 5.4). For fruit-background segmentation, K-nearest neighbor pixel
classification based on color and smoothness (following Method B), or pixel classification
based on super-pixel over-segmentation, clustering of dense SIFT (Scale Invariant Feature
Transform) features into visual words and bag-of-visual-word super-pixel classification us-
ing Support Vector Machines (following Method C) are more effective than simple contrast
and color based segmentation. Additional pixel classification for tree trunk and stem regions,
as well as heuristic shape analysis to identify elliptical fruit regions, as used in Method B,
are also useful, but blob detection using color filtering and morphological image processing
techniques as used in Methods A and C are also effective if the pixel classification is accurate.
Model sensitivity to imaging conditions is recognized, with imaging at night under artificial
but constant illumination conditions recommended over daytime imaging, with maintenance
of constant illumination conditions, i.e., lamp number and orientation, camera settings, and
distance from camera to tree (to maintain apparent size of fruit). Fruit count using machine
vision can be used in several ways in orchard management. At a gross level, it can be used to
estimate fruit load per orchard block, informing harvest resourcing (number of bins, pickers
and so on). At a finer level, the technology could be used to inform management decisions
at an individual tree level, e.g., to create a record of tree fruit load across years. Further work
is required to address several points. First, fruit counts from 2D views of multiples sides of
the tree must be related to actual tree fruit load. Also, lower error rates are required if the
technology is to be of practical horticultural use in estimation of individual tree fruit load.

In Chapter 6, I presented a new method for volumetric reconstruction and shape modeling
of quadric objects using an RGB-D sensor. We first estimate the camera’s trajectory, then
we perform volumetric reconstruction of the scene. We segment out point clouds belong-
ing to object regions. We then use two novel methods for robust estimation of a parametric
shape model for the extracted dense point cloud. We compare our shape modeling methods
with direct fitting of an ellipsoid to the segmented point cloud. The main limitations of the
experimental setup are (i) the small scale of the mock pineapple field (4 m × 2 m × 0.5
m, with only two fruit), (ii) the limited operational range of the sensor (0.35 m–1.4 m), (iii)
the limited resolution of the RGBD camera (640 × 480), (iv) the requirement for diffuse
lighting, and (v) the requirement for sufficient fruit surface visibility given the camera an-
gles. In future work, we will attempt to mitigate these limitations. We find that model-based
point clouds show a clear advantage over raw depth sensor point clouds for parametric shape
modeling. Also, our methods are more robust and better able to estimate the size, shape, and
volume of pineapple fruit than is the baseline direct method. Although we hypothesized that
LM optimization of dense SIFT descriptor distances would perform better than MSAC, we
did not observe a clear difference in the performance of the two algorithms. One reason for
this may be the noise due to false positive fruit pixels around the segmented fruit boundaries.
In the future, we plan to investigate possible improvements, for example constraining the
parametric model to spheroids rather than general ellipsoids. We also plan to improve the
SIFT difference method’s sensitivity at object boundaries. We also plan to investigate the
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possibility of obtaining similarly high accuracy without the RGB-D sensor and volumetric
modeling, instead estimating the camera trajectory using structure from motion (SfM) based
techniques similar to those of Wu et al. (Wu, 2013). After obtaining monocular camera posi-
tions, we can perform SIFT difference optimization to estimate the parametric shape model
by initializing it with a quadric estimated from the sparse set of 3D points estimated through
SfM. We also plan to test our methods on a large scale real fruit crop in Thailand. Efficient
fitting of quadric shapes to unstructured point clouds or triangle meshes is an important com-
ponent of many reverse engineering systems (Varady, Martin, & Cox, 1997; Shamir, 2008).
Up till now, the use of ellipsoid shapes has been limited, but ellipsoids have proven use-
ful for body-part modeling in the past (Sarris & Strintzis, 2005). Our methods (MSAC and
SIFT differences) could both be used in a general framework for quadric surface modeling to
point-cloud data. Although most objects are not purely quadratic, an extension to piecewise-
quadratic surface estimation would enable efficient and accurate modeling of a large class of
real-world objects more compactly than the current polygon mesh based approaches.

The techniques proposed in this dissertation will help the development of new and evolution
of existing machine vision based civilian applications that are emerging due to the availabil-
ity of low-cost optical sensors and computing systems.
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