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ABSTRACT 

The shortest path algorithm and the longest path algorithm are two of the crucial 

algorithms in many applications. Their applications span in almost all areas in 

computing. VLSI in particular is one area that benefits from such algorithms. The 

shortest/longest path algorithm is usually called thousands or millions of iterations until 

a good and feasible solution is obtained. Hence, substantial amount of time in many 

VLSI algorithms is spent during this shortest/longest path calculation. In this 

dissertation, we focus on parallel computing paradigm to speed up the calculation of the 

shortest path and the longest path algorithms. General-Purpose computing on Graphics 

Processing Unit (GPGPU) computing paradigm which utilizes hundreds or thousands of 

graphics cores to perform computation in parallel is employed to speed up the 

shortest/longest path algorithm. The first part of our dissertation is to propose an 

algorithm solving the shortest path problem. We propose a parallel single-pair shortest 

path based on Dijkstra’s shortest path algorithm using bidirectional search technique on 

GPGPU. We double the throughput by traversing the graph from both source and target 

using parallel Dijkstra’s algorithm simultaneously. We also introduce the early 

termination case and the search pruning to enhance the performance of the algorithm. 

Our implementation can speedup nearly 2x over a parallel method that performs a single 

parallel search from the source to all other nodes on the GPGPU with the early 

termination once the shortest path from the specific source to the specific target has 

been specified. The second part of our dissertation is to propose an algorithm solving 

the longest path problem.  A retiming-based timing analysis is proposed in this section 

and it is based on the Bellman-Ford algorithm solving the longest path problem. The 

algorithm works with cyclic graphs. We integrate this retiming-based timing analysis 

with GPGPU into a min-cut based placer to evaluate its performance. The results show 

that we can achieve up to 24× runtime improvement with the average of 8×.  
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CHAPTER 1  

INTRODUCTION 

1.1 Introduction 

The shortest path algorithm and the longest path algorithm are two of the crucial 

algorithms in many applications. Their applications span in almost all areas in 

computing. VLSI in particular is one area that benefits from such algorithms. VLSI 

floorplanning employs the longest path to calculate the total area size. Timing aware 

global and detailed placement requires the longest path calculation to identify a feasible 

clock period. The Bellman-Ford algorithm computes the longest path values for the 

retiming graphs with negative edge weights which is the heart of the Retiming-based 

timing analysis (RTA). VLSI routing searchs for the shortest routing path without 

violating routing constraints. With millions of nets to be routed, or millions of gates to 

be placed, the shortest path algorithm working on massive data requires a noticeable 

amount of runtime. Moreover, the shortest/longest path algorithm is usually called 

thousands or millions of iterations until a good and feasible solution is obtained. Hence, 

a substantial amount of time in many VLSI algorithms is spent during this shortest or 

longest path calculation. 

 

Nowadays, parallel computing paradigm is introduced to speed up the calculation. A 

problem can be solved faster by seperating a problem into small problems which can be 

solved simultaneously. A technique that employs hundreds of processor cores inside a 

GPU to execute tasks in parallel is called General-Purpose computing on Graphics 

Processing Unit (GPGPU) [1]. GPU architecture is Single Instruction Multiple Data 

(SIMD) based computing paradigm [2]. Each GPU has many small processor cores 

inside, usually in-order execution processor cores. A parallel computing architecture 

that targets high performance computing by employing the parallelism support provided 

by GPUs is called Computing Unified Device Architecture (CUDA) [3]. A part of an 

application that can be executed in parallel on a GPU is called a kernel function. It 

consists of hundreds or thousands of threads. Fig. 1.1 shows inside of GeForce GTX 

690 from www.geforce.com. 

1.2 Statement of problem 

Shortest and longest path algorithms are used in several areas and may be executed 

thousands or millions of times. The algorithms mostly run on a massive amount of data. 

Therefore, it requires substantial runtime resources in terms of time. 
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Figure 1.1 Inside of GeForce GTX 690 from www.geforce.com 

1.3 Objective of study 

The objective of this dissertation is to accelerate the computation time of the shortest 

path and longest path algorithms by using General-Purpose computing on Graphics 

Processing Unit (GPGPU). 

1.4 Scopes 

- For the shortest path problem, the most usual operation in VLSI areas is the single-pair 

shortest path (SPSP) which is used to find the shortest path from a specific source to a 

specific target. Therefore, we design and implement a new parallel SPSP based on 

Dijkstra’s algorithm using bidirectional search technique on non-negative weight 

graphs. 

- For the longest path problem, RTA provides noticeable performance gain to designs 

over the conventional static timing analysis approach. The technique has been adopted 

for circuit delay reduction, number of flip-flop optimization, and dynamic power 

consumption reduction. RTA comes with the cost of higher runtime complexity than the 

conventional static timing analysis. Therefore, we design and implement a new parallel 

longest path algorithm to speed up the RTA algorithm based on the Bellman-Ford 

algorithm which can work with cyclic graphs. Bellman-Ford algorithm can deal with the 

problems with graphs that have negative edge weights while Dijkstra’s algorithm is 

unable to deal with such problems. 

1.5 Limitation 

For shortest path problem, the weight of the graph must be positive.  
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CHAPTER 2  

LITERATURE REVIEW 

2.1 Sequential Single-Source Shortest Path algorithm 

2.1.1 Dijkstra’s algorithm 

Single-source shortest paths (SSSP) is the shortest paths from a source node to all other 

nodes in the graph. Dijkstra’s algorithm [4] is one of algorithms that can solve SSSP in 

a nonnegative weighted graph. Fig. 2.1 shows the pseudo code of Dijkstra’s algorithm. 

Let G denote a directed graph when G = (V, E). w(u, v) denotes the weight for each edge 

(u, v) ∈ E and w(u, v) ≥ 0 for every edge in the graph. Q denotes a min-priority queue. 

 
Figure 2.1 Dijkstra’s algorithm [4] 

Nodes will be kept in set S if the shortest path from source s is found. Node u which has 

the minimum cost will be repeatly taken from Q and put it in the set S before the 

algorithm relaxes all out-going edges from u. The pseudo code of RELAX function is 

shown in Fig. 2.2. The shortest path cost from node s to node v is denoted by d[v] and π 

is v’s predecessor. 

 

 
Figure 2.2 RELAX function [4] 

2.1.2 Bellman-Ford algorithm  

Bellman-Ford algorithm [4] is an algorithm that solves SSSP problem with graphs that 

can have negative edge weights while Dijkstra’s algorithm is unable to deal with 

negative edge weights. However, Dijkstra's algorithm is faster than Bellman-Ford 

algorithm for the same problem. The algorithm returns a boolean which indicates 

whether there is a path from the source that has a negative weight cycle or not. The 

algorithm can produce the shortest path if there is no negative weight cycle. On the 

other hand, the algorithm returns no solution if there is a negative weight cycle. Fig. 2.3 

shows the pseudo code of Bellman-Ford algorithm. 
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Figure 2.3 Bellman-Ford algorithm [4] 

All edges of the graph are relaxed every iteration and the algorithm runs |V|- 1 iterations 

shown in line 2-4. After |V|- 1 passes, the algorithm check for a negative weight cycle in 

line 5-7 and return the boolean value whether solution exists (if there is a path from the 

source which has a negative weight cycle, the solution does not exist and the algorithm 

returns FALSE). 

2.2 Parallel Single-Source Shortest Path algorithm 

2.2.1 Parallel Dijkstra’s algorithm 

To speed up the execution time, the parallel Dijkstra’s algorithm is proposed. Harish, P. 

and Narayanan, P. J. [5, 6] proposed a parallel Dijkstra’s algorithm implemented on 

GPU shown in Fig. 2.4. 

 
Figure 2.4 Example of parallel Dijkstra’s algorithm from Harish, P. and 

Narayanan, P. J. [5] 

The algorithm assigns one thread to represent a node in the graph. At the beginning all 

nodes costs are set to INT_MAX except the source’s cost which is set to 0. The 

algorithm uses an array called execution mark to mark which threads will be run or 

active in parallel. The algorithm starts from the source. Therefore, source will be 

marked in the execution mark array at the first iteration. Marked threads in the 

execution mask update the cost of its neighbors if the new cost is less than current cost 

of the neighbors in parallel. After update all neighbors, thread removes itself from the 

execution mark. Any node whose cost is updated will be put into the execution mark for 

expanding for the next iteration. This process continues until there is no change in cost 
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of any node in the graph or there is no thread which is marked in the execution mark 

array. The pseudo code is shown in Fig. 2.5. 

 
Figure 2.5 Parallel Dijkstra’s algorithm from Harish, P. and Narayanan, P. J. [5] 

The algorithm uses a mark array Ma to mark which threads run or are active in parallel. 

The algorithm starts from the source node. Therefore, the thread corresponding to the 

source node is marked in the mark array Ma at the beginning. In each iteration, marked 

threads are removed from the mark array Ma and the costs of its neighbors are updated 

in parallel. To update the cost array Ca and avoid the race condition from parallel data 

modifications, the updating cost array Cua is introduced. If the new computed cost from 

the neighbors is less than the current cost Ca, the updating cost Cua will be updated. Any 

node whose updating cost array Cua is modified updates the cost to its cost array Ca in 

KERNEL2_SSSP. For any updated node, the algorithm marks the thread corresponding 

to that node in the mark array Ma so that its neighbors are expanded in the next iteration. 

If no thread is marked in the mark array Ma, this algorithm will stop. 

Another parallel Dijkstra’s algorithm implemented on GPU is proposed by H. Ortega-

Arranz et al. [7]. The algorithm selects nodes to be the frontier nodes which will expand 

or relax the cost to their neighbors in each iteration. Nodes chosen to be the frontier 

nodes if the current cost or tentative distance (δ) is less than or equal to a minimum 

value which calculated by the algorithm every iteration. The algorithm determines the 

settled nodes for processing simultaneously by computing a minimum value as a limit 

value every iteration. For each iteration i, ∆i is defined as the minimum value. Node u 

which is in the unsettled set (Ui) can be settled if the cost is less than or equal to the 

minimum value (δ(u) ≤ ∆i) and it is placed into the frontier set (Fi). The value of ∆i can 

be computed by using the formulation below. 

∆i = min {(  δ(u) + ∆node u ): u ∈ Ui} 

Where ∆node v is calculated by using the formulation below which is the minimum 

weight value from the edges connect from node v to all of the neighbors.  

∆node v = min { w(v, z) : (v, z) ∈ E} 
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The pseudo code implemented by H. Ortega-Arranz et al. [7] is shown in Fig. 2.6. The 

relax kernel, threads which is in the frontier set (Fi) relax the cost to their unsettled  

neighbors. The value of ∆i is calculated from set Ui in the minimum kernel. Then, the 

update kernel selects nodes from set Ui whose cost is less than or equal to the minimum 

value (δ(u) ≤ ∆i) and put them to the frontier set (Fi). 

 

 
Figure 2.6 Parallel Dijkstra’s algorithm from H. Ortega-Arranz et al. [7] 

2.2.2 Parallel Bellman-Ford algorithm 

Kumar et al. [8] proposed a parallel algorithm solving SSSP based on Bellman–Ford 

algorithm using GPGPU. They argue that most of researches on SSSP were focusing on 

accelerating algorithms for sparse graphs and do not detect any Negative Weighted 

Cycle (NWC). Their algorithm focuses only on dense graphs and NWC can be detected. 

The graph representation used in the algorithm is adjacency matrix representation 

because they can launch lager number of threads and none of the cores are idle. Fig. 2.7 

shows the pseudo code of parallel SSSP algorithm from Kumar et al. [8]. 
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Figure 2.7 Parallel SSSP algorithm based on Bellman–Ford algorithm from 

Kumar et al. [8] 

The presence of NWC is checked by using flag variable. If the algorithm complete line 

6-14 in CUDA_SSSP kernel and flag variable remains true, there will be no NWC in 

the graph. 

2.3 Bidirectional search algorithm 

2.3.1 Source target connectivity algorithm 

Single-pair shortest paths (SPSP) is the shortest path from a source node to a target node 

in the graph. Bidirectional search is the technique which is used to find SPSP by 

searching paths from both source and target directions in parallel. Harish, P. and 

Narayanan, P. J. [5] also proposed Source Target connectivity algorithm (ST-

Connectivity) which is used to find SPSP on un-weighted graph or find the smallest 

number of edges used to connect two nodes by propagating nodes in both source and 

target directions using their parallel BFS algorithm. The algorithm starts expanding 
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node from the source and the target concurrently shown in Fig. 2.8. The traversal from 

the source is represented by the red nodes while the traversal from the target is 

represented by the green nodes. The algorithm can stop immediately when the frontiers 

of both sides are met. Fig. 2.9 shows ST-Connectivity algorithm. 

 
Figure 2.8 Expanding nodes of ST-Connectivity algorithm from Harish et al. [5] 

 
Figure 2.9 ST-Connectivity from Harish et al. [5] 
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ST-Connectivity proposed by Harish et al. [5] cannot be used to address the shortest 

path problem on weighted graph because there is no cost calculation in ST-

Connectivity. Only the parallel BFS algorithms traverse from both directions. The 

bidirectional search with cost calculations is more complicated. 

2.3.2 Bidirectional heuristic search algorithm 

L. Sint, and D. D. Champeaux [9] are proposed Bidirectional, Heuristic, Front-to-Front 

Algorithm (BHFFA). The algorithm finds SPSP on weight graph from both source and 

target directions in parallel. A heuristic function is applied in the bidirectional search 

and it is used to guide the search paths from both directions. Fig. 2.10 shows the 

estimate distances in BHFFA. Nodes that already visited from the source is shown in S 

and nodes that already visited from the target is shown in T. 𝑆̅ and �̅� are the frontier 

nodes. A node is chosen from the frontier nodes if it has a minimum value of the 

function f(n) which is calculated by f(n) = g(n) + h(n). g(n) is the real cost from its root 

to node n and h(n) is the distance estimated by heuristic function from node n to a node 

in the opposite frontier nodes that give the minimum estimate distance from node n. The 

pseudo code of BHFFA is shown in Fig. 2.11.  

 

 
Figure 2.10 Estimate distances in BHFFA from L. Sint, and D. D. Champeaux [9] 
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Figure 2.11 BHFFA from L. Sint, and D. D. Champeaux [9] 

For finding the shortest path on weighted graphs, most of bidirectional searches [9]-[11] 

use a heuristic to find the solution in a short amount of time. Parallel bidirectional SPSP 

based on Dijkstra’s algorithm which calculate the exact shortest cost on GPGPU 

implementation has not been much researched. Table 2.1 shows the comparisons 

between our algorithms with other proposed algorithms. 
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Table 2.1 The comparisons between our algorithms with other proposed 

algorithms 

Algorithm Problem Technique 
Implemented 

on 

Dijkstra’s algorithm [4] SSSP Dijkstra's algorithm CPU 

Parallel Dijkstra’s 

algorithm [5]-[7] 
SSSP Dijkstra's algorithm GPU 

Bellman-Ford algorithm [4]  SSSP 

Bellman-Ford 

algorithm which can 

detect Negative 

Weighted Cycle 

(NWC) 

CPU 

Parallel Bellman-Ford 

algorithm [8] 
SSSP 

Bellman-Ford 

algorithm which can 

detect Negative 

Weighted Cycle 

(NWC) 

GPU 

Source target connectivity 

algorithm (ST-

Connectivity) [5] 

SPSP 

Bidirectional search 

based on Breadth-

first search (BFS) on 

unweighted graph 

GPU 

Bidirectional heuristic 

search algorithm [9]-[11]  
SPSP 

Bidirectional search 

based on heuristic 

approach on 

weighted graph 

CPU 

Our shortest path algorithm SPSP 

Bidirectional Search 

based on Dijkstra's 

algorithm on 

weighted graph 

GPU 

Our longest path algorithm 
Longest path 

problem 

Bellman-Ford 

algorithm which can 

detect Negative 

Weighted Cycle 

(NWC) 

GPU 
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CHAPTER 3  

METHODOLOGY 

Nowadays, parallel computing becames famous. Many researches are working on graph 

algorithms with massive input data to speed up the execution time. Breath First Search 

(BFS) is one of a graph algorithm that many researcheres applied GPGPU. Parallel BFS 

algorithm GPGPU based implementations were introduced in [5], [6], [12], [13], [14]. 

Besides parallel BFS algorithm, there are many researches working on parallel shortest 

path algorithms. Parallel Single-Source Shortest Path (SSSP) algorithms (implemented 

on CPU or GPU) were proposed in [5], [6], [8], [15], [16], [17], [18] and parallel All 

Pair Shortest Path (APSP) algorithms (implemented on CPU or GPU) were addressed in 

[19]-[23]. For Single-Pair Shortest Path (SPSP) problem, well-known algorithms which 

are widely accepted are A* search algorithm [24] and Dijkstra’s algorithm [4]. A* 

search algorithm uses heuristic approach to find the shortest path. Bidirectional A* 

search algorithms were proposed by [9], [25], [26]. Meanwhile, bidirectional Single-

Pair Shortest Path based on Dijkstra’s algorithm implemented on GPGPU has not been 

much researched. In this dessertaion, we focus on a Single-Pair shortest path algorithm 

based on Dijkstra’s algorithm which finds the exact shortest path by using bidirectional 

search technique on GPGPU. 

3.1 Parallel Single-Pair Shortest Path algorithm 

One of the popular path finding algorithms for solving SSSP is Dijkstra’s algorithm. In 

addition, the algorithm can solve SPSP by stop traversing nodes once the shortest path 

of two nodes is obtained. In this section, we are focusing on SPSP because the most 

usual operation in VLSI areas is to find SPSP. Therefore, we proposes a parallel SPSP 

algorithm base on a bidirectional Dijkstra’s algorithm on non-negative weight graphs 

using GPGPU. Bidirectional search is the technique findind SPSP by searching paths 

from both source and target directions in parallel. The parallel Dijkstra’s algorithm 

based on GPGPU implementation proposed by Harish [5, 6] is aimed to solve SSSP. In 

this dissertation, parallel Dijkstra’s algorithm is assigned to traverse nodes from both 

source and target in parallel. We also introduce the early termination condition and the 

search pruning technique to speed up the algorithm. 

 

The original Harish's algorithm [5, 6] can also solve SPSP by stop traversing nodes once 

the shortest path of two nodes is obtained. The drawback of this implementation comes 

from the idleness of available threads usually at the beginning of the computation or 

from the linear structure of the graph as shown in Fig. 3.1. In this implementations, each 

thread updates its neighboring vertexes if the thread was marked (active or marked in 

the mark array Ma) in the previous iteration. The values inside the nodes represent the 

nth iterations in which nodes were marked in the mark array Ma. For the non-mark 

vertexes, there is no computation on those threads in that iteration. Hence, it will result 

in low utilization when hundreds or thousands of GPU cores are available, but many 

vertexes in the graph are unmarked. For a sparse graph (average fan-out less than 8), the 

utilization slowly increases during the initial phase of the computation. Also, the 

utilization slowly decreases as it moves towards the target vertex at the end. 
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Figure 3.1 Idle threads 

 

 

To address those shortfalls, we double the throughput by traversing the graph from both 

source and target simultaneously as shown in Fig. 3.2. Threads traversing from the 

source node are represented by red color nodes and threads traversing from the target 

node are represented by blue color nodes. We define the forward shortest path cost as 

the cost computed from the source node to each of the other nodes and the cost 

computed backward from the target node to each of the other nodes is called the 

backward shortest path cost. 

 

 

S T

 
Figure 3.2 Traversing nodes from both sides 
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An example of cost calculations are as follows. Assume that the shortest path cost of 

two nodes is found as 18 shown in Fig. 3.3 and the graph is a positive weighted graph. 

The shortest path cost of two nodes is equal to the shortest path cost of the sub path 

from the source to node A which is an intermediate node (equal to 10) plus the shortest 

path cost of the sub path from node A to the target (equal to 8) as we will show in the 

proof. Our purpose, the backward shortest path cost (the value 8) is calculated in 

parallel with the forward shortest path cost (the value 10) to reduce the number of idle 

threads to speed up the calculation. 

 

 

S

A

T

10
8

 
Figure 3.3 A shortest path of a graph 

 

Fig. 3.4(a) shows calculating the backward shortest path cost from a positive weighted 

graph. Starting from the target node, the algorithm looks at its incoming-edge to 

calculate the backward shortest path cost to its parent nodes because the shortest path 

has to go from one of the parent nodes to the target. Our algorithm calculates the 

shortest path cost backward from the target to all possible paths. Fig. 3.4(b) shows the 

the first iteration. There are 3 possible nodes where the path can come from (node C, D 

and E). If the path goes through node C, the cost will be equal to the forward shortest 

path cost of node C (represented by I which is an unknown value) plus the backward 

shortest path cost of node C which is 2. If the path goes from node D, the cost will be 

J+8 (J is the forward shortest path cost of node D) and K+5 is the shortest path cost if E 

is a node in the path where K is the forward shortest path cost of node E. Fig. 3.4(C) 

shows the second iteration. The algorithm looks at all parents of node C, D and E 

(calculating the backward shortest path cost for all parent nodes that can go to the 

target). The backward shortest path cost of node A will be equal to 9 which is calculated 

through node D. Suppose the shortest path goes through node A, the shortest path cost 

will be equal to the forward shortest path cost of node A (represented by L) + 9 (the 

backward shortest path cost of node A). The path must go to node D (the path through 

node C can be discarded). Therefore, once the forward shortest path cost of node A is 

known, the value is substituted to L and plus the backward shortest path cost of node A 

to get the shortest path cost. 
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Figure 3.4 Calculating the backward shortest path cost from the target 

On each iteration, the forward/backward costs are updated from nodes that already 

expanded in the previous iteration. As a result, the forward shortest path cost of the 

source is set to 0 value as well as the backward shortest path cost of the target on the 

first iteration. The initial state is shown in Fig. 3.5(a). We define S as the set of nodes 

expanded from the source side and T as the set of nodes expanded from the target side. 

The forward shortest path costs expanded from the source and the backward shortest 

path costs expanded from the target are traversing concurrently based on parallel 

Dijkstra’s algorithm. Fig. 3.5(b) shows the expansion after a few iterations. Finally, we 

define set P=S∩T which contains the intermediate nodes (shown in purple nodes in Fig. 

3.5(c)) at which the expansions from S and T meet or converge. 

 

Each node in P has both a forward and a backward shortest path cost. Each update for a 

node in P calculates the shortest path cost by adding its forward shortest path cost with 

its backward shortest path cost. The smallest computed value among nodes in P is the 

current shortest path cost. On each iteration, we expand the forward and backward 

shortest path costs from each of the nodes in P to their neighbors.  
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Figure 3.5 The expansions of the algorithm 

 

Once the current shortest path cost has been updated, the minimum value of the forward 

and backward shortest path costs updated for all active nodes in S and T are checked for 

the ealy termination on each iteration. By active nodes, we mean the nodes whose 

forward/backward shortest path costs are updated in a given iteration, regardless of 

which set they belong to. Our algorithm uses 2 variables which are Min Forward and 

Min Backward to check for the early termination case. Min Forward and Min Backward 

are reset to infinity value every iteration. Min Forward is the minimum forward shortest 
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path cost updated to the nodes on that iteration from the source side and Min Backward 

is the minimum backward shortest path cost updated to the nodes on that iteration from 

the target side. Suppose the frontier nodes are the purple nodes in Fig. 3.6. Purple nodes 

expand the forward shortest path cost to nodes in the green group. Purple nodes also 

expand the backward shortest path cost to nodes in the yellow group. The algorithm 

finds the Min Forward that is updated to nodes in the green group in this iteration. Also, 

the algorithm finds the Min Backward that is updated to nodes in the yellow group in 

this iteration. If the summation of Min Forward and Min Backward is less than the 

current shortest path cost, nodes in the green group and yellow group will be expanded 

further in the next iteration. However, if the summation of Min Forward and Min 

Backward is greater than or equal to the current shortest path cost, the algorithm will 

terminate since the shortest path cost cannot be smaller due to the monotonic property 

of the non-negative weighted graph as will be shown in the proof.  

 

 
Figure 3.6 Early termination 

 

To accelerate the computation time, we additionally introduce the search pruning 

technique. The monotonic property of the shortest path algorithm for the graph with no 

negative weight can be used to further prune searching paths. In some cases, the nodes 

can stop expanding to its neighbors as shown in Fig. 3.7. In this example, the expansion 

fronts meet in the second iteration at node B, and the current shortest path cost is 18. 

The forward/backward shortest path cost of each node is compared with the current 

shortest path cost. Node D is expanded in the third iteration and the current forward 

shortest path cost of node D is equal to 20. Node D can stop expanding to its neighbors 

because its current forward shortest path cost is greater than the current shortest path 

cost which is 18. The costs that are expanded from node D must be greater than the 

current shortest path cost, and they certainly cannot be on the shortest path for the 

positive weighted graph. However, node D still has chances to expand further to the 

neighbors if there is a new path that will later update node D with less cost. Similarly, 

node E is expanded from the target, and has the current backward shortest path cost of 

45 which is greater than 18. Hence, it can stop expanding to its neighbors for the same 

reason. Red line and blue line in Fig. 3.7 show the search pruning of our algorithm. 
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Figure 3.7 Search pruning 

 

3.1.1 Pseudo code of Single-Pair Shortest Path algorithm 

Algorithm 1 shows the main function of our algorithm in Fig. 3.8. Inputs of the 

algorithm are as follows: a positive weighted graph G (described by vertices V, edges E, 

and weight values W), specific source s, and specific target t. Variables used in our 

algorithm are as follows: the completed variable is used to check the termination 

condition of the algorithm, the CurrCost variable keeps the current shortest path cost, 

the MinF and MinB variables are used to keep the minimum forward and backward 

shortest path cost over all active nodes in each iteration respectively. The LatestMinF 

and LatestMinB are the temporary variables used to keep the previous value of MinF 

and MinB respectively, and the iter variable is used to count the current number of 

iterations. In our implementation, a thread represents a node in the graph. Therefore, the 

number of threads used in our implementation is equal to the number of nodes. An array 

Llabels keeps the current forward shortest path cost expanded from source to other 

nodes in the graph (the array’s size is the number of nodes). An array Rlabels keeps the 

current backward shortest path cost expanded from the target to other nodes in the graph 

(the array’s size is also the number of nodes). An array M is used to indicating which 

sets each node belongs to.  

 

Lines 1-4 perform initialization in the algorithm. The Init_variables kernel is called to 

initialize all values used in the algorithm as shown in line 1. The function initializes all 

values of Llabels, Rlabels elements and CurrCost variable to INT_MAX values. The 

function sets the current forward shortest path cost of the source to 0 (Llabels[s] = 0) for 

marking the start point from the source side, and also set the current backward shortest 

path cost of the target to 0 (Rlabels[t] = 0) for marking the start point from the target 

side. LatestMinF and LatestMinB are set to 0 and the current iteration iter variable is set 

to 0. 

 

After initializing all variables, the algorithm starts expanding nodes from both sides in 

do/while loop (line 3-16). The completed variable is reset to 1 and the MinF, MinB are 

reset to INT_MAX in line 4 every iteration before expanding nodes. Our algorithm 
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indicates which sets each nodes belong to in Mark_thread kernel (line 5). Next, threads 

then expand the forward/backward shortest path costs in Expand_nodes kernel (line 6), 

and the algorithm checks for the early termination (line 7-15). The algorithm can 

terminate early when MinF +MinB >= CurrCost as shown in lines 8-10. Otherwise, the 

value of MinF and MinB are updated to LatestMinF and LatestMinB respectively in 

lines 12-13. Note that MinF and MinB are calculated for every node whose forward or 

backward shortest path cost is updated in a given iteration, not only the nodes in P. 

After the algorithm exit do/while loop, the algorithm returns the shortest path cost 

CurrCost in line 17. 

 

 
Figure 3.8 The main function of parallel bidirectional shortest path algorithm 

 

Before expanding the costs from the active nodes to their neighbors, the algorithm 

compute node status for each node indicating which set of each node belong to (S, T, P 

or none) in Mark_thread kernel. The pseudo code of Mark_thread kernel is shown in 

Fig. 3.9. Each thread is assigned to a node in the graph using thread ID (idx) in line 1. 

To check whether the thread or node is expanded from the source or the target or not, 

each thread checks the value of Llabels and Rlabels array with its index (idx). If the 

values are equal to INT_MAX which is the initial value, threads have not been 

expanded or reached yet. On the other hand, if the values are not equal to INT_MAX, 

threads have already been expanded because the cost was updated.  

 

Threads that will be active from the source side (nodes in set S), the algorithm checks 

whether threads are expanded from the source (Llabels[idx]! = INT MAX), and the 

current forward shortest path cost of threads (Llabels[idx]) must be less than CurrCost 

as previously explained in search pruning. Note that, if Llabels[idx] < CurrCost, it also 

means that Llabels[idx]! = INT MAX. In addition, if we use only Llabels[idx] < 

CurrCost condition, threads expanded at the beginning of the graph are always active 

because Llabels[idx] < CurrCost but it may not update the cost to its neighbors and it 
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will be idle every iterations. To reduce those active threads, we add another condition 

which is Llabels[idx] >= LatestMinF which is the minimum forward shortest path cost 

of the previous iteration. Since we do not allow negative weights in the graph, the 

current forward shortest path costs must be greater than or equal to the minimum 

forward shortest path costs of the previous iteration. For threads that will be active from 

the target side (nodes in set T), the backward shortest path cost of threads (Rlabels[idx]) 

must be less than CurrCost and Rlabels[idx] >= LatestMinB. 

 

Our algorithm classifies threads based on the graph expansion depending on the search 

comes from the source side, target side, or both, as shown in lines 2-11. Threads which 

are not grouped into these groups will not be active in that iteration by setting M[idx] = 

‘’. Threads that are expanded from both source and target side (nodes in set P) will 

update the CurrCost if CurrCost > Llabels[idx]+Rlabels[idx] in line 12-16. If multiple 

threads update CurrCost in parallel, it could cause the incorrect result. Our 

implementation uses atomicMin() to update the variable because the atomic function 

guarantees the correctness of multiple data accesses to the same memory location. The 

atomicMin() function compares CurrCost with the new value 

(Llabels[idx]+Rlabels[idx]), and stores the result back to CurrCost (line 14). Each 

thread will compare and update the cost in sequential order because only one thread can 

compare and update the current value of CurrCost which is guaranteed by atomic 

operations. 

 

 
Figure 3.9 Mark_thread kernel 

Note that, the value of CurrCost can be changed by another thread (line 14) at/after the 

time of reading by other threads in line 2, 4, 7, 13. This might lead to RAW/WAR 

inconsistencies. However, this will not make any problem in our algorithm because we 

use the current value at that time of CurrCost. For writing the CurrCost case (line 14), 

the current value at that time of CurrCost is compared and updated by threads in 

sequential order as explained when execute atomic instruction. Therefore, our algorithm 

will get the correct final value of CurrCost of each iteration after terminate the kernel 
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guaranteed by using atomic operation. For reading the CurrCost case, the instructions 

line 2, 4, 7 are used to find the active threads in the groups. There are two cases when 

reading the value of CurrCost. First case, threads read the old value of CurrCost and the 

CurrCost is later updated to the lower value by other threads. The value of CurrCost is 

actually used to prune paths in this kernel. In this case, the threads that use the old value 

are just grouped into an active group if they make the condition true but it is up to the 

cost of themselves whether they can update the cost to its neighbor or not in the 

Expand_nodes kernel. Second case, threads are reading the new value updated by some 

threads. In this case, it will make our algorithm run faster than using a temporary 

variable to update the cost. Using the current value of CurrCost at that time can help 

speeding up our search pruning because some threads can be prune before knowing the 

final value of CurrCost of each iteration after terminate the kernel and the value should 

be used to prune threads in the next iteration. The new value of CurrCost (might or 

might not be the final value) can help to prune paths and reduce the unnecessary 

expansion. If the new value of CurrCost is less than or equal to the Llabels[idx] or 

Rlabels[idx], these threads can stop expanding earlier. Another reading case is in line 13 

before using the atomic operations (line 14). It is used to reduce the threads executing 

many atomic operations. However, threads will use the current value at that time to 

compare and update the value of CurrCost in line 14. Therefore, there is no impact 

about reading the old value or the new value of CurrCost in line 14. 

 

After classifying nodes, active threads expand the costs to its neighbors in 

Expand_nodes kernel as shown in Fig. 3.10. Threads in S and P expand the cost to the 

outgoing neighbors as shown in line 2-12. Each thread calculates the new cost of its 

outgoing neighbors one by one by summing the current forward shortest path cost 

(Llabels[idx]) with the weight. If the current forward shortest path cost of the neighbor 

is greater than the new cost, the thread will update the current forward shortest path cost 

to the new cost of the neighbors in the Llabels array using atomic operation (line 5). 

Also, threads update the new cost to MinF for finding the minimum forward shortest 

path cost updated among threads from the source side on that iteration (line 6-8). MinF 

is used to check for the early termination line 7-15 in Algorithm 1. Finding MinF and 

MinB every iterations can slow down the algorithm because it requires intensive 

computation. Therefore, our algorithm only calculates MinF and MinB when the 

CurrCost < INT_MAX (line 6) because if the CurrCost is not updated by any thread 

from P, it will be equal to the initial value (INT_MAX) which means the expansion of 

both sides are not met. Therefore, the early termination cannot happen. Also, our 

algorithm finds the MinF and MinB at constant intervals (iter % ITERATION = 0 where 

ITERATION is a constant value). It is unnecessary to find the MinF and MinB every 

iteration. The algorithm lets nodes expand for a while before checking the minimum 

value. Then, threads set the value of completed to 0 (line 9) to tell the algorithm that 

there is an update and the algorithm will continue to expand the costs in the next 

iteration. If there is no update from any thread, the algorithm will terminates do/while 

loop (line 16) in Algorithm 1. Threads in T and P expand to the incoming neighbors as 

shown in line 13-23. The expanding from the target side is implemented in the same 

way, but updates to Rlabels array and MinB instead.  
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Figure 3.10 Expand_nodes kernel 

Note that, the value of Llabels can also be changed by threads at/after the time of 

reading by other threads (also in the Rlabels case). Llabels read in line 4 makes no 

problem in our algorithm if the value is changed to the lower value after that because 

the value is used for scanning threads before executing the atomic operation (line 5). 

Threads use the current value of Llabels at that time to compare and update the value in 

sequential order in line 5. It is a bit different from updating CurrCost explained before. 

The atomic operation (line 5), the compare value which is Llabels[idx] +W[from idx to 

nidx] can be change by other threads. If the threads see the old value cost that will be 

later updated by other threads, it is fine because it will use the new value of Llabels to 

compare or update to its neighbors in the next iteration like normal case. On the other 

hand, if the threads see the new value updated by others threads, it will use the new 

value of Llabels to compare and update to its neighbors if it can. This makes our 

algorithm expand nodes faster. For example, there are 3 nodes which are connected (A -

> B -> C). If we use Harish’s algorithm, node A expands to node B in the first iteration. 

Then, node B expands to node C in the second iteration. For our algorithm, node C can 

possibly be expanded at the first iteration if node C see the new cost of node B that is 

updated from node A. On each iteration, the forward shortest path costs are expanded to 

the outgoing nodes if it found the lower cost. Threads can have the same neighbors but 

the new forward shortest path cost of the neighbors has to be finally updated by the 

thread that has the lowest new forward shortest path cost among them that is guarantee 
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by atomic operation after terminate the kernel. Also, there will be a thread that has the 

lowest new forward shortest path cost updated among all active threads in that iteration. 

The thread will finally win and update the new forward shortest path cost to MinF (line 

7). Then, the threads that can update the new forward shortest path cost to its neighbors 

set the value of completed to 0 (line 9). Our algorithm can run faster by using the 

current value of Llabels at that time to compare and update instead of using temporary 

variable. Moreover, we double throughput by expanding nodes from both source and 

target. When threads expand faster, our algorithm can prune paths faster, the expansions 

from both sides are meet faster and terminate faster. 

3.1.2 Proof of correctness  

We provide the proof of correctness after parallelizing below. 

 

Definition 1: Let G be a directed weighted graph with no negative weight. G is called a 

connected graph if for any node v in G, there is a path from the source node to v as well 

as a path from v to the target node.  

 

Assumption 1: We assume that graph G is a connected graph with no negative weight, 

and all the weights are finite. 

 

Definition 2: We refer to the traversing from node S as forward traversing and 

traversing from node T as backward traversing. If the forward traversing reaches node v 

in this iteration, we define it as a forward node. Vice versa, node v reached by the 

backward traversing in this iteration is defined as a backward node.    

 

Definition 3: A node p is said to be in P-group if forward and backward traversing has 

met at this node. The set of all such nodes P = {p1, …, pK} is called P-group. Without 

loss of generality, in case that node S directly connects to T, we can add a pseudo node 

between S and T with zero weight and include this pseudo node in P after the first 

iteration.  

 

Definition 4: For each node p in P-group, let 𝑓𝑜𝑟𝑤𝑖(𝑝) denote its forward shortest path 

cost, and 𝑏𝑎𝑐𝑘𝑤𝑖(𝑝) its backward shortest path cost found from the algorithm as of 

iteration i. Let  

 

𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖(𝐺) = min𝑝∈𝑃−𝑔𝑟𝑜𝑢𝑝(𝑓𝑜𝑟𝑤𝑖(𝑝) + 𝑏𝑎𝑐𝑘𝑤𝑖(𝑝)). 

 

Definition 5: Define 𝐸𝑖
𝑓𝑜𝑟𝑤

 as a set of nodes whose forward shortest path costs are 

updated in this iteration i. Similarly, define 𝐸𝑖
𝑏𝑎𝑐𝑘𝑤 as a set of nodes whose backward 

shortest path costs are updated in this iteration i.  

 

The following Lemmas will be helpful in proving our main results. 

 

Lemma 1: If the shortest path from S to T found from the algorithm as of iteration i 

passes through node 𝑣∗, its corresponding minimum shortest path cost is equal to the 

minimum shortest path cost from S to 𝑣∗ plus the minimum shortest path cost from 𝑣∗ 

to T.  

 

Proof: This is true because G has no negative weights.  
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Lemma 2: For any node v in G, 𝑓𝑜𝑟𝑤𝑖(𝑣) + 𝑏𝑎𝑐𝑘𝑤𝑖(𝑣) is the shortest path cost from S 

to T passing through node v that has been found as of iteration i. Therefore, 

𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖(𝐺) represents the shortest path cost from S to T that has been found as of 

iteration i. 

 

Proof: As of iteration i, we know from the Dijkstra’s algorithm that 𝑓𝑜𝑟𝑤𝑖(𝑣) is the 

minimum shortest path cost from S to v and 𝑏𝑎𝑐𝑘𝑤𝑖(𝑣) is the minimum shortest path 

cost from v to T.  From Lemma 1, the minimum shortest path cost from S to T passing 

thought v must be 𝑓𝑜𝑟𝑤𝑖(𝑣) + 𝑏𝑎𝑐𝑘𝑤𝑖(𝑣) as of iteration i.  Let V denote the set of all 

nodes in G. So the shortest path cost from S to T found as of iteration i is 

min𝑣∈𝑉(𝑓𝑜𝑟𝑤𝑖(𝑣) + 𝑏𝑎𝑐𝑘𝑤𝑖(𝑣)). But we know that the shortest path from S to T must 

pass through a node in P-group because any node outside P-group will have at last one 

of its forward and backward shortest path costs equal to infinity. Therefore, we can 

consider only the paths passing through a node in P-group, and hence 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖(𝐺) is 

the shortest path cost from S to T found as of iteration i. 

 

Lemma 3: During the expansion of P-group, there hold 

  
min

𝑞∈𝐸𝑖
𝑓𝑜𝑟𝑤  forwi(𝑞) ≤  min

𝑞∈𝐸𝑖+1
𝑓𝑜𝑟𝑤forwi+1(𝑞) 

min𝑟∈𝐸𝑖
𝑏𝑎𝑐𝑘𝑤backwi(𝑟) ≤  min𝑟∈𝐸𝑖+1

𝑏𝑎𝑐𝑘𝑤backwi+1(𝑟) 

 

where the minimum is set to infinity if set 𝐸𝑖 is empty. 

 

Proof: The results come from the monotonic property of the Dijkstra’s algorithm on G 

with no negative weight. Note that if 𝐸𝑖
𝑓𝑜𝑟𝑤

 is empty, there is no further forward 

traversing, and similarly for the case of backward traversing.   

 

The following theorem shows that our early termination condition will be met after a 

finite number of iterations. 

 

Theorem 1: Given a graph G satisfying Assumption 1, there is a finite i such that  

 

        𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖(𝐺) ≤ 

min
𝑞∈𝐸𝑖

𝑓𝑜𝑟𝑤  𝑓𝑜𝑟𝑤𝑖(𝑞) +   min
𝑟∈𝐸𝑖

𝑏𝑎𝑐𝑘𝑤  𝑏𝑎𝑐𝑘𝑤𝑖(𝑟) 

 

where the minimum is set to infinity if set 𝐸𝑖 is empty. 

Proof: Observe that the forward traversing of our algorithm is the parallel version of the 

Dijkstra’s algorithm, and hence will terminate after a finite number of steps. Let i 

denote the last iteration if we allow the algorithm to run without early termination. 

Since G is connected, node T must be the only node to be considered at this iteration i; 

that is, 𝐸𝑖
𝑓𝑜𝑟𝑤

= {𝑇}. If 𝑓𝑜𝑟𝑤𝑖(𝑇) is updated, it must equal the true shortest path cost 

from S to T and min
𝑞∈𝐸𝑖

𝑓𝑜𝑟𝑤  𝑓𝑜𝑟𝑤𝑖(𝑞) = 𝑓𝑜𝑟𝑤𝑖(𝑇). Now from Lemma 2, we know 

that 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖(𝐺) =  𝑓𝑜𝑟𝑤𝑖(𝑇), and hence the inequality of this theorem holds. 

However, if no node is updated at this iteration, the right hand side of the inequality will 

be infinity. This completes the proof.  

 

Note that in our algorithm the traversing can terminate earlier. The following theorem 

provides our main result. 
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Theorem 2: Let G be a graph satisfying Assumption 1. Once the inequality in Theorem 

1 holds at iteration i*, the shortest path cost from source node S to target node T in G is 

equal to 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). Furthermore, let  

 

𝑝∗ = argmin𝑝∈𝑃−𝑔𝑟𝑜𝑢𝑝(𝑓𝑜𝑟𝑤𝑖∗(𝑝) + 𝑏𝑎𝑐𝑘𝑤𝑖∗(𝑝)). 

 

Then the shortest path passes through 𝑝∗. 
 

Proof: Observe from Lemma 2 that the true shortest path cost from S to T is bounded 

above by 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). Now suppose for contradiction that the inequality in Theorem 

1 holds, but the true shortest path cost of G is strictly less than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). Let Π =
{𝑣0 → 𝑣1 → ⋯ →  𝑣𝑛 → 𝑣𝑛+1} denote the true shortest path from 𝑆 = 𝑣0 to 𝑇 = 𝑣𝑛+1. 

We note that if a node is not in P-group, at least one of its forward and backward 

shortest path costs must be infinity. On the other hand, for every node in P-group, both 

of its forward and backward shortest path costs are finite, but from the definition 

of 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺) the sum cannot be less than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). Since cost of Π is less 

than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺), at least one of the forward and backward shortest path costs as of 

iteration i* of each node in Π can be updated to obtain a lower cost.  Assume that node 

𝑣𝑗  is the furthest node from S in Π with the current forward shortest path cost being the 

true shortest path cost from S to 𝑣𝑗 , and that node 𝑣𝑘 is the furthest node from T in Π 

with the current backward shortest path cost being the true shortest path cost from 𝑣𝑘 to 

T.  That is, there cannot be further update on the forward shortest path cost of 𝑣𝑗  nor the 

backward shortest path cost of  𝑣𝑘 . 
 

Now we consider 3 cases of j and k. Case 1: 𝑘 ≤ 𝑗. Then from the Dijkstra’s algorithm 

there must be a node  𝑣𝑙 ∈ Π such that 𝑘 ≤ 𝑙 ≤ 𝑗 and that the forward and backward 

shortest path costs of  𝑣𝑙 represent its true shortest path costs from S to 𝑣𝑙 and from  𝑣𝑙 

to T, respectively. From Lemma 2 we know that the sum of the forward and backward 

shortest path costs of 𝑣𝑙 is the true shortest path cost from S to T, but in this case  𝑣𝑙 

must be in P-group and this contradicts with the assumption that the shortest path cost 

from S to T is less than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). 

 

Case 2: 𝑘 = 𝑗 + 1. It must be that the forward shortest path cost of  𝑣𝑗  is updated at this 

iteration i* since otherwise  𝑣𝑗  cannot be the furthest node from S with the forward 

shortest path cost being the true shortest path from S to  𝑣𝑗  in this iteration. 

So 𝑓𝑜𝑟𝑤𝑖∗(𝑣𝑗) ≥ min
𝑟∈𝐸

𝑖∗
𝑓𝑜𝑟𝑤

𝑓𝑜𝑟𝑤𝑖∗(𝑟). Now at iteration i*+1, the backward shortest path 

cost of  𝑣𝑗  will be updated to 𝑏𝑎𝑐𝑘𝑤𝑖∗(𝑣𝑘) plus the distance from  𝑣𝑗  to 𝑣𝑘, and this will 

be equal to the true shortest path cost from  𝑣𝑗  to T. Now from Lemma 2 we know that 

the shortest path cost from S to T must be  

 

𝑓𝑜𝑟𝑤𝑖∗+1(𝑣𝑗) + 𝑏𝑎𝑐𝑘𝑤𝑖∗+1(𝑣𝑗)  

= 𝑓𝑜𝑟𝑤𝑖∗(𝑣𝑗) + 𝑏𝑎𝑐𝑘𝑤𝑖∗+1(𝑣𝑗) 

≥ min
𝑟∈𝐸

𝑖∗
𝑓𝑜𝑟𝑤

𝑓𝑜𝑟𝑤𝑖∗(𝑟) + min
𝑞∈𝐸𝑖∗+1

𝑏𝑎𝑐𝑘𝑤
𝑏𝑎𝑐𝑘𝑤𝑖∗+1(𝑞) 

≥ min
𝑟∈𝐸

𝑖∗
𝑓𝑜𝑟𝑤

𝑓𝑜𝑟𝑤𝑖∗(𝑟) + min
𝑞∈𝐸𝑖∗

𝑏𝑎𝑐𝑘𝑤
𝑏𝑎𝑐𝑘𝑤𝑖∗(𝑞) 

≥ 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺) 
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where the first inequality comes from the fact that the forward shortest path cost of 𝑣𝑗  is 

updated at iteration 𝑖∗ and its backward shortest path cost is updated at iteration 𝑖∗ + 1; 

the second inequality is from Lemma 3; and the last inequality is from the assumption 

that the inequality in Theorem 1 holds. However, the above expression contradicts with 

the assumption that the shortest path from S to T is less than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). 

 

Case 3: 𝑘 > 𝑗 + 1. Now if we continue to update the forward and backward shortest 

path costs in the same manner, there will be a node 𝑣𝑙 ∈ Π such that 𝑗 < 𝑙 < 𝑘 whose 

forward and backward shortest path costs will be updated at later iterations. Let  𝑖′ > 𝑖 
and 𝑖′′ > 𝑖 denote the iterations at which the forward and backward shortest path costs 

of 𝑣𝑙 are updated to its true shortest path from S to 𝑣𝑙 and from 𝑣𝑙 to T, respectively. Let 

𝑖# = max(𝑖′, 𝑖′′).  We have the true shortest path cost from S to T is  

 

𝑓𝑜𝑟𝑤𝑖#(𝑣𝑙) + 𝑏𝑎𝑐𝑘𝑤𝑖#(𝑣𝑙)  

= 𝑓𝑜𝑟𝑤𝑖′(𝑣𝑙) + 𝑏𝑎𝑐𝑘𝑤𝑖′′(𝑣𝑙)  

≥ min
𝑟∈𝐸

𝑖′
𝑓𝑜𝑟𝑤

𝑓𝑜𝑟𝑤𝑖′(𝑟) + min
𝑞∈𝐸

𝑖′′
𝑏𝑎𝑐𝑘𝑤

𝑏𝑎𝑐𝑘𝑤𝑖′′(𝑞)  

≥ min
𝑟∈𝐸

𝑖∗
𝑓𝑜𝑟𝑤

𝑓𝑜𝑟𝑤𝑖∗(𝑟) + min
𝑞∈𝐸𝑖∗

𝑏𝑎𝑐𝑘𝑤
𝑏𝑎𝑐𝑘𝑤𝑖∗(𝑞)  

≥ 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺)  
 

which contradicts with the assumption that the shortest path cost from S to T is less 

than 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺).  Therefore, we conclude that once the inequality in Theorem 1 

holds, the shortest path cost from S to T is equal to 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺). Finally, we can 

travel from S to 𝑝∗ using the shortest path from S to 𝑝∗ and then from  𝑝∗ to T using the 

shortest path from 𝑝∗ to T to obtain the cost of 𝑠ℎ𝑜𝑟𝑡𝑒𝑠𝑡𝑖∗(𝐺), which is the shortest path 

cost from S to T. Thus, this path is the shortest path. 

3.2 Parallel longest path algorithm 

A retiming technique allows the optimal placement of flip-flop position for circuit delay 

reduction. However, retiming-based timing analysis (RTA) comes with the cost of 

runtime complexity that results in an order of magnitude higher runtime overhead than 

conventional static timing analysis (TA). RTA provides noticeable performance gain to 

designs over TA approach [27]. The technique has been adopted for circuit delay 

reduction, number of flip-flop optimization, and dynamic power consumption reduction. 

Originally, RTA was proposed for use during the logic synthesis phase. The integration 

with physical design CAD has been widely accepted to consider wire delay as well. 

However, RTA comes with the cost of higher runtime complexity than TA. In RTA for 

sequential circuits, [27] allows the users to move FFs and use them to predict the timing 

information after retiming. Compared to the placement with TA, this RTA-based 

placement optimization significantly improves circuit performance by exploiting 

retiming-aware timing slack. The longest path values for the retiming graphs with 

negative edge weights can be calculated by using Bellman-Ford algorithm which is the 

heart of the RTA. Bellman-Ford algorithm complexity is O(n log n). Thus, the goal of 

this section is to speed up the RTA algorithm to compute the longest path length for 

directed graphs with negative weights. 

 

S. Kumar et al. [8] proposed a parallel single-source shortest path algorithm based on 

Bellman–Ford algorithm using GPGPU. The algorithm focuses only on dense graphs 
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and can detect negative weighted cycle. Their algorithm is suitable for the dense graphs. 

Unlike [8], our data structure is designed toward general graphs in which the average 

fan-out is no more than eight. It uses less memory than adjacency matrix representation 

for sparse graph as shown in Fig. 3.11. Adjacency matrix representation is shown in 

Fig. 3.11 (a) and our data structure is shown in Fig. 3.11 (b). Also, our implementation 

does not use atomic operation to update the cost value since atomic operation requires a 

locking mechanism and hence it is likely to take more computation time. It is possible 

that our algorithm could require few more iterations, as a tradeoff to guarantee the 

correctness of the program. In addition, our implementation is net-based thread 

representation which uses a thread to represent a net in the graph. In this section, we 

propose a modified retiming-based timing analysis that takes advantage of the GPGPU 

architecture to achieve an order of magnitude of runtime speedup over traditional CPU 

approach. We integrate GPGPU-based RTA into min-cut based placer to evaluate 

runtime performance of our approach. The contributions are: 1) Proposing a timing 

analysis that can handle cyclic graphs by employing GPGPU computing paradigm. 2) 

Integrating positive cycle detection algorithm for RTA’s early exit condition to run on 

GPGPU. 3) Evaluating the proposed GPGPU-based RTA by integrating it into a min-

cut based placement algorithm. 

 

 
Figure 3.11 Comparing data structure 

 

After min-delay retiming, the timing slack is computed by using proposed algorithm in 

RTA [27]. The fundamental of this algorithm is to obtain both required and arrival time 

by having the condition that the FFs are optimally positioned in terms of performance. 

The advantage of RTA is retiming-based timing slack which could achive more 

precision timing optimization during partitioning and placement processes [27]. Also, 

RTA benefits from Bellman-Ford approach by considering graph-based method to 

produce the retiming. Therefore, RTA does not require time and memory needed in ILP 

approach [28]. In RTA, a retiming graph [28] is used to design a sequential circuit while 

two gates are connected by using FFs which consider as weights of directed edges. If 

FFs have the feedback loops, the retiming graphs will become cyclic. Moreover, a user-

specified target clock period  is combined with FF weight to acquire another edge 

weight to calculated the timing information. The result will be either negative or 

positive depending on the value of . There is a possiblity that the positive loop 

occurred if  is too small. The longest path in the cyclic graph will be calculated by 

using Bellman-Ford algorithm. If  is created a positive cycle then  is not feasible. At 

last, the minimum feasible  is obtained by binary search while feasibility is checked by 

RTA. Fig. 1 illustrates the retiming algorithm. The circuit in Fig. 3.12 (a) has the 
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longest path of 6 gate delay before the retiming. After the retiming, the longest path is 

reducted to 4 gate delay as shown in Fig. 3.12 (b). 
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Figure 3.12 An example of the retiming in a circuit 

 

Fig. 3.13 shows the description of the baseline RTA algorithm where sequential arrival 

time l(v), sequential required time q(v), retiming value r(v), edge e(u,v) connecting from 

vertex u to vertex v, delay of vertex d(u), delay of edge d(e), and predecessor (v) for 

each vertex are initialized in lines 1-6. Edge weight w(e) is equal to the number of flip-

flop on the edge e. The Boolean flag “done” (line 9) is initialized to TRUE. The flag is 

used to keep track the update condition of any vertex in the circuit. If there is no update 

for the entire graph in this iteration and sequential arrival time of the terminal node is 

less than , then the algorithm stops and returns TRUE value (line 28). In each iteration, 

the algorithm visits one vertex at a time to calculate temporal sequential arrival time l(v) 

and temporal required time q(v). The computation is performed by examining vertex v’s 

fan-in (line 11) and its fan-out (line 12) vertices. If the temporal sequential arrival time 

is greater than the current value, we update l(v) (line 17-22). We also update r(v) and 

(v). Similarly, if the temporal sequential required time is lower than the current value, 

we update q(v) (line 23-26). If RTA does not converge after |V| iterations, we conclude 

that  is not feasible (line 32). The complexity of retiming-based timing analysis is 

based on Bellman-Ford longest path algorithm. Then, the worst case runtime complexity 

is O(n log n) while the worst case runtime complexity on a GPU is O(
𝑛 𝑙𝑜𝑔 𝑛

𝑥
) where x is 

the number of threads. 
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Figure 3.13 Description of baseline RTA 

3.2.1 Pseudo code of longest path algorithm 

The traditional retiming analysis is iteration-based. In each iteration, one vertex of a 

given netlist (set of edges, N) is selected and sequential arrival, sequential required time 

of the particular vertex are updated either if the computed sequential arrival time 

exceeds the current value or the computed sequential required time is less than the 

current value. The algorithm will stop when one of the following three conditions are 

true: (i) sequential arrival time of any primary output exceeds the target clock period. 

This means that the longest sequential delay exceeds the target clock period, thus a 

larger clock period is required, (ii) there is no update on both sequential arrival time and 

sequential required time among all nodes in the netlist, (iii) if the number of iterations 

exceeds the total number of nodes in the netlist. In this case, the giving netlist has 

positive cycles with the target clock frequency. So a larger target clock frequency is 

required to eliminate this positive cycles.  
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The modified GPGPU algorithm is shown in Fig. 3.14 and Fig. 3.15. The retiming-

based timing analysis is performed with the interactions between CPU and GPU when 

cpuRTA function is running on CPU and gpuRTA function is running on GPU. In Fig. 

3.14, the parameters are initialized (line 1) when iter variable is used to count the 

number of iterations when gpuRTA is called. Change variable is set to a value greater 

than zero if there is either sequential arrival time or sequential required time updated. 

while loop (line 2) is used to validate the exit conditions. Inside the while loop, the 

program keeps calling gpuRTA kernel function on GPU (line 4). The algorithm can have 

early exit condition if the sequential arrival time of the primary outputs exceed the 

target clock period (line 8-10). The number of CUDA blocks is set to the ceiling of the 

total number of net divided by the number of thread per block. The algorithm will 

continue until there is no change in the sequential arrival time and sequential required 
time values. In addition, we put the bound on the number of iterations to guarantee that 

the number of iterations cannot exceed the number of nets (|N|). We can have early exit 

case when the sequential arrival time of primary outputs exceeds the target clock period 

. In that case, the given circuit cannot satisfy the target clock period .  
 

 
Figure 3.14 Description of cpuRTA running in CPU 
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Figure 3.15 Description of gpuRTA running in GPU 

In Fig. 3.15, gpuRTA is a CUDA kernel running on GPU. The main function is similar 

to the baseline retiming-based timing analysis. In this kernel, one CUDA thread is 

assigned to operate on one net where N is the set of edge in line 1. In each thread, we 

examine one net to calculate temporal sequential arrival time and sequential required 

time (line 2-3). Similar to the baseline algorithm, if the temporal sequential arrival time 

is greater than the current value, we update l(v), r(v), and (v) (line 5-10). If the 

sequential required time is lower than the current value, we update q(v) (line 12-15). 

Change variable is used to keep track of the update and notify back to CPU main 

function (line 9, 14). Note that change is a global memory variable that is shared among 
threads. After each gpuRTA call, change variable has to be copied back to CPU for 

status checking. We can ignore the race condition for accessing change variable because 

the order of update cannot alter the result since we only compare the value of change 

variable between 0 and greater than 0. Fig. 3.16 shows the interactions between cpuRTA 

and gpuRTA. The first call to gpuRTA kernel, there are three threads running (three 

edges connected with the red node). The second call results in more CUDA threads 
running (edges connected with green nodes and red nodes). After that the edges 

connected with blue threads, pinks threads, brown thread, and black threads will be 

called in the third, the fourth, and the fifth gpuRTA calls respectively. 
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Figure 3.16 Thread assignment on retiming graph 

Positive cycle detection can be used to reduce the number of iterations on Bellman-Ford 

or other longest path algorithms as shown in [29]-[30]. Once the positive cycle has been 

found in the graph, it is guaranteed that the given clock cycle is not feasible. In [30], the 

author shows that “walk to the root” algorithm is simple and suffices with negligible 

computation overhead when employing constrained graphs such as circuit benchmarks. 

In this paper, the modified “walk to the root” has been adopted to run on GPGPU. 

Instead of choosing one root node at a time, with the parallel computing power of GPU, 

all nodes are considered simultaneously. As shown in Fig. 3.17, the algorithm starts by 

propagating label information from the root node to other nodes. For a given edge (u,v), 

the propagation can happen only if the new arrival time of node v is greater than the 

arrival time of node u, condition on line 5 of gpuRTA function. The positive cycle is 

detected, once the label information of node u has been reached to that node as shown in 

Fig. 3.17. Note that by searching all nodes simultaneously, it could result in 

overwhelming of data (such as pyramid like structure when there is one primary input at 

the top of the pyramid), however it is rarely the case in normal circuit benchmarks as 

shown in experimental results (number of PIs). In this implementation, the computation 

overhead is small; however it is possible that in rare cases, it will take longer iteration 

than |N| (such as pyramid case with cycle). In that case, the algorithm will stop after |N| 

iterations because of the property of Bellman-Ford algorithm. Since CUDA does not 

support queue implementation, queue in gpuCheckCycle() function is implemented 

using array structure with the limit size of queue setting to 40 entries. Note that this can 

work because most of the circuit benchmark, maximum fan-in and fan-out are usually 

set to a fixed number. 

 

 
Figure 3.17 “walk to the root” implementation on GPGPU 

In Fig. 3.18, gpuWavePropagate() function is the function to update labeling queue 

information in which each vertex has a queue of fixed size implemented using array 

structure. For a given edge (u,v), labeling information is taken from source node ‘u’ and 

push it to the labeling queue of sink node ‘v’ if there are available space as shown in 

line 1-3. If the edge ‘e’ has not been marked ,i.e., the labeling information of the vertex 

‘u’ has not been propagated yet, then the algorithm will mark it as shown in line 4-7. 

Fig. 3.19 illustrates gpuCheckCycle() function. If the labeling information is the same as 
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vertex ‘v’ and the total cost is positive that mean the positive cycle has been detected 

(line 1-5). Label 6-8 is to pop up the label queue of node ‘v’. 

 

 
Figure 3.18 gpuWavePropagate 

 

 
Figure 3.19 Cycle Detection 

If the update of sequential arrival time and sequential required time are computed 

similar to traditional retiming analysis approach, the number of memory references, in 

the worst case, is equal to the number of maximum fan-in plus the number of maximum 

fan-out of a given vertex multiplied by the total number of vertex. This will result in 

large memory bandwidth. Hence, the first modification of retiming analysis is done as 

per net instead of per vertex so that the number of reference per thread is equal to 2 

(source and sink information). To employ this approach, the CUDA algorithm is 

designed such that one thread is operating on one net. Unlike traditional retiming 

analysis, when pointers are often used for memory reference, data structures in GPU are 

often array based. In GPGPU, if consecutive threads can access consecutive memory 
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addresses, it will provide higher performance gain as all these consecutive threads will 

received data nearly at the same time. We employ coalesced memory addressing for net 

information so that each consecutive threads in a warp is accessing memory in 

consecutive order. Since our platform is based on Fermi architecture with cache 

support, the shared memory has not been considered for the optimization.  

Another different between traditional retiming analysis and GPGPU-based retiming 

analysis is termination conditions. The number of maximum iteration is set to the total 

number of net (|N|) in GPU case. Note that this is different than the CPU baseline 

algorithm when traditional retiming analysis will perform at most |V| iterations. Since 

our update is per net, it is guarantee that with |N| updates, all sequential arrival and 

sequential required time value have been propagated from any primary input to any 

primary output. This comes from the complexity of Bellman-Ford algorithm when the 

worst case complexity is O(N log N) where N is the number of vertex. In GPU 

implementation, it is possible that one iteration of gpuRTA(), only one vertex is 

examined since all vertex is connected sequentially and the net that connected to 

primary output has been examined first. Hence, N iterations are required. 
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CHAPTER 4  

EXPERIMENTAL RESULT AND DISSCUSSION 

In the experiment, we use ASUS GeForce GTX 480 which has 480 cores for the 

graphics card and Intel(R) Core2 Duo CPU E7500 @ 2.93GHz for the CPU.  

4.1 Parallel Single-Pair Shortest Path algorithm 

Harish [5, 6] (name as “Harish”) proposed parallel Dijkstra’s shortest path algorithm on 

GPGPU which is targeted to solve SSSP. We modified Harish algorithm to include the 

early termination (name as “Harish with Early Terminate” or “HET”) to solve the SPSP 

in our experimental results. HET is the same as Harish algorithm except the algorithm 

terminates immediately after the shortest path of two nodes has been specified. Our 

implementation is named as Parallel Source and Target Search (PSTS). In experimental 

results, we use benchmarks from 9th Dimacs [31] and SSCA#2 [32]. Node 1 is chosen 

to be the source and node N is chosen to be the target (N = the number of nodes) for all 

benchmarks. Therefore, node 1 and node 264,346 will be the source and target 

respectively for NY benchmark. We compare PSTS over HET in the experimental 

results and also report the original Harish execution time. The first experimental results, 

9th Dimacs benchmarks is used and the runtime comparison is shown in Table 4.1. For 

PSTS, ITERATION is set to 100. #Nodes and #Edges in the table describe the number 

of nodes and edges of the benchmarks. HET/PSTS shows the speedup comparison 

between HET over PSTS. From the results, PSTS outperforms HET by 2.23x on 

average. The graph represents the runtime comparison is shown in Fig. 4.1. The 

performance speedup comes from exploiting parallelism by traversing graph from both 

directions at the same time. Our algorithm can outperform HET by a factor more than 2. 

This is because we also propose the search pruning algorithm and MinF and MinB for 

the early termination to enhance the performance of the algorithm. 

 

Table 4.1 Runtime comparison on 9th Dimacs benchmarks (source=1, target=n) 

Name # Nodes # Edges Harish HET PSTS HET/PSTS 

NY 264,346 733,846 295 68 44 1.55 

BAY 321,270 800,172 271 257 191 1.35 

COL 435,666 1,057,066 507 390 215 1.81 

FLA 1,070,376 2,712,798 3227 614 805 0.76 

NW 1,207,945 2,840,208 3604 1684 874 1.93 

NE 1,524,453 3,897,636 2382 1214 379 3.20 

CAL 1,890,815 4,657,742 5196 1181 274 4.31 

LKS 2,758,119 6,885,658 13379 488 298 1.64 

E 3,598,623 8,778,114 11818 6910 2912 2.37 

W 6,262,104 15,248,146 19124 9931 3091 3.21 

CTR 14,081,816 34,292,496 67074 19327 7993 2.42 

           Avg. 2.23 
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Figure 4.1 Graph represents the runtime comparison on 9th Dimacs benchmarks 

(source=1, target=n) 

In the second experimental results, we use SSCA#2 graph model generated by using the 

Georgia Tech graph generator tool [32]. The results are shown in Table 4.2. We report 

1.78x performance of PSTS comparing with HET on average. The graph represents the 

runtime comparison on SSCA#2 benchmarks is shown in Fig. 4.2. For the small 

benchmarks, the performance of PSTS gain decreases. It depends on the data structure 

and layout of the graphs which impact on realistic execution time. The number of nodes 

updated in each step influences the current minimum forward/backward shortest path 

cost, current shortest path cost, pruning and early termination. 

 

Table 4.2 Runtime comparison on SSCA#2 with, weight range 1-100 

# Nodes Degree Harish HET PSTS HET/PSTS 

65536 13 137 86 43 2.00 

131072 17 369 73 73 1.00 

262144 21 1516 227 113 2.01 

524288 27 4561 4231 1538 2.75 

1048576 34 15894 4220 3625 1.16 

        Avg. 1.78 
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Figure 4.2 Graph represents the runtime comparison on SSCA#2 with, weight 

range 1-100 

In Fig. 4.2, at n=524288, the runtime of HET is nearly the same as the original Harish 

algorithm. This is because the shortest path between the source and the target is about 

the longest path of the graph and it is the reason that HET cannot terminate early and 

the runtime will be nearly the same as the original Harish. 

4.2 Parallel longest path algorithm 

The overall algorithm is a min-cut based placement.  For each iteration, the circuit is 

partitioned into two sub-bins and the circuits are placed with the objective of retiming 

delay minimization. For 8x8 bins, there will be 64 partitions, and 63 calls for retiming 

based timing analysis (RTA). The objective of RTA is to identify the cycle time of the 

entire circuit. The circuit can contain cycles with flip-flops. The algorithm will identify 

the feasible cycle time in which the longest path delay is smaller than the cycle time. In 

addition, if the cycle time is too small, it can result in positive cycle. If the cycle time is 

too large, the circuit will run at slow frequency than it should. Usually, the binary 

search is used to identify the minimum feasible cycle time. Hence, for any algorithm 

related with RTA, it will be the one of slowest part of the algorithm and we are trying to 

speed up this part. 

 

The Mincut-based global placement’s engine is used as a baseline in this work. The 

engine is based on GEO algorithm proposed by J. Cong and S.K. Lim [27]. The 

flowchart of the overall framework is given in Fig. 4.3. The algorithm is based on multi-

level partitioning by using top-down approach. The GEO iteratively performs bi-

partitioning to place sub-netlists such that the weighted cut size is minimized. The 

weighted cut size is calculated based on wirelength and retiming slack. The algorithm 

will terminate once m  n slots have been achieved as the result of the global placement 

where m is the number of rows and n is the number of columns to be partitions. Each 

iteration bi-partitioning of sub-netlists is performed, ESC algorithm [33], multi-level 

clustering also proposed by J. Cong and S.K. Lim are used to enhance partitioning 

quality followed by random placement. Then, retiming-based timing analysis is called 

to generate timing information of the entire netlist. Finally, iterative improvement-based 
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FM algorithm proposed by Fiduccia-Mattheyses [34] is used to minimize the weighted 

wirelength. The gray block in Fig. 4.3 is the modified function to run in GPU. 

 

Figure 4.3 GEO framework 

Fig. 4.4 shows a pie chart of profiled distribution of the benchmark s38584 obtained 

from gnu profiling tool running on the GEO. The large portion (94%) of runtime in 

GEO algorithm is spent by the function of retiming-based timing analysis (RTA). The 

other runtime contributions include static timing analysis, multi-level partitioning, and 

other functions. In this paper, we only speed up the large time consuming function 

which is retiming-based timing analysis (RTA) function. The others are less time 

consuming functions. Therefore, the ideal case is that the runtime of RTA function is 

equal to zero and the ideal runtime reduction we can achieve is 94% on average. 



 

 

46 

 

 

Figure 4.4 Runtime distribution of baseline GEO 

Our algorithm is implemented in C++/STL, compiled with gcc v4.4.1, and run on an 

Intel Core 2 duo 2.93 GHz machine with 2GBs memory. The graphics processor is 

based on GeForce 480 with 480 SP cores with clock rate at 1.4 GHz. The amount of 

total global memory is 1.6 GBs. The CUDA capability version number is 2.0. Our CPU 

has maximum theoretical performance of 4.32 GFLOPS while GPU has maximum 

theoretical performance of 1.34 TFLOPS. However, the major constraint of this 

problem is the dependent of graph traversing. Most graphs have data dependencies that 

limit the number of nodes to be traversed (eg. the number of fan-in and fan-out). The 

benchmark set shown in Table 4.3 consists of seven circuits from ISCAS’89 and six 

circuits from ITC’99 suites. We report static delay, retiming delay, wirelength, and 

runtime based on different global placement solution where each slot has a unit size of 

1×1. Runtime is measured in second. Two endpoints's edge delay is calculated by using 

Manhattan distance method. 

 

Table 4.3 Benchmark circuit characteristics 

Ckt Gate PI PO FF Net 

s5378 2828 36 49 163 3026 

s9234 5597 36 39 211 5844 

s13207 8027 31 121 669 8727 

s15850 9786 14 87 597 10397 

s35932 16454 35 2048 1728 18116 

s38417 22397 28 106 1636 24061 

s38584 19407 12 278 1452 20871 

b14o 5401 32 299 245 5678 

b15o 7092 37 519 490 7577 

b17o 22854 37 1511 1414 24305 

b20o 11979 32 512 490 12501 

b21o 12156 32 512 490 12678 

b22o 17351 32 725 703 18086 

 

Flip-flops have unit area and zero delay. Since the contribution of this work focuses 

only on parallelism of retiming algorithm, those unit delay and areas, will have little or 

no impact in terms of calculation time. Table 4.4 illustrates placement results between 

8×8 and 16×16 dimensions. Note that the wirelenth (wl), normal dly (dly), and retiming 

Runtime distribution

RTA

STA

multi-level

parititioning
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delay (rdly) are the same for both CPU version and GPU version since both the versions 

use the same placement algorithm as well as the timing calculation. The only difference 

is that slack computation is computed by CPU for the baseline algorithm which we will 

call it CPU and by GPU which we will call it GPU. 

 

Table 4.4 Placement result with different dimensions 

Ckt Dim = 8 x 8 Dim = 16 x 16 

Wl Dly Rdly Wl Dly Rdly 

s5378 1427 109 75 3541 66 49 

s9234 1478 162 67 3877 109 50 

s13207 1792 143 128 4369 102 89 

s15850 1651 194 127 4501 134 98 

s35932 2338 95 51 5890 74 47 

s38417 2480 99 59 6557 70 41 

s38584 2551 112 91 7036 80 66 

b14o 3931 190 116 8966 124 63 

b15o 5468 199 126 13074 110 71 

b17o 10334 184 122 24146 111 75 

b20o 6012 178 109 15046 112 74 

b21o 5860 177 106 14462 116 67 

b22o 7596 191 100 19407 109 70 

 

Table 4.5 reports runtime difference in second between CPU, OPT and GPU. OPT is the 

upper bound of the algorithm in which the total runtime of RTA algorithm is not 

considered. Note that the runtime of min-cut based placement algorithm is still 

considered in OPT. From the table, we can see that the GPU algorithm performance is 

quite comparable to OPT and we obtain about 10× performance gain for large circuit.  

 

Table 4.5 Runtime performance with different dimensions 

Ckt Dim = 8 x 8 Dim = 16 x 16 

CPU OPT GPU  CPU OPT GPU  

S5378 4.60 1.10 2.37 8.99 1.09 4.16 

S9234 27.15 1.48 7.18 50.31 3.89 11.63 

S13207 63.30 5.11 11.60 108.40 8.51 19.71 

S15850 184.58 8.95 17.31 362.85 13.46 30.06 

S35932 773.91 27.32 39.08 1735.52 45.82 81.32 

S38417 973.14 39.80 64.56 1947.97 74.80 148.48 

S38584 561.21 39.00 59.46 1291.77 70.27 123.65 

b14o 39.40 3.02 8.34 64.44 5.83 13.15 

b15o 105.43 6.82 14.84 161.98 10.71 24.05 

b17o 1091.70 58.95 89.08 2346.51 112.63 197.32 

b20o 355.33 21.78 34.65 672.32 31.33 60.87 

b21o 385.83 22.41 35.00 725.02 31.61 61.45 

b22o 698.63 35.84 58.49 1405.91 64.25 119.10 
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Figure 4.5 Graph representing runtime performance with different dimensions 

baseline Dim = 8x8 CPU 

 

Table 4.6 shows the runtime performance gain with GPGPU with and without clustering 

algorithm. The baseline is with alpha = 10, run = 5, and dimension = 8×8 where alpha 

is the net weight for retiming delay [27]. run is the number of random runs when we 

select the best run for the current partitioning. alpha is the delay weight for weighted 

cutsize computation. With ESC clustering (part=2) [33], it requires larger runtime. Note 

that the algorithm can perform well with or without clustering algorithm due to the 

more number of calls to RTA functions.  

  

Table 4.6 Runtime performance with/without clustering 

Ckt Rdly CPU GPU 

Part=0 Part=2 Part=0 Part=2 Part=0 Part=2 

s5378 64 49 2.25 4.60 1.07 2.37 

s9234 66 50 12.02 27.15 2.46 7.18 

s13207 117 89 18.25 63.30 3.66 11.60 

s15850 113 98 47.68 184.58 5.26 17.31 

s35932 67 47 176.04 773.91 11.09 39.08 

s38417 103 41 452.59 973.14 20.46 64.56 

s38584 110 66 114.97 561.21 14.18 59.46 

b14o 77 63 15.68 39.40 3.08 8.34 

b15o 106 71 56.63 105.43 5.66 14.84 

b17o 112 75 572.64 1091.7 24.35 89.08 

b20o 101 74 91.37 355.33 9.23 34.65 

b21o 99 67 96.55 385.83 9.40 35.00 

b22o 89 70 173.40 698.63 15.34 58.49 
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Figure 4.6 Graph representing runtime performance with/without clustering 

baseline CPU Part =2 

Table 4.7 shows the runtime difference when run is changed to 200. Among all results, 

the runtime performance varies from 2 to 20 times with the average of 8. The results 

depend on the structure of the circuit.  

  

Table 4.7 Runtime performance with run=200 

Ckt Rdly CPU GPU 

Part=0 Part=2 Part=0 Part=2 Part=0 Part=2 

s5378 65 45 71.24 167.52 35.43 96.00 

s9234 51 50 297.32 899.40 86.28 300.61 

s13207 90 75 612.20 2367.01 132.15 478.85 

s15850 102 81 1706.20 7425.94 185.71 713.63 

s35932 79 47 5667.98 29284.0 411.56 1607.2 

s38417 87 43 4964.20 26587.0 590.23 2507.3 

s38584 100 83 3612.55 21976.1 528.31 2450.8 

b14o 71 67 353.36 1181.25 95.59 333.07 

b15o 93 83 688.48 2592.23 149.37 553.48 

b17o 87 68 4878.87 26730.6 809.47 3694.7 

b20o 94 69 2756.05 13719.3 345.50 1458.9 

b21o 78 62 2933.03 14569.9 349.29 1459.2 

b22o 73 66 5228.15 27981.9 577.88 2472.4 
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Figure 4.7 Graph representing runtime performance with run=200 baseline CPU 

Part=2 

Fig. 4.8 illustrates runtime impact on different CUDA block size on our GPU algorithm 

with run = 5, alpha = 5, part = 2, and dim = 16×16. From the Fig. 4.8, different CUDA 

block size has negligible impact to the performance. Note that in our algorithm, the 

number of thread is fixed to be the total number of net. Hence, we can only study the 

variation of CUDA block size.  

 

 
Figure 4.8 Runtime performance with different CUDA block size 

 

Table 4.8 shows runtime comparison between the original algorithm running on CPU, 

parallel algorithm running on CPU using TBB and our parallel algorithm running on 

GPU by setting alpha = 10, part = 2, and run = 5 with dim = 8×8 and 16×16. The 

experimental result shows that our parallel algorithm can get average improvement of 

74% when comparing with parallel CPU algorithm using TBB for both dim = 8×8 and 

16×16. 
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Table 4.8 Runtime comparison between CPU, parallel CPU, parallel GPU 

Ckt Dim = 8 x 8 Dim = 16 x 16 

CPU CPUTBB GPU  CPU CPUTBB GPU 

S5378 4.36 3.55 2.44 8.89 5.64 4.18 

S9234 22.22 14.61 7.25 39.18 22.06 11.33 

S13207 46.32 41.97 11.77 85.59 75.28 19.86 

S15850 164.19 74.77 17.27 315.63 140.86 29.76 

S35932 702.15 278.79 39.74 1598.31 633.58 82.07 

S38417 919.99 502.84 64.47 1850.11 1274.89 147.84 

S38584 529.64 436.70 58.65 1212.13 989.58 124.85 

b14o 30.16 21.41 8.31 49.01 32.80 12.85 

b15o 83.92 51.67 14.50 125.89 85.61 23.20 

b17o 1033.13 773.72 89.08 2236.06 1906.04 195.68 

b20o 319.26 199.91 34.67 618.29 385.55 61.23 

b21o 348.78 205.49 34.60 657.08 388.26 61.73 

b22o 654.42 449.49 58.57 1326.08 991.75 118.66 

 

 
Figure 4.9 Graph representing runtime comparison between CPU, parallel CPU, 

parallel GPU baseline Dim = 8x8 CPU 
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CHAPTER 5  

CONCLUSIONS 

 

In this dissertation, we focus on parallel computing paradigm to speed up the 

calculation of the shortest path and the longest path algorithms. In parallel computing, a 

problem is seperated into small problems which can be solved simultaneously. In this 

work, GPGPU computing paradigm is employed to speed up the shortest/longest path 

algorithm. We use GPU to speed up the execution time because the GPU utilizes 

hundreds or thousands of graphics cores to perform computation in parallel. 

 

First, we propose a parallel SPSP based on Dijkstra’s shortest path algorithm using 

bidirectional search technique on GPGPU. The exact shortest path cost is obtained by 

traversing nodes from both source and target in parallel. We verify that the correctness 

of the algorithm is maintained. Also, we propose the early termination case and the 

search pruning to speed up the algorithm. The experimental result when setting 

source=1, and target=N on the 9th Dimacs benchmark shows that our implementation 

can, on average, speedup 2.23x over a parallel method that performs a single parallel 

search from the source to all other nodes with early termination when the shortest path 

of two nodes has been specified on the GPGPU. For the SSCA#2 model, our algorithm 

can speedup 1.78x over the parallel method that performs a parallel search from the 

source with early termination on the GPGPU on average. 

 

Second, we propose a RTA that also takes advantage of GPGPU for runtime 

improvement. The heart of the RTA is to compute the longest path values for the 

retiming graphs with negative edge weights by using Bellman-Ford algorithm. The 

introduced algorithm has the capability to work with a cyclic graph, and it can detect 

positive cycles. It is integrated into a min-cut based placer to evaluate its performance. 

The performance improvement of the placement with GPGPU-based RTA is up to 24x 

with average of 8x. In addition, our GPGPU technique outperforms multi-core CPU 

with Thread Building Blocks (TBB) support in all benchmarks. 

 

GPGPU is used to shorten runtime for solving problems with very large input in general 

applications. The techniques proposed in this dissertation can be used to accelerate the 

execution time in many applications which apply the shortest path and the longest path 

algorithms. 
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